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PREFACE

Computer-aided design (CAD} of digital circuits has been a topic of great importance
in the last two decades, and the interest in this field is expected to grow in the
coming years. Computer-aided techniques have provided the enabling methodology
to design efficiently and successfully large-scale high-performance circuits for a wide
spectrum of applications, ranging from information processing (e.g., computers) to
telecommunication, manufacturing control, transportation, etc.

The book addresses one of the most interesting topics in CAD for digital circuits:
design synthesis and optimization, i.e., the generation of detailed specifications of
digital circuits from architectural or logic models and the optimization of some figures
of merit, such as performance and area. This allows a designer to concentrate on the
circuit specification issues and to let the CAD programs “elaborate and optimize the
corresponding representations until appropriate for implementation in some fabrication
technology.

Some choices have been made in selecting the material of this book. First, we
describe synthesis of digital synchronous circnits. as they represent the largest portion
of circuit designs. In addition, the state of the art in synthesis for digital synchronous
circuits is more advanced and stable than the corresponding one for asynchronous and
analog circuits. Second, we present synthesis techniques at the architectural and logic
level, and we do not report on physical design automation techniques. This choice is
motivated by the fact that physical microelectronic design forms a topic of its own and
has been addressed by other books. However, at present no textbook describes both
logic and architectural synthesis in detail. Third, we present an algorithmic approach
to synthesis based on a consistent mathematical framework.

In this textbook we combined CAD design issues that span the spectrum from
circuit modeling with hardware description languages to cell-library binding. These
problems are encountered in the design flow from an architectural or logic model of
a circuit to the specification of the interconnection of the basic building blocks in any
semicustom technology. More specifically, the book deals with the following issues:

e Hardware modeling in hardware description languages, such as VHDL, Verilog,
UDL/1, and Silage.
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Compilation technigues for hardware models.

o Architectural-level synthesis and optimization, including scheduling, resource shar-
ing and binding, and data-path and control generation.

Logic-level synthesis and optimization technigues for combinational and syn-
chronous sequential circuits.

Library binding algorithms to achieve implementations with specific cell libraries.

These topics have been the object of extensive research work, as documented by the
large number of journal articles and conference prescntatibns available in the literature.
Nevertheless, this material has never been presented in a unified cohesive way. This
book is meant to bridge this gap. The aforementioned problems are described with their
interrelations, and a unifying underiying mathematical structure is used to show the
inherent difficulties of some problems as well as the merit of some solution methods.

To be more specific, the formulation of synthesis and optimization problems con-
sidered in this book is based upon graph theory and Boolean algebra. Most problems
can be reduced to fundamental ones, namely coloring, covering, and satisfiability. Even
though these problems are computationally intractable and often solved by heuristic
algorithms, the exact problem formulation helps in unaerstanding the relations among
the problems encountered in architectural and logic synthesis and optimization. More-
over, recent improvements in algorithms, as well as in computer speed and memory
size, have allowed us to solve some problems exactly for instances of practical size.
Thus this book presents both exact and heuristic optimization methods.

This text is intended for a senior-level or a first-Year graduate course in CAD of
digital circuits for electrical engineers and/or computer scientists. It is also intended to
be a reference book for CAD researchers and developers in the CAD industry. More-
over, it provides an important source of information to the microelectronic designers
who use CAD tools and who wish to understand the underlying technigues to be able
to achieve the best designs with the given tools.

A prerequisite for reading the book, or attending a course based on the book,
is some basic knowledge of graph theory, fundamental algorithms, and Boolean al-
gebra. Chapter 2 summarizes the major results of these fields that are relevant to the
understanding of the material in the remaining parts of the book. This chapter can
serve as a refresher for those whose knowledge is rusty, but we encourage the totally
unfamiliar reader to go deeper into the background material by consulting specialized
textbooks. )

~ 'This book can be used in courses in various ways. It contains more material
than could be covered in detail in a quarter-long (30-hour) or semester-long (45-hour)
course, leaving instructors with the possibility of selecting their own topics. Sections
denoted by an asterisk report on advanced topics and can be skipped in a first reading
or in undergraduate courses.

Suggested topics for a graduate-level course in CAD are in Chapters 3—10. The
instructor can choose to drop some detailed topics (e.g., sections with asterisks) in
quarter-long courses. The text can be used for an advanced course in logic synthe-
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sis and optimization by focusing on Chapters 3 and 7-10. Similarly, the book can

be used for an advanced course in architectural-level synthesis by concentrating on
Chapters 3-6.

SYNTHESIS & OPTIMIZATION

Architecturaf-Level Logic-Level

Boolean

Relation
Minimization

COLCRING COVERING SATISFIABILITY

FUNDAMENTAL PROBLEMS

GRAPH BOOLEAN
THEORY ALGEBRA

For senior-level teaching, we suggest refreshing the students with some back-
ground material (Chapter 2), covering Chapters 3-4 and selected topics in scheduling
(e.g., Sections 5.2 and 35.3). binding (e.g., Section 6.2), two-level logic optimization
(e.g., Section 7.2), multiple-level optimization (e.g., Sections 8.2 and 8.3), sequential
synthesis (e.g., Sections 9.2 and 9.3.1). and library binding (e.g.. Section 10.3.1). Most
chapters start with a general introduction that provides valuable information without
digging into the details. Chapter 4 summarizes the major issues in architectural-level
synthesis.

"The author would like to thank all those who helped him in writing and correct-
ing the manuscript: Jonathan Allen. Massachusetts Institute of Technology; Gaetano
Borriello, University of Washington: Donald Bouldin, University of Tennessee; Raul
Camposano, Synopsys: Maciej Ciesielski. University of Massachusetts at Amherst;
José Fortes, Purdue University: David Ku, Stanford University and Redwood Design
Automation; Michael Lightner, University of Colorado at Boulder: Sharad Malik,
Princeton University; Victor Nelson. Auburn University: Fabio Somenzi, University
of Colorado at Boulder; and, Wayne Wolif. Princeton University. The author would
also like to acknowledge enlightening discussions with Robert Brayton of the Univer-
sity of California at Berkeley. with Randall Bryant and Robert Rutenbar of Carnegie
Mellon University, and with Alec Stanculescu of Fintronic. The graduate students
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of the CAD synthesis group at Stanford University provided invaluable help in im-
proving the manuscript: Luca Benini, Claudionor Coelho, David Filo, Rajesh Gupta,
Norris Ip, Polly Siegel, Thomas Truong, and Jerry Yang. Thanks also to those brave
students of EE318 at Stanford, of ECE 560 at Carnegie Mellon and of CSE590F at the
University of Washington who took courses in 1992 and in 1993 based on a prototype
of this book and gave intelligent comments. Last but not least, I would like to thank
my wife Mane-Madeleine for her encouragement and patience during the writing of
this book. This work was supported in part by the National Science Foundation under
a Presidential Young Investigator Award. Comments on this book can be sent to the
author by electronic mail: book@galileo.stanford.edu.

Giovanni De Micheli
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CHAPTER

1

INTRODUCTION

Wofiir arbeitet ihr? Ich halte ddfiir, dass das einzige Ziel der Wissenschaft darin
besteht, die Miihseligkeit der menschlichen Existenz zu erleichtern.

What are you working for? I maintain that the only pu¥pose of science is to ease
the hardship of human existence.
B. Brecht. Leben des Galilei.

1.1 MICROELECTRONICS

Microelectronics has been the enabling technology for the development of hardware
and software systems in the recent decades. The continuously increasing level of
integration of electronic devices on a single substrate has led to the fabrication of
increasingly complex systems. The integrated circuit technology, based upon the use
of semiconductor materials, has progressed tremendously. While a handful of devices
were integrated on the first circuits'in the 1960s, circuits with over one million devices
have been successfully manufactured in the late 1980s. Such circuits, often called Very
Large Scale Integration (VLSI) or microelectronic circuits, testify to the acquired
ability of combining design skills with manufacturing precision (Figure 1.1).
Designing increasingly integrated and complex circuits requires a larger and
larger capital investment, due to the cost of refining the precision of the manufacturing
process so that finer and finer devices can be implemented. Similarly, the growth in
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scale of the circuits requires larger efforts in achieving zero-defect designs. A particular
feature of microelectronics is the near impossibility to repair integrated circuits, which
raises the importance of designing circuits correctly and limiting the manufacturing
defects.

The economics of VLSI circuits relies on the principle that replicating a circuit
is straightforward and therefore the design and manufdtturing costs can be recovered
over a large volume of sales. The trend toward higher integration is economically
positive because it leads to a reduction in the number of components per system, and
therefore to a reduced cost in packaging and interconnection, as well as to a higher
reliability of the overall system. More importantly, higher integration correlates to
faster circuits, because of the reduction of parasitic effects in the electronic devices
themselves and in the interconnections. As a result, the higher the integration level is,
the better and cheaper the final product results.

This economic analysis is valid under the simplifying assumption that the volume
of sales of a circuit {or of a system with embedded circuits} is large enough 1o
recapture the manufacturing and design costs. Tn reality, only few circuit applications
can enjoy a high volume of sales and a long life. Examples have been some general
purpose microprocessors. Unfortunately, the improvement in circuit technology makes
the circuits obsolete in a short time.

At present, many electronic systems require integrated dedicated components
that are specialized to perform a task or a limited set of tasks. These are called
Application Specific Integrated Circuits, or ASICs, and occupy a large portion of the
market share. Some circuits in this class may not be produced in large volume because
of the specificity of their application,

Thus other factors are important in microelectronic circuit economics. First, the
usc of particular design styles according to the projected volume of sales. Second,
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the reduction of design time, which has two implications. A reduction of design
cost, associated with the designers’ salaries and a reduction of the time-to-market,
This last factor has been shown to be key to the profitability of many applications.
Third, the quality of the circuit design and fabrication, measured in performance and
manufacturing yield.

Computer-Aided Design (CAD) techniques play a major role in supporting the
reduction of design time and the optimization of the circuit quality. Indeed, as the
level of integration increases, cartying out a full design without errors becomes an
increasingly difficult task to achieve for a team of human designers. The size of the
circuit, usually measured in terms of the number of active devices (e.g., transistors),
requires handling the design data with systematic techniques. In addition, optimizing
features of large-scale circuits is even a more complex problem, because the feasible
implementation choices grow rapidly in number with the circuit size.

Computer-aided design tools have been used since the inception of the integrated
circuits. CAD systems support different facets of the design of microelectronic circuits.
CAD techniques have reached a fairly good level of maturity in many areas, even
though there are still niches with open problems, Moreover, the continuous growth in
size of the circuits requires CAD tools with increased capability. Therefore continuous
research in this field has targeted design and optimization problems for large-scale
circuits, with particular emphasis on the design of scalable tools. The CAD industry
has grown to be a substantial sector of the global electronic industry. Overall, CAD
is as strategic for the electronic industry as the manufacturing technology is. Indeed,
CAD is the codification of the design-flow technology.

In the following sections, we consider first the different microelectronic circuit
technologies and design styles. We consider then the design flow and its abstraction
as a series of tasks. We explain the major issues in synthesis and optimization of
digital synchronous circuits, that are the subject of this book. Finally, we present the
organization of the book and comment on some related topics.

1.2 SEMICONDUCTOR TECHNOLOGIES
AND CIRCUIT TAXONOMY

Microelectronic circuits exploit the properties of semiconductor materials. The circuits
are constructed by first patterning a substrate and locally modifying its properties
and then by shaping layers of interconnecting wires. The fabrication process is often
very complex. It can be classified in terms of the type of semiconductor material
{e.g., silicon, gallium-arsenide) and in terms of the electronic device types being
construgted. The most common circuit technology families for silicon substrates are
Complementary Metal Oxide Semiconductor (CMOS), Bipolar and a combination of
the two called BiCMOS. Even within a family, such as CMOS, different specific
technologies have been developed. Examples for CMOS are: single-well (P or N), twin-
well and silicon on sapphire (SOS). Specific technologies target particular markets:
for example, SOS is less sensitive to radiation and proper for space applications.
Electronic circuits are generally classified as analog or digital. In the former
class, the information is related to the value of a continuous electrical parametet, such
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as a voltage or a current. A power amplifier for an audio stereo system employs analog
circuits, In digitai circuits, the information is quantized. Most digital circuits are bi-
nary, and therefore the quantum of information is either a TRUE or a FALSE value. The
information is related to ranges of voltages at circuit internal nodes. Digital circuits
have shown to be superior to analog circuits in many classes of applications, primarily
electronic computing. Recently, digital applications have pervaded also the signal pro-
cessing and telecommunication fields. Examples are compact disc players and digital
telephony. Today the number of digital circuits overwhelms that of analog circuits.

Digital circuits can be classified in terms of their mode of operations. Syn-
chronous circuits are characterized by having information storage and processing syn-
chronized to one (or more) global signal, calied clock. Asyrchronous circuits do not
require a global clock signal. Different styles have been proposed for asynchronous
design methods. When considering large-scale integration circnits, synchronous oper-
ation is advantageous because it is conceptually simpler; there is a broader common
knowledge of design and verification methods and therefore the likelihood of final
correct operation is higher. Furthermore, testing techniques have been developed for
svnchronous digital circuits. Conversely, the advantage of using asynchronous circuits
stems from the fact that global clock distribution becomes more difficult as circuits
grow Iin size, therefore invalidating the premise that designing synchronous circuits
is simpler. Despite the growing interest in asynchronous circuits, most commercial
digital designs use synchronous operation.

1t is obvious that the choice of a semiconductor technology and the circuit
class affect the type of CAD tools that are required. The choice of a semiconductor
technology affects mainly the physical design of a circuit, i.e., the determination
of the geometric patterns. It affects only marginally functional design. Conversely,
the circuit type (i.e., analog, synchronous digital or asynchronous digital) affects the
overall design of the circuit. In this book we consider CAD techniques for synchronous
digital circuits, because they represent the vast majority of circuits and because these
CAD design techniques have reached a high level of maturity.

1.3 MICROELECTRONIC DESIGN STYLES

The economic viability of microelectronic designs relies on some conflicting factors,
such as projected volume, expected pricing and circoit performance required to be
cotmpetitive. For example, instruction-set microprocessors require competitive perfor-
mance and price; therefore high volumes are required to be profitable. A circuit for a
space-based application may require high performance and reliability. The projected
volume may be very low, but the cost may be of no concern because still negligible
with respect to the cost of a space mission. A circuit for consumer applications would
require primarily a low cost to be marketable.

Different design styles, often called methodologies, have been used for micro-
electronic circuits. They are usually classified as custom and semicustom design styles.
In the former case, the functional and physicai design are handcrafted, requiring an
extensive effort of a design team to optimize each detailed feature of the circuit. In
“oin moon tha dacien affrurt and cost are high. often compensated by the achievement
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of high-quality circuits. It is obvious that the cost has either to be amortized over a
large volume production (as in the case of processor design) or borne in full (as in the
case of special applications). Custom design was popular in the early years of micro-
electronics. Today, the design complexity has confined custom design techniques to
specific portions of a limited number of projects, such as execution and floating point
units of some processors,

Semicustom design is based on the concept of restricting the ¢ircuit primitives
to a limited number, and therefore reduéing the possibility of fine-tuning all parts
of a circuit design. The restriction allows the designer to leverage well-designed and
well-characterized primitives and to focus on their interconnection. The reduction of
the possible number of implementation choices makes it easier to develop CAD tools
for design and optimization, as well as reducing the design time. The loss in quality
is often very small, because fine-tuning a custom design may be extremely difficult
when this is large, and automated optimization techniques for semicustom styles can
explore a much wider class of implementation choices than a designer team can af-
ford. Today the number of semicustom designs outnumbers custom designs. Recently,
some high-performance microprocessors have been designed fully (and partiaily) using
semicustom styles.

Semicustom designs can be partitioned in two major classes: cell-based design
and array-based design, These classes further subdivide into subclasses, as shown in
Figure 1.2. Cell-based design leverages the use of library cells, that can be designed
once and stored, or the use of cell generators that synthesize macro-cell layouts from
their functional specifications. In cell-based design the manufacturing process is not
simplified at all with respect to custorn design. Instead, the design process is simplified,
because of the use of ready-made building blocks. -

Cell-based design styles include standard-cell design (Figure 1.3). In this case,
the fundamental cells are stored in a library. Cells are designed once, but updates are
required as the progress in semiconductor technology allows for smaller geometries.
Since every cell needs to be parametrized in terms of area and delay over ranges
of temperatures and operating voltages, the library maintenance is far from a trivial
task. The user of a standard-cell library must first conform his or her design to the
available library primitives, a step called Iibrary binding or technology mapping. Then,
cells are placed and wired. All these tasks have been automated. An extension is
the hierarchical standard-cell style, where larger cells can be derived by combining
smaller ones.

Macro-cell based design consists of combining building blocks that can be syn-
thesized by computer programs, called cell or module generators. These programs vary
widely in capabilities and have evolved tremendously over the last two decades. The
first generators targeted the automatic synthesis of memory arrays and programmable-
logic arrays (PLAs). Recently highly sophisticated generators have been able to syn-
thesize the layout of various circuits with a device density and performance equal or
superior to that achievable by human designers. The user of macro-cell generators has
just to provide the functicnal description. Macro-cells are then placed and wired. Even
though these steps have been automated, they are inherently more difficult and may
be less efficient as compared to standard-cell placement and wiring, due to the irreg-
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FIGURE 1.2

Semicustom design styles: a taxonomy.

ularity in size of the macro-cells. A major advantage of cell-based design (standard
and macro-cells) is the compatibility with custom design. Indeed custom components
can be added to a semicustom layout, and vice versa. The combination of custom
design and cell-based design has been used often for microprocessor design, and also
referred to as structured custom design (Figure 1.4).

Array-based design exploits the use of a mamrix of uncommitted components,
often called sires. Such components are then personalized and interconnected. Array-
based circuits can be further classified as prediffused and prewired, also called mask
programmable and field programmable gate arrays, respectively (MPGAs and FP-
GAs). In the first case batches of wafers, with arrays of sites, are manufactured. The
chip fabrication process entails programming the sites by contacting them to wires,
i.e., by manufacturing the routing layers. As a result, only the metal and contact layers
are used to program the chip, hence the name “mask programmable.” Fewer manu-
facturing steps correlate to lower fabrication time and cost. In addition, the cost of
the prediffused batches of wafers can be amortized over several chip designs.

There are several styles of prediffused wafers, that often go under the names
of gate arrays, compacted arrays™ and sea-of-gates (Figure 1.5). The circuit designer
that uses these styles performs tasks similar to those used for standard cells. He or
she.must first conform the design to the available sites, described by a set of library
primitives, then apply placement and wiring, that are subject to constraints typical of
the array image, e.g., slot constraints for the position of the sites. Also in this case,
all these tasks have been automated.

Prewired gate arrays have been introduced recently and are often called “field
programmable gate arrays” because these can be programmed in the “field,” ie.,
outside the semiconductor foundry. They consist of arrays of programmable modules,
each having the capability of implementing a generic logic function (Figure 1.6).
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FIGURE 1.3
One of AT&T's Application Specific Standard Product chips. The chip was designed and laid out using
AT&T CAD tools, with a standard cell design style. (Courtesy of AT&T.)

Programming is achieved in two ways. Wires, already present in the form of segments,
can be connected by programming antifuses.' Generic functions can be specialized by
connecting module inputs to voltage rails or together. Alternatively, memory elements
inside the array can be programmed to store information that relates to the module
configuration and interconnection.

'A fuse is a short circuit device that becomes an open circuit when traversed by an appropriate
current pulse. Conversely, an antifuse is an open circuit device that becomes a short circuit when traversed
by an appropriate current pulse.



10 circurts aND MODELS

FIGURE 1.4
Microphotograph of the Alpha AXP chip by Digital Equipment Corporation, using several macro-cells
designed with proprietary CAD tools. (Courtesy of Digital Equipment Corporation.)

In a prewired circuoit, manufacturing is completely carried out independently of
the application, hence amortized over a large volume. The design and customization
can be done on the field, with negligible time and cost. A drawback of this design style
is the'low capacity of these arrays and the inferior performance as compared to other
design styles. However, due to the relative immaturity of the underlying technology, it
is conceivable that capacity and speed of prewired circuits will improve substantially
in the future. At present, prewired circuits provide an excellent means for prototyping.

We would now like to compare the different design styles, in terms of density,
performance, flexibility, design and manufacturing times and cost (for both low and
high volumes). Manufacturing time of array-based circuits is the time spent to cus-
tomize them. The comparison is reported in the following table, which can serve as



FIGURE 1.5
A mask programmable gate array from the IBM Enterprise System/9000 air-cooled processor technology.
(Courtesy and copyright of IBM, reprinted with permission.)
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a guideline in choosing a style for a given application and market:

Custom Cell-based | Prediffused | Prewired

Density Very High | High High Medium-Low
Performance Very High | High High Medium-Low
Flexibility Very High | High Medium Low

Design time Very Long | Short Short Very Short
Manufacturing time || Medium Medium Short Very Short
Cost - low volume Very High | High High Low

Cost - high volume || Low Low Low High

Even though custom is the most obvious style for general purpose circuits and
semicustom is the one for application-specific circuits, processor implementations



12 CIRCUITS AND MODELS

FIGURE 1.6
A field-programmable gate array: ACT'Y 2 by Actel Corporation. (Courtesy of ACTEL Corporation.)

have been done in semicustom and ASIC in custom, as in the case of some space
applications. It is important to stress that ASIC is not a synonym for semicustom style,
as often erroneously considered.

1.4 DESIGN OF MICROELECTRONIC
CIRCUITS

There are four stages in the creation of an integrated circuit: design, fabrication,
testing and packaging [9, 10] (Figure 1.7). We shall consider here the design stage in
more detail, and we divide it into three major tasks: conceptualization and modeling,
synthesis and optimization, and validation. The first task consists of casting an idea into
a model, which captures the function that the circuit will perform. Synthesis consists
of refining the model, from an abstract one to a detailed one. that has all the features
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FIGURE 1.7
The four phases in creating a microelectronic chip.

-

required for fabrication. An objective of design is to maximize some figures of merit
of the circuit that relate o its quality. Validation consists of veritfying the consistency
of the models used during design, as well as some properties pf the original model.

Circuit models are used to represent ideas. Modeling plays a major role in
microelectronic design, because it represents the vehicle used to convey information.
Modeling must be rigorous as well as general, transparent to the designer and machine-
readable. Today, most modeling is done using Hardware Description Languages, or
HDLs. There are different flavors of HDLs, which are described in detail in Chapter
3. Graphic models are also used, such as flow diagrams, schematic diagrams and
geometric layouts. The very large-scale nature of the problem forces the modeling
style, both textual and graphical, to support hierarchy and abstractions. These allow
a designer to coneentrate on a portion of the model at any given time.

Circuit synthesis is the second creative process. The first is performed in the
designer’s mind when conceptualizing a circuit and sketching a first model. The over-
all goal of circuit synthesis is to generate a detailed model of a circuit, such as a
geometric layout, that can be used for fabricating the chip. This objective is achieved
by means of a stepwise refinement process. during which the original abstract model
provided by the designer is iteratively detailed. As synthesis proceeds in refining the
model, more information is needed regarding the technology and the desired design
implementation style. Indeed a functional model of a circuit may be fairly independent
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from the implementation details, while a geometric layout model must incorporate all
technology-dependent specifics, such as, for example, wire widths.

Circuit optimization is often combined with synthesis. It entails the selection of
some particular choices in a given model, with the goal of raising one (or more) figures
of merit of the design. The role of optimization is to enhance the overall quality of the
circuit. We explain now in more detail what quality means, First of all, we mean circuit
performance. Performance relates to the time required to process some information,
as well as to the amount of information that can be processed in a given time period.
Circuit performance is essential to competitive products in many application domains.
Second, circuit quality relates to the overall area. An objective of circuit design is to
minimize the area, for many reasons. Smaller circuits relate to more circuits per wafer,
and therefore to lower manufacturing cost. The manufacturing yield® decreases with an
increase in chip area. Large chips are more expensive to package too. Third, the circuit
quality relates to the restability, i.e.. to the ease of testing the chip after manufacturing.
For some applications, the fault coverage is an important quality measure. It spells
the percentage of faults of a given type that can be detected by a set of test vectors. It
is obvious that testable chips are desirable, because earlier detection of malfunctions
in electronic systems relates to lower overall cost.

Circuit validation consists of acquiring a reasonable certainty level that a circuit
will function correctly, under the assumption that no manufacturing fault is present.
Circuit validation is motivated by the desire to remove all possible design errors, before
proceeding to the expensive chip manufacturing. It can be performed by simulation and
by verification methods. Circuit simulation consists of analyzing the circuit variables
over an interval of time for one specific set (or more sets) of input patterns. Simulation
can be applied at different levels, corresponding to <he model under consideration.
Simulated output patterns must then conform to the expected ones. Even though
simulation is the most commonly used way of validating circuits, it is often ineffective
for large circuits except for detecting major design flaws. Indeed, the number of
relevant input pattern sequences to analyze grows with the circuit size and designers
must be content to monitor a small subset. Verification methods, often called formal
verification methods, consist of comparing two circuit models, and to detect their
consistency. Another facet of circuit verification is checking some properties of a
circuit model, such as, for example, whether there are deadlock conditions. -

1.5 COMPUTER-AIDED SYNTHESIS AND
OPTIMIZATION

Computer-aided tools provide an effective means for designing microelectronic circuits
that are economically viable products. Synthesis techniques speed up the design cycle

IThe yield is the percentage of manufactured chips that operate correctly. In general, when fabrication
faults relate to spots, the defect density per unit area is constant and typical of a manufacturing plant and
process. Therefore the probability that one spot makes the circuit function incorrectly increases with the
chip area.
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and reduce the human effort. Optimization techniques enhance the design quality. At
present, synthesis and optimizatien techniques are used for most digital circuit designs.
Nevertheless their power is not yet exploited in full. 1t is one of the purposes of the
book to foster the use of synthesis and optimization techniques, because they can be
instrumental in the progress of electronic design.

We report in this book on circuit synthesis and optimization for digital syn-
chronous circuits. We consider now briefly the circnit models and views and then
comment on the major classification of the synthesis tasks.

1.5.1 Circuit Models

A model of a circuit is an abstraction, i.e., a representation that shows relevant features
without associated details. Synthesis is the generation of a circuit model, starting
from a less detailed one. Models can be classified in terms of levels of abstraction
and views. We consider here three main abstractions, namely: architectural, logic and
geometrical. The levels can be visualized as follows, At the architectural level a circuit
performs a set of operations, such as data computation or transfer. At the logic level,
a digital circuit evaluates a set of logic functions. At the geornetrical level, a circuit
is a set of geometrical entitics. Examples of representations for architectural models
are HDL models or flow diagrams; for logic models are state transition diagrams or
schematics; for geometric models are floor plans or layouts.

Example 1.5.1. A simple example of the different modeling levels is shown in Figure
1.8. At the architectural level, a processor is described by an HDL medel. A schematic
captures the logic-level specification. A two-dimensional geometric picture represents the
mask layout,

Design consists of refining the abstract specification of the architectural model into
the detailed geometrical-level model, that has enough information for the manufacturing
of the circuit.

We consider now the views of a model. They are classified as: behavioral,
structural and physical. Behavioral views describe the function of the circuit regardless
of its implementation. Structural views describe a model as an interconnection of
components, Physical views relate to the physical objects (e.g., transistors) of a design.

Models at different levels can be seen under different views. For example, at
the architectural level, a behavioral view of a circuit is a set of operations and their
dependencies. A structural view is an interconnection of the major building blocks. As
another example, consider the logic-level model of a synchrenous circuit. A behavioral
view of the circuit may be given by a state ransition diagram, while its structural view
is an interconnection of logic gates. Levels of abstractions and views are synthetically
represented by Figure 1.9, where views are shown as the segments of the letter Y. This
axial arrangement of the views is often referred to as Gajski and Kuhn’s Y-chart [3].

Example 1.5.2. Consider again the circuit of Example 1.5.1. Figure 1.10 highlights
behavioral and structural views at both the architectural and the logic levels.
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FIGURE 1.10

Levels of abstractions and corresponding views.

1.5.2 Synthesis

The model classification relates to a taxonomy of the synthesis tasks. Synthesis can
be seen as a set of transformations between two axial views. In particular we can
distinguish the synthests subtasks at the different modeling levels as follows:

o Architectural-level synthesis consists of generating a structural view of an archi-
tectural-level model. This corresponds to determining an assignment of the circuit
functions to operators, called resources, as well as their interconnection and the
timing of their execution. It has also been called high-level synthesis or structural
synthesis, because it determines the macroscopic (i.e., block-level) structure of
the circuit. To avoid ambiguity, and for the sake of uniformity, we shall call it

architectural synthesis.

e Logic-level synthesis is the task of generating a structural view of a logic-level
model. Logic synthesis is the manipulation of logic specifications to create logic
models as an interconnection of logic primitives. Thus logic synthesis determines
the microscopic (i.c., gate-level) structure of a circuit. The task of transforming a




18 cRroutTs anp MODELS

b-view /s-vicw

\ a-synthesis

a-level 7

N\ /

1-synthesis
I-level

p-design

g-level

FIGURE 1.11
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logic model into an interconnection of instances of library cells, i.e., the back end
of logic synthesis, is often referred to as library binding or technology mapping.

& Geometrical-level synthesis consists of creating a physical view at the geometric
level. It entails the specification of all geometric patterns defining the physical
layout of the chip, as well as their position. It is often called physical design, and
we shall call it so in the sequel.

The synthesis tasks are synthetically depicted in Figure 1.11. We now describe
these tasks in more detail. We consider them in theorder that corresponds to their use
in a top-down synthesis system. This sequence is the converse of that corresponding
to their historical development and level of maturity.

ARCHITECTURAL SYNTHESIS. A behavioral architectural-level model can be ab-
stracted as a set of operations and dependencies. Architectural synthesis entails iden-
tifying the hardware resources that cap implement the operations, scheduling the ex-
ecution time of the operations and binding them to the resources. In other words,
synthesis defines & structural model of a data path, as an interconnection of resources,
and a logic-level model of a control unit, that issues the control signals to the data
path according to the schedule.

The macroscopic figures of merit of the implementation, such as circuit area and
performance, depend heavily on this step. Indeed, architectural synthesis determines
the degree of parallelism of the operations. Optimization at this level is very important,
as mentioned in Section 1.5.3. Architectural synthesis is described in detail in Part 1L

Example 1.5.3, We consider here first an example of a behavioral view of an archi-
tectural model. The example has been adapted from one proposed by Paulin and Knight
[6]. It models a circuit designed to solve numerically (by means of the forward Euler
method) the following differential equation: y” + 3xy" + 3y = 0 in the interval [0, 4]
with step-size dx and initial values x(0) = x; y(0)=y; ¥y (0) =u.
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FIGURE 1.12
Example of structural view at the architectural level.

The circoit can be represented by the following HDL model:

diffeqg {
read ( %, v, u, dx, a );
repeat  {
x1l = x® + dx;
ul = u- {3 *x*u*de) - {3 *vy *dx));
¥yl = Yo+ uo* dx;
c = xl < a;

= xi ;u=ul ; ¥ =yl;

x
}
wntil (¢
write [ v

Let us now consider the architectural synthesis task. For the sake of simplicity,
let us assume that the data path of the circuit contains two resources: a multiplier and
an ALU, that can perform addition/subtraction and comparison. The circuit contains also
registers, steering logic and a contrel unit.

A structural view of the circuit, at the architectural level, shows the macroscopic
structure of the implementation. This view can be described by a block diagram, as in
Figure 1.12, or equivalently by means of a structural HDL.

LOGIC SYNTHESIS. A logic-level model of a circuit can be provided by a state
transition diagram of a finite-state machine, by a circuit schematic or equivalently by
an HDL model. It may be specified by a designer or synthesized from an architectural-
level model. '

The logic synthesis tasks may be different according to the nature of the circuit
(e.g., sequential or combinational) and to the starting representation (e.g., state diagram
or schematic). The possible configurations of a circuit are many. Optimization plays
a major role, in connection with synthesis, in determining the microscopic figures
of merit of the implementation, as mentioned in Section 1.5.3. The final outcome of
logic synthesis is a fully structural representation, such as a gate-level netlist. Logic
synthesis is described in detail in Part III.

Example 1.5.4. Consider the control unit of the previous circuit. Its task is to sequence
the operations in the data path, by providing appropriate signals to the resources. This is
achieved by steering the data to resources and registers in the block called “Steering &
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FIGURE 1.13
(1) Example of behavioral view at the logic level. (b) Example of structural view at the logic level.

Memory,” in Figure 1.12. A behavioral view of the control unit at the logic level is given
by a transition diagram, sketched in Figure 1.13 (a}, where the signals to the “Steering
& Memory” block are not shown for the sake of simplicity. The contrel umnit uses one
state for reading the data (reset state s|), one state for writing the data (sy) and seven
states for executing the loop. Signal r is a reset signal.

A structural view of the control unit at the logic level is shown by the hierarchical
schematic of Figure 1.13 (b), which shows the logic gates that implement the transitions
among the states (5|, 5;. 55] and that enable the reading and writing of the data. The
subgcircuit that controls the iteration is represented by the box labeled “loop control.”

PHYSICAL DESIGN. Physical design consists of generating the layout of the chip.
The layers of the layout are in correspondence with the masks used for chip fabrication.
Therefore, the geometrical layout is the final target of microelectronic circuit design.
Physical design depends much on the design style. On one end of the spectrum, for
custom design, physical design is handcrafted by using layout editors. This means
that the designer renounces the use of automated synthesis tools in the search for
optynizing the circuit geometries by fine hand-tuning. On the opposite end of the
spectrum, in the case of prewired circuits, physical design is performed in a virtual
fashion, because chips are fully manufactured in advance. Instead, chip persconalization
is done by a fuse map or by a memory map.

The major tasks in physical design are placement and wiring, called also routing.
Cell generation is essential in the particular case of macro-cell design, where cells are
synthesized and not extracted from a library. These problems and their solutions are
not described in this book. A brief survey is reported in Section 1.7.1.
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1.5.3 Optimization

Circuit optimization is often performed in conjunction with synthesis. Optimization
is motivated not only by the desire of maximizing the circuit quality, but also by the
fact that synthesis without optimization would yield noncompetitive circuits at all, and
therefore its value would be marginal. In this book, we consider the optimization of
two quality measures, namely, area and performance. We shall comment also on the
relation to tresiabiliry in Sections 6.8, 7.2.4 and 8.5.

Circuit area is an extensive quantity. It is measured by the sum of the areas of
the circuit components and therefore it can be computed from a structural view of a
circuit, once the areas of the components ar¢ known. The areca computation can be
performed hierarchically. Usually, the fundamental components of digital circuits are
logic gates and registers, whose area is known a priori. The wiring area often plays an
important role and should not be neglected. It can be derived from a complete physical
view, or estimated from a structural view using predictive or statistical models,

Circuit performance is an intensive quantity. It is not additive, and therefore its
computation requires analyzing the structure and often the behavior of a circuit. To be
more specific, we need to consider now the meaning of performance in more detail,
according to the different classes of digital circuits,

The performance of a combinational logic circuit is measured by the input/output
propagation delay. Often a simplifying assumption is made. All inputs are available
at the same time and the performance relates to the delay through the critical path of
the circuit.

The performance of a synchronous sequential circuit can be measured by its
cycle-time, i.e., the period of the fastest clock that can be applied to the circuit. Note
that the delay through the combinational component of a sequential circuit is a lower
bound on the cycle-time.

When considering an architectural-level model of a circuit as a sequence of op-
erations, with a synchronous sequential implementation, one measure of performance
is circuit latency, i.e., the time required to execute the operations [4]. Latency can
be measured in terms of clock-cycles. Thus the product of the cycle-time and larency
determines the overall execution time. Often, cycle-time and latency are optimized
independently, for the sake of simplifying the optimization problem as well as of
satisfying other design constraints, such as interfacing to other circuits.

Synchronous circuits can implement a sequence of operations in a pipeline fash-
ton, where the circuit performs concurrently operations on different data sets. An
additional measure of performance is then the rate at which data are produced and
consumed, called the throughput of the circuit, Note that in a non-pipelined circuit, the
throughput is less than (or equal to) the inverse of the product of the cycle-time times
the latency. Pipelining allows a circuit to increase its throughput beyond this limit.
Maximum-rate pipelining occurs when the throughput is the inverse of the cycle-time,
i.e., when data are produced and consumed at each clock cycle.

According to these definitions and models, performance optimization consists
in minimizing the delay (for combinational circuits), the cycle-time and the latency
(for synchronous circuits) and maximizing the throughput (for pipelined circuits).
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Alternative example of structural view at the architectural level.

Example 1.5.5. Consider the circuit of Example 1.5.3. For the sake of simplicity, we
assume that all resources require one cycle to execute. The structure shown in Figure
1.12 has a minimal resource usage, but it requires seven cycles to execute one iteration
of the loop. An alternative structure is shown in Figure 1.14, requiring a larger area (two
multipliers and two ALUs) but just four cycles. (A detailed explanation of the reason
is given in Chapters 4 and 5.) The two structures correspond to achieving two different
optimization goals.

We consider here design optimization as the combined minimization of area
and maximization of performance. Optimization may be subject to constraints, such
as upper bounds on the area, as well as lower bounds On performance. We can abstract
the optimization problem as follows. The different feasible structural implementations
of a circuit define its design space. The design space is a finite set of design points.
Associated with each design point, there are values of the area and performance
evaluation functions, There are as many evaluation functions as the design objectives
of interest, such as area, latency, cycle-time and throughput. We call design evaluation
space the multidimensional space spanned by these objectives.

Example 1.5.6. Let us construct a simplified design space for the previous exémple, by
Just considering architectural-level modeling. For the sake of the example, we assume
again that the resources execute in one cycle and the delay in the steering and control
logic is negligible. Thus we can drop cycle-time issues from consideration.

The design space corresponds to the structures with ¢, multipliers and a; ALUs,
where a;, @; are positive integers. Examples for a; = 1;a; = | and for a; = 2;a, = 2
were shown in Figures 1.12 and 1.14, respectively.

For the sake of the example, let us assume that the multiplier takes five units of
area, the ALU 1 unit, and the control unit, steering logic and memory and an additional
unit. Then, in the design evaluation space, the first implementation has an area equal to
seven and latency proportional to seven. The second implementation has an area equal
to 13 and latency proportional to four.

When considering the portion of the design space corresponding to the following
pairs for (e, a2): {(1, 1) (1, 2): (2, 1): (2, 2)], the design evaluation space is shown in
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Circuit optimization corresponds to searching for the best design, ie., a circuit
configuration that optimizes all objectives. Since our optimization problem involves
multiple criteria, special attention must be given to defining points of optimality. For
the sake of simplicity and clarity, and without loss of generality, we assume now that
the optimization problem corresponds to a minimization-one. Note that maximizing
the throughput corresponds to minimizing its complement.

A point of the design space is called a Pareto point if there is no other point (in
the design space) with at least an inferior objective, all others being inferior or equal
[11. A Pareto point corresponds to a global optimum in a monodimensional design
evaluation space. It is a generalization of this concept in the more general context. Note
that there may be many Pareto points, corresponding to the design implementations
not dominated by others and hence worth consideration,

The image of the Pareto points in the design evaluation space is the set of the
optimal trade-off points. Their interpolation yields a trade-off curve or surface.

Example 1.5,7, Consider the design space and the design evaluation space of Example
1.5.6. The point {1, 2) of the design space is not a Pareto point, because it is dominated
by point (1, 1) that has equal latency and smaller area. In other words, adding an ALU to
an implementation with one multiplier would make its area larger without reducing the
latency: hence this circuit structure can be dropped from consideration, The remaining
points {(1, 1}; (2, 1); (2, 2)} are Pareto points. It is possible to show that no other pair
of positive integers is a Pareto point. Indeed the latency cannot be reduced further by
additional resources.

We now consider examples of design (evaluation) spaces for different circuit
classes,
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COMBINATIONAL LOGIC CIRCUITS. In this case, the design evaluation space ob-
jectives are (area, delay). Figure 1.16 shows an example of the trade-off points in this
space, for multiple-level logic circuit implementations. These points can be interpo-
lated to form an area/delay trade-off curve.

Example 1.5.8. A first example of area/delay trade-off is given by the implementation
of integer adders. Ripple-carry adders have smaller area and larger delay than carry
look-ahead adders. Figure 1.16 shows the variation in area and in delay of gate-level
implementations of a 64-bit integer adder ranging from a two-level carry look-ahead to
a ripple-carry style.

As a second example, consider the implementation of a circuit whose logic be-
havior is the product of four Boolean variables (e.g., x = pgrs). Assume that the
implementation is constrained to using two-input and/or three-input AND gates, whose
area and delay are proportional to the number of inputs. Assume also that the inputs
arrive simultaneously. Elements of the design space are shown in Figure 1.17, namely,
four different logic structures.

The corresponding design evaluation space is shown in Figure 1.18. Note that
structures labeled ¢ and 4 in Figure 1.17 are not Pareto points.

SEQUENTIAL LOGIC CIRCUITS. When we consider logic-level models for sequen-
tial synchronous circuits, the design evaluation space objectives are: (area, cycle-time),
where the latter is bounded from below by the critical path delay in the combinational
logic component. Therefore, the design evaluation space is similar in concept to that
for combinational circuits, shown in Figures 1.16 and 1.18.

.~ When considering nonpipelined architectural-level models, the design evaluation
space ohjectives are: {(area, latency, cycle-time), where the product of the last two
yields the overall execution delay. An example of the design evaluation space is
shown in Figure 1.19. Slices of the design evaluation space for some specific values
of one objective are also of interest. An example is the (area, latency) trade-off, as
shown in Figure 1.15.

Last, let us consider the architectural-level model of synchronous pipelined cir-
cuits, Now, performance is measured also by the circuit throughput. Hence, the design
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evaluation space involves the quadruple (area, latency, cycle-time, throughput). Archi-
tectural trade-offs for pipelined circuit implementations will be described in Section
4.8, where examples will also be given.

GENERAL APPROACHES TO OPTIMIZATION. Circuit optimization involves multi-
ple objective functions. In the previous examples, the optimization goals ranged from
two to four objectives. The optimization problem is difficult to solve, due to the dis-
continuous nature of the objective functions and to the discrete nature of the design
space, i.e., of the set of feasible circuit implementations.

In general, Pareto points are solutions to constrained optimization problems.
Consider, for example, combinational logic optimization. Then the following two
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Design evaluation space: area/latency/cycle-time trade-off points.=

problems are of interest:

e Minimize the circuit area under delay constraints.

e Minimize the circuit delay under area constraints.

Unfortunately, due to the difficulty of the optimization problems, only approxi-

mations to the Pareto points can be computed.

Consider next architectural-level models of synchronous circuits. Pareto points
are solutions to the following problems, for different values of the cycle-time:

e ‘Minimize the circuit area under latency constrains.

e Minimize the circuit larency under area constraints.

These two problems are often referred to as scheduling problems. Unfortunately
again, the scheduling problems are hard to solve exactly in most cases and only
approximations can be obtained. When considering pipelined circuits, Pareto points
can be computed (or approximated) by considering different values of cycle-fime and

throuehput. and by solving the corresponding scheduling problems.



INTRODUCTION 27

LANGUAGE MODELS ABSTRACT MODELS

compilation Operations and dependencies
(Data-flow & sequencing graphs}

architectural
synthesis &
optimization

ARCHITECTURAL LEVEL

BEHAVIORAL VIEW

compilation FSMs-Logic functions
(State-diagrams & logic networks)

logic
synthesis &
optimization

LOGIC LEVEL

translation Interconnected logic blocks
(Logic networks)

STRUCTURAL VIEW

FIGURE 1.20
Circuit models, synthesis and optimization: a simplified view.

1.6 ORGANIZATION OF THE BOOK

This book presents techniques for synthesis and optimization of combinational and
sequential synchronous digital circuits, starting from models at the architectural and
logic levels. Figure 1.20 represents schematically the synthesis and optimization tasks
and their relations to the models. We assume that circuit specification is done by
means of HDL models. Synthesis and optimization algorithms are described as based
on abstract models, that are powerful enough to capture the essential information
of the HDL models, and that decouple synthesis from language-specific features.
Example of abstract models that can be derived from HDL models by compilation,
are: sequencing and data-flow graphs (representing operations and dependencies),
state transition diagrams (describing finite-state machine behavior) and logic networks
(representing interconnected logic blocks, correspending to gates or logic functions).

This book is divided inte four parts. Part I describes circuits and their models.
Chapter 2 reviews background material on optimization problems and algorithms, as
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well as the foundation of Boolean algebra. Abstract circuit models used in this book
are based on graph and switching theory. Chapter 3 describes the essential features
of some HDLs used for synthesis, as well as issues related to circuit modeling with
HDLs. Abstract models and their optimal derivation from language models are also
presented in Chapter 3.

Part 11 is dedicated to architectural-level synthesis and optimization. Chapter 4
gives an overview of architectural-level synthesis, including data-path and control-unit
generation. Operation scheduling and resource binding are specific tasks of architec-
tural synthesis, that are described in Chapters 5 and 6, respectively. Architectural
models that are constrained in their schedule and resource usage may still benefit
from control-synthesis techniques (Chapter 4), that construct logic-level models of
sequential control circuits.

Logic-level synthesis and optimization are described in Part I11. Combinational
logic functions can be implemented as two-level or multiple-level circuits. An example
of a two-level circuit implementation is a PLA. The optimization of two-level logic
forms (Chapter 7) has received much attention, also because it is applicable to the
simplification of more general circuits. Multiple-level logic optimization (Chapter 8)
is a rich field of heuristic techniques. The degrees of freedom in implementing a logic
function as a multiple-level circnit make its exact optimization difficult, as well as its
heunistic optimization multiform. Sequential logic models can also be implemented
by two-level or multiple-level circuits. Therefore, some synthesis and optimization
techniques for sequential circuits are extensions of those for combinational circuits.
Specific techniques for synchronous design (Chapter 9) encompass methods for op-
timizing finite-state machine models (e.g., state minimization and encoding), as well
as optimizing synchronous networks (e.g., retiming. Library binding, or technology
mapping (Chapter 10}, is applicable to both combinational and sequential circuits and
is important to exploit at best the primitive cells of a given library.

In Part IV, Chapter 11 summarizes the present state of the art in this field,
and reports on existing synthesis and optimization packages as well as on future
developments,

We consider now again the synthesis and optimization tasks and their relation to
the organization of this book. The fiow diagram shown in Figure 1.21 puts the chapters
in the context of different design flows, HDL models are shown at the top and the
underlying abstract models at the bottom of the figure. Note that the order in which
the synthesis algorithm is applied to a circuit does not match with the numbering of
the chapters, for didactic reasons. We describe general issues of architectural synthesis
before scheduling and binding also because some design flows may skip these steps.
We present combinational logic optimization before sequential design techniques for
the sake of a smooth introduction to logic design problems.

1.7 RELATED PROBLEMS

The complete design of a microelectronic circuit involves tasks other than architec-
tural/logic synthesis and optimization. A description of all computer-aided methods
and programs for microelectronic design goes beyond the scope of this book. We
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would like to mention briefly in Section 1.7.1 some physical design and optimization
problems. Indeed, physical design is the back end of circuit synthesis, that provides the
link between structural descriptions and the physical view, describing the geometric
patterns required for manufacturing. We comment on those topics that are tightly re-
lated to architectural/logic synthesis, such as design validation by means of simulation
and verification, and design for testability.

1.7.1 A Closer Look at Physical Design Problems

Physical design provides the link between design and fabrication. The design infor-
mation is transferred to the fabrication masks from the geometrical layout, that is
a representation of all geometries of a circuit. A layout is a set of layers, each be-
ing a two-dimensional representation. The relative position of the circuit geometries
corresponds to the electronic devices, as well as to their interconnections.

A VLSI circuit layout involves a large amount of information. For this rea-
son, appropriate data structures that exploit the notion of hierarchy are required to
support the physical design algorithms. Designing an efficient data base for micro-
electronic circuits is a problem of its own, and it will not be described here. Instead,
we concentrate on the constructive technigues for semicustom layout.

The design primitives, or cells, are generally available in a library, except in the
case of macro-cell design style, where they are constructed automatically. Libraries
of standard cells contain the full definition of the layout of the cells. In the case of
prediffused arrays, libraries refer to those cells that can be obtained by wiring the
sites. The richness of a library influences the flexibidity of the design implementation.
Library binding algorithms, as those described in Chapter 10, exploit the library cells
in the search for an optimal implementation.

Macro-cell generation is performed by specialized programs, called module gen-
erators. These programs range from simple to complex ones, Simple generators may
construct a personalized array of cells of a programmable-logic array, or the layout of
a logic gate. Physical synthesis involves the transformation of the logic specification
into a layout. Optimization can be done in different ways. For example, a PLLA can be
compacted by folding its rows and columns. As another example, the optimization of a
logic CMOS gate corresponds to finding the linear arrangement of the transistors that
maximizes connection by abutment, and thus reducing area and parasitic capacitance.

Complex macro-cell generators often use procedwral layout styles, where the
cells are the results of executing parametrized programs in specific layout languages.
The parameters are related to the logic personality of the cell being constructed. A
full circuit layout can be constructed by procedural layout programs. However, this
approach may be inefficient for large circuits, due to the large amount of information
required in the procedural layout program itself. Conversely, competitive physical im-
plementations of data paths can be achieved with these methods. Other approaches to
macro-cell synthesis involve a combination of techniques, ranging from the synthesis
of basic cells to their placement and wiring in arrays with dedicated tools, that support
different cell shaﬁes and the use of privileged layers for interconnection. Optimiza-
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tion is related to sizing the cell geometrical features for maximal performance and
arranging the cells to minimize the wiring and its associated delay penalty.

The two most common tasks in physical design are placement and wiring. Place-
ment is the assignment of positions to the cells. In the case of standard cells, cells
are organized in rows, while in the case of prediffused circuits, cell positions must
correspond to some site locations in the array. For macro-cell design, placement has
to deal with irregularly shaped cells. The term floor plan is often associated with a
rough arrangement of the cells, that takes into account their relative, rather than ab-
solute, positions. The concept of floor plan is useful to estimate the wiring area and
delay, for any circuit design that is partitioned into macro-blocks, regardless of the
implementation style. .

The objective of placement is often to reduce the overall layout size; this cor-
relates to the overall wiring length. Some distinguishing features of the different
semicustom styles, with respect to placement, need to be highlighted. In the case of
cell-based design, the position of the cells can be fine-tuned. Since wiring occupies
often a large space, its minimization is of paramount importance. This is related to
placing heavily interconnected cells close to each other. Timing-driven placement
techniques have also been proposed; these aim at reducing the wire lengths along the
critical paths. On the other hand, in the case of array-based design styles, the overall
circuit area is fixed. Obviously the number of primitive cells must not outnumber the
sites, Similarly, the wires must fit in the dedicated wiring space. This requirement
is specifically stringent for gate arrays with fixed channels for wiring and for fieid-
programmable gate arrays. In these cases, the placement has to be such that there
exists a feasible wiring satisfying the channel capacity.

Wiring is the definition of the interconnections. Glohal wiring, called also loose
wiring, determines the regions traversed by the wires. Detailed wiring determines the
specific location of the wires, as well as their layers and contacts. Wiring strategies
depend on the number of wiring layers available in a given technology. Early routers,
called river routers, used only one layer and the interconnections were required to be
shaped like the affluents of a river, i.e., without crossing. Muitilevel routers use two,
three or more levels. The objective in routing is related to reduce the wiring length,
as well as the number of contacts between wire segments on different layers. Wiring
length correlates to wiring area and delay; contacts correlate to delay.

Most physical design problems are computationally intractable. However, heuris-
tic algorithms have shown to be effective in achieving good-quality solutions. Much
work has been published on physical design automation. For this reason we do not
report on the physical synthesis problem in this book. We refer the interested reader
to the books by Lengauer [5], Preas and Lorenzetti [7], and Rubin [8].

1.7.2 Computer-Aided Simulation

Simulation has been the traditional way of validating a circuit. Simulation entails
analyzing the circuit response to a set of input stimuli over a time interval. Simulation
can be performed at different levels, At the geometrical level of abstraction, circuits
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can be modeled as an interconnection of electronic devices (e.g., transistors) and
parasitics, such as resistance and capacitance.

Circuit-level simulation applies to such models and it corresponds to deriving
the voltage levels at all (or some) circuit nodes as a function of time. This entails
the formulation of a large set of differential equations and its solution. The sparsity
of the equations makes the problem solvable for circuits with tenths of thousands of
devices, Larger circuits are less amenable to circuit simulation, because of the memory
and computing time requirements, as well as the difficulty in selecling a meaningful
set of node voltages, from whose analysis the circuit correctness can be inferred. The
major advantage of circuit-level simulation is the precise computation of delays, which
incorporates the parasitics associated with the geometrical layout.

Logic-level simulation is the analysis of the functionality of a circuit in terms of
logic variables. Very ofien, simulation of sequential circuits is referred to as register-
transfer level simulation, because the variables being simulated are those stored in
registers. The simulation iterates the evaluation of logic functions feeding registers at
each clock-cycle. Today logic simulators can handle large-scale circuits.

Functional-level simulation corresponds to simulating HDL models of digital
circuits. The different flavors of the modeling languages affect the way in which
simulation is done. For example, standard programming languages can be used for
modeling circuit behavior. In this case, simulation consists of compiling and executing
the model.

Entire digital systems can be simulated, when modeled consistently. A designer
can simulate a model of a circuit under development together with models of other
previously designed {or off-the-shelf) circuits. In other words, simulation allows a
designer to validate a circuit in its environment. «

1.7.3 Computer-Aided Verification

Verification is the comparison of two models for consistency. There are two major
classes of verification techniques. The first one relates to models that are intermediate
steps in the generation of the circuit layout. These methods are often called implemen-
tation verification techniques. The second class involves the comparison of a circuit
model at the architectural level against some abstract model, in order to prove some
circuit property. These methods are called desigr verification methods. In other words,
the former class of methods relates to verifying the correctness of the synthesis task;
the latter class relates to the correctness of the conceptualization and modeling.

Implementation verification methods entail two representations at different lev-
els. An example is the extraction of a circuit schematic from a layout and the com-
parison to another schematic, from which the layout was derived. The verification
of congruency is not sufficient to assert the correctness of the overall design. How-
ever, the correctness of the layout implementation can be verified. Other examples
relate to the logic level of abstraction. Comparisons of combinational and sequential
logic functions are important 10 verify the correctness of the manipulations done by
synthesis.
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At a first glance, implementation verification should play a limited role when
computer-aided synthesis methods are used. Indeed such methods should provide cor-
rectness by construction. This myth has fallen with the widespread use of synthesis
systems, While synthesis algorithms have of course guaranteed properties of correct-
ness, their software implementation (as well as the implementation of the operating
systems and on which data bases they run) cannot be guaranteed to be error-free.
Hence the need of implementation verification methods that support synthesis tools
by performing validity checks.

Design verification methods are useful for verifying the correctness of a design,
by proving assertions on the properties of the model. An example is the check as
to whether an architectural model of a processor can deadlock. Automated theorem-
proving techniques have been used in this perspective. Their present limitations relate
1o the requirement of extensive user intervention to drive the verification method
toward its goal and to restrictions on the types and styles of models that are verifiable.

1.7.4 Testing and Design for Testability

Microelectronic circuits are tested after manufacturing to screen fabrication errors.
Thus testing is the verification of correct manufacturing. There are several testing
techniques and their relation to design is very important. Additional functions may be
added to a circuit to make it more testable. For example, self-testing techniques can
be implemented by adding pseudo-random pattern generators and signature compres-
sors. These functiens are often merged with the circuit primitives. Therefore circuit
synthesis must be extended to cope directly with self-testing functions. Similarly,
level-sensitive scan design (LSSD) techniques have been used to access the individual
bits stored in the registers. The synthesis of circuits with full, or partial, scan features
requires appropriate enhancement of the synthesis tools.

Circuit testability affects its quality. A circuit that is not fully testable, for
some fault model, is less valuable than another one that is fully testable. Enhancing
testability can be done by appropriate logic and architectural synthesis techniques.
For some kind of fault models, such as the common stuck-ar model, increasing the
fault coverage is related to removing redundancies in the circuit. Logic synthesis
techniques that support redundancy removal have been developed and used. Other
faults, such as those modeled as delay faults, are more difficult to detect and re-
move, but promising recent research has shown viable ways. Design for enhanced
testability of sequential synchronous circuits is also a very important topic, which is
currently being researched. We refer the interested reader to reference [2] for further
details.

1.8 SYNTHESIS AND OPTIMIZATION:
AN HISTORIC PERSPECTIVE

Early efforts on logic synthesis and optimization algorithms date to the 1950s and
1960s. While this work has much historical importance, it has had less practical
impact on CAD tools for microelectronic circuit design. Indeed most of the classical
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approaches to solving logic design problems were developed before the advent of very
large-scale integration. Therefore those methods suffer from being not practical for
medium/large-scale problems.

The earliest physical design tools were targeted at automatic layout systems for
gate arrays, such as the ENGINEERING DESIGN SysTEM of IBM, and for standard cells,
like the LTX systems of AT&T Bell Laboratories. Algorithms for placement and
routing flourished in the 1970s. Then, with the advent of low-cost, high-resolution
color graphic workstations, physical design entry tools became popular. At the same
time, methods for procedural design and symbolic layout were developed. We refer
the reader to reference [7] for details on the development of physical design algorithms
and tools, .

As soon as large-scale integration (LSI) became possible from a technological
standpoint, and LSI circuit design became practical because of the support provided
by physical design tools, the research interest shifted to the logic level of abstraction.
One major motivation was avoiding the design entry at the physical level, which is
a tedious and error-prone task. The use of logic synthesis techniques required also
a change in attitude toward problem solving. In the early 1970s the computational
intractability theory was introduced. Researchers realized that it was not useful to
extend the classical metheds of switching theory, which tried to solve problems ex-
actly. Instead, “good” engineering solutions, such as those counstructed by heuristic
algorithms, were the goal to pursue in order to cope with LSL

An early example of “modern” logic optimization was IBM’s program MInI,
a heuristic minimizer for two-level logic forms implementable by PLAs. MINI could
compute solutions whose quality was near optimal and couid run in reascnable time
on most circuits of interest. In the 1970s, logic synthesis teols targeted mainly two-
level logic representations, and they were coupled to macro-cell generators for PLAs.
Programs for PLA-based combinational and sequential logic design were then devel-
- oped. The most prominent example was program EsprREsso, developed at IBM jointly
with the University of California at Berkeley.

In the early 1980s, as VLSI circuit technology matured, two requirements be-
came important: the possibility of configuring logic circuits into multiple-level forms:
appropriate for celi-based and array-based styles and the necessity of using a higher,
architectural level of abstraction in modeling and as a starting point for synthesis. -

The former issue was related to the evolution of semicustom design. Technology
mapping became the primary tool for redesigning transistor-transistor-logic (TTL)-
based boards into CMOS integrated circuits. Technology mapping, also called library
binding, was researched at AT&T Bell Laboratories, where the first algorithmic ap-
proach was implemented in program DaGoN and at IBM, where the rule-based Locic
SYNTHESIS SysTEM (LSS) was introduced and used for designing mainframe comput-
ers. Multiple-level logic optimization algorithms and programs were then developed,
such as the Yorktown Locic Epitor (YLE) program at IBM and MULTIPLE-LEVEL
INTERACTIVE SYSTEM (MIS) at the University of California at Berkeley, that could
cope with the manipulation and reduction of large sets of logic equations. At the same
time, the transduction method was also introduced at the University of Illinois and
then used in the Fujitsu’s logic design system,
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As logic synthesis tools matured and companies started commercializing them,
it became apparent that VLSI design could not be started by conceptualizing systems
in terms of logic-level primitives and entering large circuits by means of schematic
capture systems. Architectural (or high-level) synthesis techniques that traced back to
the MiIMOLA system at Honeywell and the ALERT systems at IBM became an important
research subject, especially at Carnegie-Mellon University, the University of Southern
California and Carleton University. The early architectural synthesis systems targeted
instruction-set processor design and were not coupled to logic synthesis tools. The
first fully integrated synthesis systems were IBM’s YORkTOWN SiLicoN COMPILER
(YSC), GTE’s SiLc system and the CATHEDRAL systems developed at the Catholic
University of Leuven, Belgium,

At present, synthesis systems are common for circuit design at all levels. Com-
mercial systems are available from vendors and research systems from universities
and research centers. Some companies have developed their own internal synthesis
systems, such as IBM, Digital Equipment Corporation, NEC, etc. Some synthesis
systems are described in Chapter 11.
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CHAPTER

BACKGROUND

On fait la science avec des faits, comme on fait une maison avec des pierres; mais une accumy-
lation de faits n'est pas plus une science qu'un tas de pierres n’est uhe maison.

Science is built up with facts, as a house is with stones. But a collection of facts is no more a
science than a heap of stones is g house.

H. Poincaré, La Science et I” Hypothése.

The purpose of this chapter is to review some fundamental definitions, problems and
algorithms that are necessary for the understanding of the material in the rest of this
book. Sections 2.1, 2.2, 2.3 and 2.4 are meant to be a brief refresher for the reader;
those who need more explanations should consult the related textbocks mentioned in
the reference section.

2.1 NOTATION

A set is a collection of elements. We denote sets by uppercase letters and elements
by lowercase ones. We use hraces (i.e., { } ) to denote unordered sets and parentheses
[i.e., { } 1 to denote ordered sets. For example, an unordered set of three elements
is denoted as § = {a, b, ¢}. The cardinality of a set is the number of its elements,
denoted by | |. Given a set §, a cover of § is a set of subsets of § whose union
is S. A partition of § is a cover by disjoint subsets, called blocks of the partition.
Set membership of an element is denoted by €, set inclusion by C or C, set union
by U and intersection by M. The symbol ¥ is the universal quantifier, the symbol 3
the existential quantifier. Implication is denoted by = and co-implication by <». The
symbol *” means “such that.”
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The set of real numbers is denoted by R, the set of integers is denoted by Z
and the set of positive integers by Z7. The sel of binary values {0. 1} is denoted by
B. Vectors and matrices are ordered sets. They are denoted by lower- and uppercase
bold characters, respectively. For example, x denotes a vector and A a matrix. We
denote a vector with all 0 entries by 0 and one with all | entries by 1.

The Cartesian product of two sets X and ¥, denoted by X x ¥, is the set
of all ordered pairs (x,v), such that x € X and y € Y. A relation R between
two sets X and Y is a subset of X x Y. We write xRy when x € X, v € ¥ and
(x.y) € R. An equivalence relation is reflexive |l.e., (x,x) € R], symmetric |ie.,
{(x,¥) € R = (y.x) € R] and transitive i.e., {(x.¥) € Rand(v,2) e R = (x,2} €
R). A partial order is a relation that is reflexive, anti-symmetric [i.e., (x,y) € R
and (y,x)} € R = x = y] and transitive. A partially ordered ser {or posef) is the
combination of a set and a partial order relation on the set. A rotally (or linearly)
ordered set is a poset with the property that any pair of elements can be ordered
such that they are members of the relation. A consistent enumeration of a partially
ordered set S is an integer labeling i (S) such that s, Rs;, implies i{s,) < i(sp), ¥ pair
($., sn)E S.

A function (or map) between two sets X and ¥ is a relation having the property
that each element of X appears as the first element in one and only one pair of the
relation. A function between two sets X and Y is denoted by f : X — Y. The
sets X and Y are called the domain and co-domain of the function, respectively. The
function f assigns to every element x € X a unique element f(x) € Y. The set
F(X) = {f(x) : x € X} is called the range of the function. A function is onto
or surfective if the range is equal to the co-domain. A function is one-to-one or
injective if each element of ils range has a unique elemeqpt of the domain that maps
to it, ie., f{x;) = f(xz) implies x; = xo. In this case, the function has an inverse,
f~': F(X) — X. A function is bijective if it is both surjective and injective. Given
a function f : X — ¥ and a subset of its domain A C X, the image of A under § is
SAY = {f{x): x € A}. Conversely, given a function f : X — ¥ and a subset of its
co-domain A C Y, the jnverse image of A under fis f'(A) ={x € X : f(x) &€ A}.

2.2 GRAPHS

A graph G(V, E) is a.pair (V, E). where V is a set and E is a binary relation on V
[4, 13, 16]. We consider only finite graphs, i.e., those where set V is bounded. The
elements of the set V are called vertices and those of the set E are called edges of the
graph {Figure 2.1 (a)]. In a directed graph (or digraph) the edges are ordered pairs
of vertices; in an undirected graph the edges are unordered pairs [Figure 2.1 (b)]. A
directed edge from vertex v; € V 1o v; € V is denoted by (v;. 1) and ap undirected
edge with the same end-points by {v;,1;]. We also say that an edge (directed or
indirected) is incident (o a vertex when the vertex is one of its end-points. The degree
of a vertex is the number of edges incident to it. A hypergraph is an extension of a
graph where edges may be incident to any number of vertices [Figure 2.1 (c)].
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(a} (b}

FIGURE 2.1
(a) Undirected graph. (b) Directed graph. (c) Hypergraph.

2.2.1 Undirected Graphs

We consider undirected graphs first. We say that a vertex is adjacent to another vertex
when there is an edge incident to both of them. An edge with two identical end-points
is called a loop. A graph is simple if it has no loops and no two edges link the same
vertex pair. Otherwise it is called a multi-graph. Throughout the remainder of this
book, we shall refer to simple graphs as graphs, unless explicitly stated otherwise.

A walk is an alternating sequence of vertices and edges. A trail is a walk with
distinct edges, and a path is a trail with distinct vertices. A cycle is a closed walk
(i.e., such that the two end-point vertices coincide) with distinct vertices. A graph is
connected if all vertex pairs are joined by a path. A graph with no cycles is called an
acyclic graph or a forest. A tree is a connected aeyclic graph. A rooted tree is a tree
with a distinguished vertex, called a root. Vertices of a tree are also called nodes. In
addition, they are called feaves when they are adjacent to only one vertex each and
they are distinguished from the root.

A cutset is a minimal set of edges whose removal from the graph makes the
graph disconnected. Similarly, a vertex separation set is a minimal set of vertices
whose removal from the graph makes the graph disconnected.

A complete graph is one such that each vertex pair is joined by an edge. The
complement of a graph G(V, E) is a graph with vertex set V, two vertices being
adjacent if and only if they are not adjacent in G(V, E). A bipartite graph is a
graph where the vertex set can be partitioned into two subsets such that each edge
has end-points'in different subsets. Hypergraphs can be modeled by bipartite graphs,
by associating their vertex and edge sets to the two vertex subsets of corresponding
_bipartite graphs. Edges in the bipartite graphs represent the incidence relation among
vertices and edges of the hypergraphs.

A subgraph of a graph G(V, E) is a graph whose vertex and edge sets are
contained in the vertex and edge sets, respectively, of G(V, E). Given a graph G(V, E)
and a vertex subset I/ € V. the subgraph induced by U is the maximal subgraph of
G(V, E) whose edges have end-points in UJ. A cligue of a graph is a complete
subgraph; it is maximal when it is not contained in any other clique [1, 4, 12, 13, 28].
{Some authors refer 10 maximal cliques as cliques [16, 19, 22].)
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Every graph has one (or more} corresponding diagrams. A graph is said to be
planar if it has a diagram on a plane surface such that no two edges cross. Two graphs
are said to be isomorphic if there is a one-to-one correspondence between their vertex
sets that preserves adjacency (Figures 2.2 and 2.3).

2.2.2 Directed Graphs

The definitions of the previous section can be extended to apply to directed graphs in
a straightforward way. For any directed edge (v;, v;), vertex v; is called the head
of the edge and vertex v; the fail. The indegree of a vertex is the number of edges
where it is the head, the outdegree the number of edges where it is the tail. A walk is
an alternating sequence of vertices and edges with the same direction. Trails, paths and
cycles are defined similarly. The concept of head and tail are extended to trails and
paths. Given a directed graph, the underlying undirected graph is one having the same
vertex set and undirected edges replacing directed edges with the same end-points.
Given an undirected graph, an orientation is a directed graph obtained by assigning a
direction to the edges.

Directed acyclic graphs, also called dags, represent partially ordered sets. In a
dag, a vertex v; is called the successor (or descendant) of a vertex y; if v; is the
head of a path whose tail is v;. We say also that a vertex v; is reachable from vertex

FIGURE 2.2

(a) A diagram of the complete graph of

four vertices Kj. (b) Another diagram
(@ (b) for K4: the graph is planar.

Q 0

O O

(a) (b)

FIGURE 2.3
(a) A diagram of the three-dimensional cube graph. (b) Another diagram of the cube graph: the graph is
planar and bipartite.
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v; when v; is a successor of v;. Similarly, a vertex v; is called the predecessor (or
ancestor) of a vertex v; if v; is the tail of a path whose head is v;. In addition, vertex
v; is a direct successor of, or adjacent to, vertex v; if v; is the head of an edge whose
tail is v;. Direct predecessors are similarly defined.

A polar dag is a graph having two distinguished vertices, a source and a sink,
and where all vertices are reachable from the source and where the sink is reachable
from all vertices [Figure 2.4 (a)]. ‘

Undirected and directed graphs can also be represented by matrices. The inci-
dence matrix of a simple undirected graph is a matrix with as many rows as vertices
and as many columns as edges. An entry in position (i, j) is 1 if the jth edge is
incident to vertex v;; else it is 0. For directed graphs, an entry in position (i, j) is 1
if vertex v; is the head of the jth edge, —1 if it is its tail and otherwise O [Figure 2.4
{b)]. For both undirected and directed graphs, an adjacency matrix is a square matrix
with dimensions equal to the vertex set cardinality. An entry in position (i, j) is 1
if vertex v; is adjacent to vertex v; else it is O [Figure 2.4 (c)]. The adjacency ma-
trix is symmetric only for undirected graphs, because the corresponding definition of
adjacency relation is symmetric.

Directed and undirected graphs can be weighted. Weights can be associated
with vertices and/or with edges, i.e., the graph can be vertex weighted and/or edge
weighted.

2.2.3 Perfect Graphs

We consider here properties of undirected graphs, Each graph can be characterized
by four numbers. The first number we consider is the cligue number (G}, which is
the cardinality of its largest clique, called maximum cligue.

A graph is said to be partitioned into cligues if its vertex set is partitioned into
(disjoint) subsets, each cne inducing a cligue. Similarly, a graph is said to be covered
by cligues when the vertex set can be subdivided into (possibly overlapping) subsets,
each one inducing a clique. Note that a cligue partition is a disjeint clique cover. The
cardinality of a minimum clique partition is equal to the cardinality of a minimum
clique cover, it is called clique cover mumber and it is denoted by x(G).

source

a b ¢ d e 1 2 3 4
11-1 0 07 -1 1 o 1 1 1
2 I1-1 0 0 0 2 c o 1 0
3 0 1L -1 0 1 3 0 0o 0 1
4 o ¢ 1 1 0 4 0 0 0 0
fu} (b) (c}

FIGURE 24
() A polar graph. (b) Its incidence matrix. {¢) Its adjacency matrix.
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A stable set, or independent set, is a subset of vertices with the property that
no two vertices in the stable set are adjacent. The stability number «(G) of a graph
is the cardinality of its largest stable set.

A coloring of a graph is a partition of the vertices into subsets, such that each
is a stable set. The chromatic number x(G) is the smallest number that can be the
cardinality of such a partition. Visually, it is the minimum number of colors needed
to color the vertices, such that no edge has end-points with the same color.

The size of the maximum clique is a lower bound for the chromatic number,
because all vertices in that clique must be colored differently. Namely:

(G) = x(6) 2.1)

Similarly, the stability number is a lower bound for the clique cover number, since
each vertex of the stable set must belong to a different clique of a clique cover. Thus:

a(G) =k (G) (2.2)
A graph is said to be perfect when the inequalities can be replaced by equalities.

Example 2.2.1. Consider the graph of Figure 2.1 (a), reported again for convenience in
Figure 2.5 (a). The size of the maximum clique {v,, vy, 13} is @(G) = 3. The graph can
be partitioned into cliques {vy, vs, v3} and {v4}. Altematively, it can be covered by cliques
{v1, 2, v3} and {v,, vs, va}. The clique cover number «(G) = 2. The largest stable set
is {vz, v4). Thus, the stability number is «(G) = 2. A minimum coloring would require
three colors for {v,, v2, 13}. Vertex vy can have the same color as »,. Hence the chromatic
number y(G) = 3. Therefore the graph is perfect.

Some special perfect graphs are worth considering. A~graph is said to be chordal,
or triangulated, if every cycle with more than three edges possesses a chord, i.e., an
edge joining two non-consecutive vertices in the cycle,

A subclass of chordal graphs is the one of interval graphs. An interval graph is a
graph whose vertices can be put in one-to-one correspondence with a set of intervals,
so that two vertices are adjacent if and only if the corresponding intervals intersect.

A graph G(V, E) is a comparability graph if it satisfies the transitive orientation
property, i.e., if it has an orientation such that in the resulting directed graph G(V, F )
[(v;,v;) € Fand (v;, ) € F} = (v.wm)eF.

(a) () (c)

FIGURE 2.5
(a) Undirected graph. {b) An orientation. (c} A transitive orientation,
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An important theorem, by Gilmore and Hoffman, relates comparability to inter-
val graphs [15].

Theorem 2.2.1. An undirected graph is an interval graph if and only if it is chordal and
its complement is a comparability graph.

Interval, chordal and comparability graphs play an important role in synthe-
sis algorithms, because specialized efficient algorithms exist for coloring and clique
partitioning.

Example 2.2.2. The graph of Figure 2.5 (a) is chordal. Figure 2.5 (b) shows an orientation
that does not satisfy the transitive propertly (because there is no edge between vertices
v; and v,). Nevertheless, the orientation shown in Figure 2.5 (¢) (obtained by reversing
the direction of the edge between vy and v4) has the transitive property. Hence the graph
of Figure 2.5 (a) is a comparability graph. In addition, the complement of the graph
of Figure 2.5 (a) is also a comparability graph, and by Gilmore’s theorem the graph of
Figure 2.1 (a) is an interval graph. Indeed, the graph can represent the intersection among
a set of intervals, for example, {[1, 8].[1, 3], [2, 6], [5, 7]} associated with v;, v, v3 and
v4, Tespectively.

2.3 COMBINATORIAL OPTIMIZATION

Computer-aided design of microelectronic circuits requires modeling some design
problems in a precise mathematical framework, which supports problem analysis and
development of solution methods. Most architectural and logic design problems for
digital circuits are discrete in nature. It is therefore necessary to solve combinatorial
decision and optimization probiems.

2.3.1 Decision and Optimization Problems

A decision problem is a problem with a binary-valued solution: TRUE or FALSE, Such
problems are related to testing some properties of a model, for example, questioning.
the existence of a vertex coloring with & colors in a given graph.

An oprimization problem is a problem whose solution can be measured in terms
of a cost (or objective) function and such that the cost function attains a maximum
or, minimum value. For example, the search for a vertex coloring with a minimum
number of colors in a given graph is an optimization problem.

Optimization problems can be reduced to sequences of decision problems and
are always at least as difficult to solve as the corresponding decision problems. For
this reason, in problem complexity analysis, only decision problems are considered,
because they provide a lower bound on the complexity of the corresponding opti-
mization problem. Nevertheless, solution methods to optimization problems do not
necessarily need to solve sequences of decision problems.
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2.3.2 Algorithms

An algorithm is a computational procedure that has a set of inpurs and outputs, has
a finite number of unambiguously defined steps and terminates in a finite number of
steps, Well-defined problems that can be solved by algorithms are called decidable.
Some undecidable problems do exist, like the halting problem [28].

Algorithms can be described in natural languages or in software programming
languages. In this book, we use a pseudo-code notation reminiscent of the C pro-
gramming language, Algorithms can also be seen as the abstract models of the com-
putational engines provided by computer programs, which are just descriptions of
algorithms in appropriate executable languages. Algorithms can be evaluated accord-
ing to two major criteria: (i) the quality of the solution and (ii) the computational
effort required to achieve the solution. In order to quantify these two factors, some
additional clarifications are needed. 7

Consider all instances of decision or optimization problems of a given type. An
exact algorithm always provides the exact solution. It is obvious that exact algorithms
are desirable and indeed they can be conceived for all decidable problems. Unfortu-
nately, some exact algorithms may have such a high computational cost that their use
can be prohibitive on problems of typical size. Hence there is a need for approximation
algorithms, which are not guaranteed to find the exact solution to all instances of the
problem but can provide good approximations to the exact solutions. These good but
inexact solutions may be valid for practical applications. Approximation algorithms
are often called heurisric algorithms, because they use problem-solving techniques
based on experience.

The computational effort of an algorithm is measured in terms of time and
memory-space consumption for both the worst and averdge cases. Often only the
worst-case time complexity is reported, and therefore when we mention complex-
ity, we shall be referring to worst-case time complexity unless otherwise specified.
Complexity is measured in terms of elementary operations which are repeated in
the algorithm. It is convenient to measure the growth in the number of elementary
operations as a function of the problem size, i.e., as the size of some input to the
algorithm. Let us denote by n the relevant input size. We say that the complex-
ity is of the order of f{(n) if there exists a constant ¢ such that ¢f(n) is an upper
bound on the number of elementary operations. We denote the order as O(f (n)),
e.g., O(n); Onlogn); O(r?); O2").

It is often believed that algorithms with polynomial complexity are viable, while
exponential ones are not. This is generally true, but attention must also be paid to
the constant ¢. For example, a cubic algorithm with a very large constant may not
be viable for problems of large size and may perform worse than an exponential
algorithm on problems of small size. It is also important to bear in mind that the
average-case complexity may be much lower than the worst-case complexity.

The efficiency of an exact algorithm can be measured by comparing its com-
plexity to that of the problem being solved. The complexity of the problem is a lower
bound on the number of operations required to solve it. For example, searching for
the largest element in an unordered set of integers of cardinality » requires O(n)
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comparisons, because n — 1 elements must be discarded. An algorithm is said to be
optimal when its complexity is of the same order as the problem complexity [3]. Thus,
a searching algorithm with O(n) complexity is optimal.

Note that algorithm optimality is a different concept than sclution optimality.
Indeed, we consider algorithm optimality only for exact algorithms which
compute the optimum (called also global optimum) solution to a problem. In the
case of approximation algorithms, the notion of a local optimum solution, or optimal
solution, is often used. A solution is optimum with respect to some local property
when there is no other solution with that property of lower/higher cost. A local opti-
mum solution is often the result of algorithms that perform a local search, i.e., that
search for a solution in a restricted neighborhood of the solution space.

Example 2.3.1. A vertex cover of a graph is a subset of vertices such that each edge has
an end-point in the set. A minimum cover is a cover of minimum cardinality. A vertex
cover is minimal with respect to containment, when there is no vertex of the cover that
can be removed, while preserving the covering property (see Figure 2.13).

Example 2.3.2. Consider the problem of arranging » objects in a sequence while mini-
mizing the associated cost. An oprimal solution. with respect to a single pairwise swap,
is an arrangement whose cost is lower than or equal to the cost of any other arrangement
reachable from that arrangement by a single pairwise swap.

As an example, consider the linear arrangement of # = 3 objects {a, b, c]. There
are 3! = 6 arrangements. Figure 2.6 shows a graph representing the solution space. Each
vertex corresponds to an arrangement. A directed edge between two vertices denotes that
the head vertex is an arrangement that can be derived from the tail arrangement by a
pairwise swap. =

For the sake of the example, we assume an arbitrary cost of the arrangements,
as shown in Figure 2.6. Edges are shown in Figure 2.6 with solid lines when a swap
increases the cost and with dashed lines when it decreases the cost. It is straightfor-
ward to verify that configuration {a. b, ¢) is a global minimum, whereas configurations
{{a.b,c). (c,a, b), (b.c.a)} are local minima.

Consider the class of algorithms which perform a local search and whose moves
are pairwise swaps. Some of these algorithms can guarantee an optimal solution with
respect to a single pairwise swap. For example, an algorithm may attempt to improve
upon the cost of a current arrangement by considering all swaps decreasing its cost and
choosing the local best, i.c.. maximizing the cost decrease. If such an algorithm stops
when no swap can decrease the cost, then the solution is a local optimum.

On the other hand, consider an algorithm that chooses swaps at random and that
stops when a move increases the cost. Then, the solution may not be optimal with respect
to a single pairwise swap.

2.3.3 Tractable and Intractable Problems

Some decision problems can be solved by algorithms with polynomial complexity.
This class of problems is often referred to as 7 or the class of tractable problems
[14]. Unfortunately this class covers only a few of the refevant problems encountered
in the synthesis and optimization of digital circuits.
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(1)< c(3) < e(8Y < c(2) < efd) < c(6) FIGURE 2.6
----+ decreasing cost Solution space for an optimum linear arrangement
—= increasing cost problem of # =3 objects.

Other problems could be solved by poiynomial algorithms on non-deterministic
machines, iLe., on hypothetical computers that can perferm guesses. This class of
problems is called N'P. Obviously P C A'P. The question of whether P = AP has
interested computer scientists for many years and is still unsolved.

It has been shown that there are problems with the property that if any one of
such problems can be solved by a polynomial algorithm, then 7 = A/P. The class of
such problems is called A"P-hard, while the subclass that is contained in AP is called
NP-complete. The relation among these classes of problems is shown in Figure 2.7.

This implies that if a polynomial time algorithm is found for an A’P-complete
or A'P-hard problem, then many other problems for which no polynomial algorithm
has ever been known can be readily solved by polynomial algorithms. Therefore it
is highly unlikely that such problems have polynomial algorithms and thus they are
called intractable.

Algorithms with exponential (or higher) complexity exist for intractable prob-
lems, and often they perform well on some instances. Unfortunately, problem instances
exist for which non-polynomial algorithms are impractical. Furthermore, it is always
possible to set a threshold in problem size above which those algorithms cannot be
used.

This motivates the search for heuristic algorithms that are conceived to have
polynomial complexity with small exponents. Unfortunately such algorithms do not
guarantee finding the global optimum solution, even though they often guarantee local
optima with respect to some properties.



46  CIRCUITS AND MODELS

FIGURE 2.7
Relation between 7 and AP.

2.3.4 Fundamental Algorithms

We now review some algorithms that are very general in nature and that can be
applied to solve optimization and decision problems. We refer the reader to specialized
textbooks, such as those described in Section 2.7, for a more complete and detailed
description.

ALGORITHMS FOR LINEAR AND INTEGER PROGRAMS. Many problems can be
cast as the optimization of a linear function under linear constraints. We consider first
the general case, in which we search for a solution defined by an unknown vector x.
Such a formulation is referred to as a linear program (LP):

min ¢ x such that
Ax = b 2.3)
x >0 (2.4)

-

where x e R*;c € R*; b € R” and A € R™™" has full rank.

Linear problems can be solved efficiently by the simplex algorithm {27, 28]
in most cases, despite its complexity is above polynomial. The ellipsoid algorithm
28] was the first algorithm with polynomial complexity to solve linear programs.
Unfortunately, its implementations are not efficient and they do not rival the simplex
algorithm. The projective algorithm due to Karmarkar also has polynomial complexity.
1t is thought that this approach may compete with or be superior to the simplex
algorithm in the future [27].

In the particular case of combinatorial optimization problems, the linear pro-
gramming formulation can often be applied under the condition that the unknown is
bound to integer values. Hence the name integer linear program (ILP):

min ¢ x such that

Ax = b (2.5)
x >0 (2.6)
x ¢ 2/ 2.7)

The discrete nature of the problem makes it intractable. A lower bound on the
solution of an ILP can be found by relaxing the integer constraint 2.7. Note that
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rounding a real solution vector does not guarantee the achievement of an optimum.
This is especially true when ILPs model decision problems and the variables are
restricted to be binary valuved, i.e., 0 or 1. These [1.Ps are called 0-1-1LPs, or ZOLPs,
or binary linear programs.

Integer linear programs are solved by a variety of algorithms [27, 28], including
the branch-and-bound algorithm described in the next section. The solution of the
linear program derived by relaxing the integer constraint is often ttsed as a starting
point for these algorithms. We refer the reader to references [27, 28] for details.

THE BRANCH-AND-BOUND ALGORITHM. The branch-and-bound algorithm is very
general in nature. We shall introduce it here by considering its application to ZOLPs.
For example, suppose we were to solve a ZOLP with #n decision variables, i.e.,
x = {x;,x2, ..., x,}°. A simple enumerative approach is to list the 2" possible values
for x and evaluate the objective function. A systematic approach would be to choose
a variable, set it first to 1 and solve the corresponding reduced problem obtained by
deleting that variable, Then, the variable would be set to 0 and the corresponding re-
duced problem solved. These steps can be visualized as a decision tree, whose leaves
represent all possible solutions. Any algorithm that visits all leaves has exponential
complexity in both the worst and average cases.

The branch-and-bound algorithin is based on the idea of visiting only a part of
the decision tree. For each branch, i.e., local decision on the value of a variable, a
lower bound is computed for all solutions in the corresponding subtree. If that bound
is higher than the cost of any selution found so far, the subtree is pruned (or killed),
because all its leaves would yield a solution of provably higher cost. For example,
when solving an [LP, a lower bound can be computed by-solving the corresponding
LP after relaxing the integer constraints. When considering ZOLPs, other methods are
usually more efficient to derive bounds and may depend on the application.

The worst-case complexity of the branch-and-bound algerithm is still exponen-
tial. However, its average complexity can be much less, and so the approach can be
viable for practical problems. The features of a branch-and-bound algorithm applied
to a specific problem are related to two issues: the branching selection and the bound-
ing function. Heuristics that lead quickly to promising solutions can be used in the
branching selection. If the cost function attains valves close to the optimum for these
promising solutions, then it is likely that a large part of the tree is pruned. Similarly,
it is important that the bounding function computes a bound which is as sharp as
possible. To be practical, the bounding function should also be quick to evaluate.
Note that the heuristic selection in the branch-and-bound algorithm affects only the
execution time and not the exactness of the solution.

We describe now the general branch-and-bound algorithm. A sequence of branch-
ing decisions is denoted by s. A sequence s may identify a solution, or a group of
solutions when only a subset of decisions has been made. Let sy denote the se-
guence of zero length, i.e., corresponding to the initial state when no decisions have
been made and equivalently corresponding to all possible solutions. The variable
Current _best stores the best solution seen so far and variable Current_cost the
corresponding cost. The initial value of Current_best can be any and its cost is
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BRANCH_AND_BOUND |
Current_best = anything;
Current_cost = 00;
§ =50,
while (S # @) do |
Select an element in 5 € §)
Remove s from S:
Make a branch based on s yielding sequences {s;,i = 1.2, ..., m);
for (i =1tom){
Compute the lower bound b; of s
if (4 = Current_cost)
Kill s;;
else {
if (s; corresponds to a complete solution ) {
Current _best = 5;.
Current_cost = cost of s,
]
else
Add 5; 1o set §;

}

ALGORITHM 2.3.1

-

set to infinity. If a feasible solution to the problem is known, this can be used in-
stead as the starting value for Current best and its cost for Curreni_cost (Algo-
rithm 2.3.1).

Often the decisions made by the branch-and-bound algorithms are binary, and
thus m = 2. This corresponds to binary search trees. The algorithm can also be written
recursively.

Example 2.3.3. Consider a problem with four possible solutions, The decision tree,
shown in Figure 2.8 (a), visualizes the sequences of decisions. Thus the root corresponds
to sp and the two branching decisions from the root lead to vertices @ and b. Solutions
correspond to the leaves of the tree. The number below each leaf in Figure 2.8 (a) is the
cost of the corresponding solution.

Assume that the branch-and-bound algorithm visits first the subtree tooted in a.
Qince the Current cost is infinity, the subtree is not killed. The algorithm then visits
leaf x which has cost 5. Thus Current best = x and Current_cost = 5. Then it visits
leaf y with cost 4 and Current_best is updated to y as well as Current_cost to 4.

The algorithm visits next vertex b. Assume that a lower bound for the subtree
rooted in subtree & is 6. Then no solution in that subtree can be better than Current best
and the subtree is killed. The algorithm finishes, because all live solutions have been
considered.
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b Bound=6

. Killed sublree

(a) {b)

FIGURE 2.8
(a} Decision tree. (b) Pruned decision tree.

DYNAMIC PROGRAMMING. Dynamic programming is an algorithmic method that
solves an optimization problem by decomposing it into a sequence of decisions. Such
decisions lead to an optimum solution because the following principle of optimality
is satisfied [19].

Definition 2.3.1. An optimal sequence of decisions has the property that whatever the
initial state and decisions are, the remaining decisions must constitute an optimal decision
sequence with regard to the state resulting from the first decision.

-

Therefore, in order to solve a problem by dynamic programming, the problem
itself must exhibit an eptimal substructure {12], ie., an optimum solution to the
problem must contain optimum solutions to its subproblems, Each decision in dynamic
programming thus involves the results of decisions on smaller subprobiems. Adherence
to the principle of oplimality guaramiees that suboptimal subsequences will not be
generated. Thus, the decision sequence that stems from making the best decision to
every subproblem leads to the optimum. The efficiency of the corresponding dynamic
programming algorithm depends on the length of the decision sequence and of the
complexity of solving the subprobiems.

Some dynamic programming algorithms are particularly appealing, because the
size of the sequence of decisions is of the order of the size of the problem and there
exists a finite upper bound on the complexity of solving each subproblem. In this
case, such algorithms can compute the optimum solution in linear time.

To be more concrete, we describe next a free covering algorithm based on
dynamic programming. Consider a rooted binary tree 7(V, E), called a subject tree,
and a family of rooted parrern trees, each one associated with a non-negative cost.
We assume that the family of pattern trees contains two basic trees: (i) a two-vertex
tree and (ii) a three-vertex tree, where two of the vertices are children of the third. We
call a cover of the subject tree a partition of the edge set E, where each biock induces
a tree isomorphic to a pattern tree. In other words, a set of instances of the pattern
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FIGURE 2.9

(a) Subject tree. (b} Pattern trees. {c} Cover of the subject tree.

trees cover the subject tree without covering any edge more than once. A minimum
cover is one where the sum of the cost of the covering patterns is minimum.

Example 2.3.4. Consider the subject graph in FTgure 2.9 (a) and a set of pattern trees
shown in Figure 2.9 (b) and labeled {1, t, 3. 14}, The first two patterns are the basic
ones, and they are sufficient to cover any binary tree. Other patterns can yield lower cost
solutions. An example of a cover is shown in Figure 2.9 (c).

A dynamic programming algorithm for covering binary trees can be defined as
follows. There are as many decisions as the vertices of the subject tree, and they are
considered according to a bottom-up traversal of the tree. A cost is assigned to each
vertex; the cost of the leaves is zero. Each decision consists first of verifying whether
a pattern tree is isomorphic to any subtree rooted at the corresponding vertex of the
subject tree. Such pattern trees are called matching pattern trees. For the successful
cases, the corresponding cost is equal to the sum of the cost of the matching pattern
tree plus the cost of the vertices of the subject tree corresponding to the leaves of the
amatching pattern tree. The decision process involves selecting the pattern tree leading
to minimum cost and assigning this cost to the vertex. Since every decision selects the
optimum for the subproblem corresponding to the subtree rooted at that vertex, the
sequence of decisions satisfies the optimality principle and leads to a minimum cover.
The complexity of the algorithm is O(]V ), because there are as many decisions as ver-
tices and the complexity of each decision is bounded from above by the cardinality of
the pattern tree set, which is constant. Note that including the basic trees in the pattern
tree set guarantees that at least one matching pattern tree will be found at each vertex.
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TREECOVER(T(V.E)N {
Set the cost of the internal vertices to —1;
Set the cost of the leaf vertices o O,
while (some vertex has negative weight) do {
Select a vertex v € V whose children have all nonnegative cost;
M = set of all matching pattern trees at ventex v;
cost (v) = I’I'Lll(l )(cost(m) + cost (1) ),

meMv
weitm)

1

ALGORITHM 2.3.2

In Algorithm 2.3.2, we denote by M{v) the set of matching pattern trees at any
vertex v € V and by L{m) the vertices of the subject tree corresponding to the leaves
of a matching pattern tree m € M(v).

Example 2.3.5, Consider again the subject and pattern trees of Figure 2.9 {a,b). Assume
that the costs of the pattern trees r;,/ = 1, 2, 3, 4 are (2, 3. 4, 5), respectively.

Ventex u can be matched by ¢; only. Its cost is 3. Vertex ¢ can be matched by #,
with cost 4, or by t,, with cost equal to the cost of 1, (i.e., 2) plus the cost of u (ie.,
3), yielding an overall cost of 5. The first choice is minimum and thus the cost of ¢ is
set to 4. Vertex s can be matched by #; only and its cost is 2. The root vertex v can be
mtatched by #; with cost 342+ 4 = 9. |t can also be matched by 1, with cost 543 = 8.
The second match is optimum. An optimum cover is shown in Figure 2.9 (c).

THE GREEDY ALGORITHM. The greedy algorithm solves a problem by making
a sequence of local decisions, as with dynamic programming. Whereas in dynamic
programming the decisions depend on the solutions to some subproblems, the greedy
algorithm makes decisions based solely on local information, and then it solves the re-
lated subproblems. In other words, dynamic programming solves subproblems bottom
up while the greedy stralegy is usually top down [12].

The greedy algorithm yields an optimum solution to a problem when two condi-
tions are satisfied. First, the problem must show an optimal substructure, as in the case
of dynamic programming. Second, the greedy choice must be such that the problem
substructure is exploited, by iteratively reducing the problem to subproblems similar
in nature [12]. There is an interesting theory on the applicability of the greedy al-
gorithm to solving exactly some classes of problems. It can be shown formally that
the greedy algorithm returns optimum solutions on problems that have appropriate
maodels in terms of computational structures called matroids. We refer the interested
reader to specialized textbooks [12, 22] for a detailed description of the theory of the
greedy algorithm.

In practice, the greedy algorithm is applied to many problems that do not exhibit
any specific property. Thus the optimality of the solution is not guaranteed and the
greedy algorithm is used as a heuristic method. Since the complexity of the greedy
algorithm depends on the number of local decisions, it is often implemented so that
its complexity is linear.
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GREEDY . SCHEDULING(T) {

=1

repeat {
while (( @ = (unscheduled tasks with release time < i)} == ¥ do

i=i+1:

if (3 an unscheduled task g : ¢ +/(p) > &(p)) return(FA1sE),
Select g € @ with smallest deadiine; ‘
Schedule g at time i:
i=i+lgk

| untii (afi tasks scheduledj:

refurn{TRUE);

!

ALGORITHM 2.3.3

We consider here as an example the sequencing problem with release times and
deadlines. The problem can be stated as follows [14]. We are given a set of tasks T
and for each task r € T a positive length /(1) € Z7, a release time r(t) € Z" and a
deadline (1) € Z*. We would like to find an ordering of the tasks, i.e., a schedule on
a single processor such that the release times and deadlines are satisfied. This decision
problem can be transformed into an optimization problem by requiring the completion
time of the last task to be minimum.

Example 2.3.6. Consider a set of three tasks T = {a. b. ¢} with release times r(a) =
1; r(b) = L r(c) = 3 and deadlines d{a) = 4. d(b) = oo:; d(c) = 6. There is only one
sequence satisfying the deadlines: (a. c. ). as shoWwn in Figure 2.10.

We consider now a greedy scheduling algorithm (Algorithm 2.3.3) for the se-
quencing problem that assigns a start time to the tasks. We assume (arbitrarily) that
the tasks start at time 1.

1 ---- .- “--- e e AR EELEE —emmmms (@)
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2 b b
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FIGURE 2.10
Six sequences of tasks. Only the second sequence meets the deadtines.
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The algorithm increments the time counter / until there are tasks that can be
scheduled. Then it schedules the most constrained task, L.e., the one with the smallest
deadline. If at any time { we are left with unscheduled tasks whose deadline can no
longer be met, the algorithm terminates, stating that no schedule exists. The algorithm
has no backtracking capability, because scheduled tasks cannot be rescheduled. The
complexity of the algorithm is O ({T).

Unfortunately the algorithm is not exact in the general case. It always constructs
a schedule satisfying the release times and deadlines when it terminates by returning
TRUE. Nevertheless, it may happen that it returns FALSE even though a solution to the
problem exists. The algorithm just missed it, because of ifs greed. In addition, the
computed sequence may not yield a minimum completion time for the last task. This
result should not be surprising, because sequencing with release times and deadlines
is intractable in the general case.

Example 2.3.7. Consider the tasks of Example 2.3.6. At time { = 1 the algorithm
can schedule Q = {a, b}. It chooses g because it has the earliest deadline and it sets
i =1+/{a) =2 Atdme i = 2 the algorithm schedules O = b. It sets i = 2+1(b) =4,
Attime i =4, @ =c¢ Since i +1(c) =7 > d(c) = 6, the algorithm terminates without
completing a valid sequence.

In this case, the greedy algorithm is an example of a heuristic method that
attempts to construct a solution with low computational cost. Most scheduling al-
gorithms are based on a greedy strategy, like list scheduling algorithms which are
described in detail in Section 5.4.3.

When considering the application of the greedy scheduling algorithm to sequenc-
ing problems without release times and/or with unit-length tasks, it is possible to show
that the greedy algorithm is exact, i.e., it returns FALSE, if and only if no schedule
exists that satisfies the given release times and deadlines. In addition, it constructs a
sequence yielding a minimum completion time of the last task. In this case, the local
best choice leads to a global optimum sequencing of the tasks. This can be proven
formally on the basis of the fact that delaying the most urgent task (i.e., the one with
the earliest deadline) leads to a subproblem whose solution is no more favorable than
the one where that task is scheduled [23].

Example 2.3.8. Consider again the tasks of Example 2.3.6, but assume that all release
times are 1. At ime i = 1 the algorithm can schedule ¢ = {a, b, ¢}, It chooses again
a because it has the earliest deadline and it sets ; = | +1{a) = 2. At time { = 2 the
algurithm can schedule Q = {b, ¢}. It chooses ¢ because it has the earliest deadline. It
sets § =24+ 1(c) = 5. At time i = 5 it schedules O = b and terminates successtully.

24 GRAPH OPTIMIZATION PROBLEMS
AND ALGORITHMS

We briefly review here some important graph optimization problems and algorithms
that are relevant to synthesis and optimization of digital circuits.
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2.4.1 The Shortest and Longest Path Problems

The shortest and longest path problems are central 1o the modeling of many other
problems. First we review the shortest path problem and some algorithms that solve
it. We then extend this analysis to the longest path problem and to solving linear sets
of inequalities.

We consider a connected and directed edge-weighted graph, with a given vertex
with zero in-degree, called the source. The single-source shortest path problem is to
determine a path of total minimum weight from the source to any other vertex. We
shall refer to it as the shortest path problem for brevity. In the most general case, the
problem can be difficult when negative cycles (closed paths with total negative weight)
are present. Therefore we restrict the shortest path problem to graphs with no negative
cycles, and we term inconsistent a problem that has negative cycles. Similarly, we
define the longest path as a path of total maximum weight from the source, we restrict
its search to graphs with no positive cycles and we term inconsistent a problem that
has positive cycles.

We consider an edge-weighted graph G (V. E, W), with vertex set V = {v;, i =
0,1, ..., n}, the source vertex being denoted as vy. The weight setis W = {wy;, i, j =
0,1,....n}, where any vertex pair not joined by an edge has an infinite weight. We
denote the weight of the shortest path from the source to each vertex by (5571 =
0,1,...,n). Hence sq = 0.

The shortest path problem is characterized by Bellman’s equations [22], which
define the path weight to a vertex in terms of the path weight to its direct predecessors.
Namely:

5 = T?in (s +wr):  i=1,2,...,n (2.8)
= min s +wy), i=1.2,...,n (2.9)
kvvekE

The simplest case for solving Bellman’s equations occurs when the graph is
acyclic. Then the vertices can be ordered in a way consistent with the partial order
represented by the dag, and the equations can be solved in that order. Finding a
consistent vertex enumeration is called topological sort and can be achieved with
complexity O(V| + |E]) < O(n?) [1, 12].

When the graph has cycles, Bellman’s equations are cross-coupled and harder to
solve. In the special case when all weights are positive, the shortest path problem can
be solved by the greedy algorithm proposed by Dijkstra [1]. The algorithm keeps a list
of tentative shortest paths, which are then iteratively refined. Initially, all vertices are
unmarked and {s; = wo;.i = 1, 2,....n}. Thus, the path weights to each vertex are
either the weights on the edges from the source or infinity. Then the algorithm iterates
the following steps until all vertices are marked. It selects and marks the vertex that
is head of a path from the source whose weight is minimal among those paths whose
heads are vnmarked. The corresponding tentative path is declared final. It updates
the other (tentative) path weights by computing the minimum between the previous
(tentative) path weights and the sum of the (final) path weight to the newly marked
vertex plus the weights on the edges from that vertex (see Algorithm 2.4.1).
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DIFKSTRAIG(V.E. W) {

50 = 0;

for{(i=1 10 n) /* path weight initialization */
5 = wo,;

repeat {

Select an unmarked vertex v, such that s, is minimai;
Mark v,
foreach (unmarked vertex v;)
s; = min{s;, (55 +wy. )k
}
until (all vertices are marked);

}

ALGORITHM 2.4.1

BRELLMAN FORD(G(V.E. W) |
55=0;
for i =1 10 n) /* path weight initialization */
S[l = wWo.;
for (j=1 to n){

for i =1 to n){

sjj“ = r;lin[.cl.j, (Skj + uy ) /* path weight update */
#i
}
if (5:’” == sij Vi) return {TRUE); - /* convergence */
i
return {(FALSE); /* inconsistent problem */

}

ALGORITHM 2.4.2

The greedy strategy pays off by providing an exact solution with computational
complexity O(|E| + |V|log{V|) < O(n*). Details and examples are provided in
several textbooks [1, 22].

Let us consider now the general case where the graph can have cycles and the
sign of the weights is not restricted. The Bellman-Ford algorithm, seen in Algorithm
2.4.2, can be used to detect if the problem is consistent and to compute the shortest
paths for consistent probiems. The Bellman-Ford algorithm solves Bellman’s equa-
tions by relaxation. It initializes the shortest path weights to upper bounds provided
by the weights on the edges from the source. It then refines all path weights itera-
tively. When the problem is consistent, the estimates of the path weights {denoted by
superscripts) converge to stable values, corresponding to the weights of the shortest
paths. If convergence is not achieved in # = [V| — | outer iterations, the problem is
provably inconsistent.

The complexity of Bellman-Ford's algorithm is O(|V||E|) < O(n?).
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6

FIGURE 2.11

(a) Graph with cycles and mixed-
sign weights. (b) Graph with
(b} opposite weights.

Example 2.4.1. Consider the graph of Figure 2.11 (a). The Bellman-Ford algorithm
initializes the shortest paths 1o 5] = 05! = —3;5) = —1; 5} = 0.
At the first iteration (i.e., j = 1), the path weights are updated as follows:

sy = mm[xfo,s3 +wip} =min{0.c +6} =0

st = min{s{, 5y + w2} = min{-3, -1 -1} =
53 = min(s}, 5! + w2} = min{—-1, =3+ 1} = -2
s_'f = rnin[sz,‘..'s,l +w,_3.s2 + wy1} = minjoc, -3 — i, -1 -4} =-5

At the second iteration:

55 = minlsg, s + wsg} = minf0. =5+ 6} =0

513 = m'm{sf,sg2 + wy) = min{-3, -2 - 1} :__—3

S3

I

min{s?, 57 + w; 2] = min{—~2, =3 + 1} = =2

2
sg = min{slg, sf + wy 3. 532 + wa3l =min{-5,~-3-1,-2 -4} =~

At the third iteration:

sy = min{sg.s% + wig) =min{0, -6 +6} =0

st = min{s], 5] + wp } = min{~3, -2 -1} =-3

55 = mjn{sg’, sl3 + w7} =minf~-2, -3+ 1} =—

53 = min{s;, 5] + w3, 5 + wyy) = min{—6, -3 — 1, -2 — 4} = -6

Since the path weights match those computed at the previous iteration, the algorithm
terminates successfully.

We consider next the longest path problem. A longest path problem can be
transformed into a shortest path problem by changing the sign of the weights. Thus it
can be solved by the same family of algorithms described before. Alternatively, the
shortest path algorithms can be transformed into longest path algorithms by replacing
the min operator with the max operator. The following points are worth noticing. As
with the shortest path problem, directed acyclic graphs are the simplest cases, because
a consistent enumeration of the vertices can be computed by topological sort. Dijkstra’s
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LIAO WONGG(V.EUF, W) |
for(j=1te |FI+1){
foreach vertex v;
lle = longest path in G(V. E. Wg}; /* compute longest */
* path in G(V, E, Ew) ¥

flag = TRUE; .
foreach edge (vp.vg) € F [ /* verify each feedback edge */
it (@ < T+ wp ot /* constraint viplation */

flag = FALSE;
E=EU(v.,u); /* add edge */
wp g = “;+l + wp.q);

}

if ( fiag ) return (TRUE); /* convergence */
)
return (FALSE} #* inconsistent problem */

]

ALGORITHM 2.4.3

algorithm can be applied to graphs where all weights are negative. CAD problems
modeled by negative-weighted graphs are rare, and therefore Dijkstra’s algorithm is
not often used for computing the longest paths. The Bellman-Ford algorithm can be
applied to both the shortest and longest path problems mutatis mutandis.

Example 2.4.2. Consider the problem of computing the longest paths in the graph of
Figure 2.11 (b). The shortest path algorithm can be applied to the graph of Figure 2.11
(a}, where the signs are reversed. The weights of the longest paths in Figure 2,11 (b) are
the opposite of the shortest paths of the graph of Figure 2.11 (a).

We describe now a special case of the longest path problem that has several
practical applications in CAD. Let us consider a graph G(V, £ U F, W) where E is
the subset of the edges with non-negative weights and F is the subset of the remaining
ones, called feedback edges because each one closes a cycle. Moreover, let E induce
dag G(V, E, Wg) and let |E| >> |F|.

Liao and Wong [25] proposed a variation of the Bellman-Ford algorithm that
is specific to this situation and that has lower computational complexity than the
Bellman-Ford algorithm. The algorithm exploits the specific knowledge that the edges
in F close the cycles. We denote in Algorithm 2.4.3 the set of longest path weights
from the source to each vertex as {{;;i =1,2,...,n}

The rationale of the algorithm is the following. It attempts to neglect the feed-
back edges and to derive a solution in terms of the forward edges only. If this solution
happens to be correct when the feedback edges are reintroduced, then the algorithm
terminates successfully. Otherwise, it corrects the problem by setting a lower bound
on the weight of the incorrectly computed paths. The bound can be modeled by adding
weighted edges from the source. The process is iterated |F| 4 1 times.
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Algorithm 2.4.3 computes the longest path weights by construction when it
terminates favorably. Interestingly enough, Liao and Wong [25] were able to prove
that the problem is inconsistent when the algorithm fails.

The algorithm performs at most |F[+ 1 longest path computations of the acyclic
graph G(V, E, Ew), where at most | F| edges can be added. Hence the overal! com-
plexity is O((|V|+|E|+|FDIF|) < O(n?). Note that when | F| << |E|, the algorithm
is much more efficient than Bellman-Ford’s.

Example 2.4.3. Consider the longest path problem of Figure 2.11 (b) repeated again
for convenience in Figure 2.12 (a). At the first iteration, the directed acyclic subgraph
induced by the edges with positive weights is shown in Figure 2.12 (b). The longest
paths from the sources in G(V, E, Wg) are f{ = 3; /3 = 1./ = 5. When the aigorithm
examines the feedback edges, it finds a constraint violation on edge (v, v2}. Namely
£2=1<5+w=23~-1=2 Thus, the algorithm adds edge (vo, v2) to E with weight
Wo.2 :fll +uw,=3-1=2.

At the second iteration the subgraph induced by the edges with positive weights
is shown in Figure 2.12 (c¢}. The longest path from the sources in G(V, E, Wg) are
I =31} = 2,13 = 6. When the algorithm examines the feedback edges, it does not find
any constraint violation and terminates successfully.

It is interesting to relate the longest (or shortest) path problem to the solution
of a linear program. Many design problems require the solution to a set of linear
inequality constraints of the type:

Xj = x4 Wi ij=0,1,...,n—1 2.10)
These constraints can be written in matrix form as:
ATx>b 2.1

where x € R"; b € R” ., m equals the number of constraints and the entries of b are
{2} for the values of i, j where a constraint is specified; A € R™™, Thus, a set of

—6

FIGURE 2.12

(a) Graph with cycles and mixed-sign weights. {b) Directed acyclic graph obtained by deleting the feedback
edges. (¢) Directed acyclic graph obtained by deleting the feedback edges and adding an edge resolving
the constraint violation.
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linear inequalities can be expressed as the feasibility constraint of a linear program,
Matrix A can be viewed as the incidence matrix of a directed graph with n vertices
and m edges, each one weighted by the correspending entry in b. Such a graph is
called the constraint graph of the problem.

Example 2.4.4. Consider the set of linear inequalities:

X = X(]+3

X 12+]

v

X3 xq+ 1

v

X3 x\—l

v

X3 x+1

v

X3 X2 +4

v

Xy x3— 0

Let:
-0 -1 0 0 0 +t
+1+1 0 -1 -1 0 O
0 -14+141 0 -1 0
0 0 0 0 +1 41 -1

and b =[3,1,1,—1, 1,4, —6]". Then the set of inequalitigs can be written as A"x > b.
Note that A is the incidence matrix of the graphs shown in Figure 2.11.

The longest path problem can then be modeled as a solution to the minimization
of ¢’x, where ¢ = 1 (ie., a vector of ls), under the constraint 2.11. Note that one
vertex of the graph must be chosen as the source and the corresponding entry in x
be set to zero to have a unique solution. Conversely, a shortest path problem can be
modeled by a set of inequalities with the reversed directions and solved by maximizing
e’'x.

It is often important to know whether a set of inequalities 2.11 is satisfiable.
The following key theorem relates the satisfiability of a set of linear inequalities to
the properties of the corresponding constraint graph, which has A as the incidence
matrix and b as weights.

Theorem 2.4.1. A set of linear inequalities AT x > b is satisfiable if and only if the
corresponding constraint graph has no positive cycles.

The proof to this theorem is reported in several textbooks [12]. Intuitively, a
set of linear inequalities is satisfiable if and only if the corresponding longest path
problem is consistent.
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2.4.2 Vertex Cover

A vertex cover of an undirected graph G(V, E) is a subset of the vertices such that
each edge in E has at least one end-point in that subset. The vertex covering decision
problem is to determine if a given graph G(V, E) has a vertex cover of cardinality
smaller than {or equal to) a given integer. The corresponding optimization problem is
the search for a vertex cover set of minimum cardinality. The vertex cover decision
problem is intractable [14].

Heuristic and exact algorithms have been proposed to solve the minimum cov-
ering problem. Some heuristic algorithms can guarantee only that the cover is minimal
with respect to containment, 1.¢., that no vertex in the cover is redundant and therefore
no vertex can be removed while preserving the covering property. Such a cover is
often termed irredundant.

Example 2.4.5. Consider the graphs of Figure 2.13 (a). Minimum covers are shown
in Figure 2.13 (b) and non-minimum irredundant covers in Figure 2.13 (c). Redundant
covers are shown in Figure 2,13 (d).

We consider two heuristic algorithms based on a greedy strategy. Algorithm 2.4.4
constructs a cover by iteratively selecting vertices

Two remarks are important. First, selecting the vertex with largest degree corre-
sponds to covering the largest edge subset with a single vertex. Second, the deletion
of a vertex corresponds to the removal of the vertex itsell’ and of all edges incident
to it.

This simple algorithm may perform well in some cases, but there are exam-
ples where the cardinality of the computed cover exceéds twice that of a minimum

(a)
(b)
()
FIGURE 2.13
(ay Two graphs. (b) Minimum
covers. {c} Irredundant covers. (d)
() Redundant covers.
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VERTEX COVERV(G(V.EN{

C=

while (E # ) do {
Select a vertex v € V.
Delete v from G(V, E): /* remove vertex » and edges incident to u */
C=CuUf{nl;
}

}

ALGORITHM 2.4.4

VERTEX COVER_E(G(V. En
C=W
while (£ # 1) do |
Select an edge {n. v} € E;
C=CUHutU{eh
Delete v and v from G(V. E):

}

ALGORITHM 24.5

cover [28]. Algorithm 2.4.5, which has a better worst-case performance, can be ob-
tained by iteratively selecting edges instead of vertices.

In this case, the algorithm has the property that the cardinality of the computed
cover is at most twice that of the minimum cover [28L Unfortunately the covers
computed by algorithms VERTEX_COVER.V and VERTEX COVER_E may
be redundant. For example, a possible sequence of vertex selections by algorithm
VERTEX_COVER_V for the first graph of Figure 2.13 (a) is (v2. v3, v4). The
computed cover is redundant, as shown in Figure 2.13 (d). A simple way to make a
vertex cover irredundant is to add a post-processing step that considers each vertex of
the cover in turn and removes it from the cover if the remaining vertices still cover
all edges.

The vertex covering problem can be solved exactly by the branch-and-bound
algorithm for general covering problems that is described in Section 2.5.3. Tt 1s in-
teresting to note that the edge covering problem in a graph can be solved exactly in
polynomial time by matching algorithms [22].

2.4.3 Graph Coloring

A vertex coloring of an undirected graph G(V. E) is a labeling of the vertices such
that no edge in E has two end-points with the same label. The vertex coloring decision
problem is to determine if & given graph G(V, E) has a chromatic number smaller
than (or equal to} a given integer. The corresponding optimization problem is the
search for a vertex coloring with a minimum number of colors. The vertex coloring
decision problem is intractable [14].
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VERTEX COLOQR(GV, EN |
for (i =1 to |V]){
c=1;
while ( 3 a vertex adjacent to v; with color ¢ ) do {
c=c+1;
]

Label v; with color ¢;

}

ALGORITHM 2.4.6

Most algorithms for graph coloring are based on a sequential scan of the vertex
set, where vertices are colored one at a time. In Algorithm 2.4.6 we consider a simple
heuristic algorithm for minimum coloring first [3]. Colors are represented by positive
integers, '

The total number of colors is the maximum value that ¢ attains. It is larger than
(or equal to) the chromatic namber x (G(V, E}). Unfortunately it may be much larger
than y (G(V, E)), and it is sensitive to the order in which the vertices are colored. The
algorithm can be modified to cope with the coloring decision problem by providing
an exit {with negative response) when the color counter ¢ exceeds a given threshold.
Unfortunately, due to the heuristic nature of the algorithm, a negative response can
be given even if a proper coloring exists with ¢ colors.

Some improvements to this basic scheme have been proposed. An example is
to allow color interchange between two (already colored) vertices when this helps in
not increasing the number of colors. We refer the intérested reader to reference [3]
for details and examples.

Exact algorithms for coloring have been proposed with computation complexity
above polynomial. Most techniques are enumerative in nature. For example, the algo-
rithm to solve the coloring decision problem reported in reference [19] is also based
on a sequential scan and coloring of the vertices. When the number of possible colors
is exhausted, the algorithm backtracks and recolors previously colored vertices. In the
worst case, all color assignments to the vertices are considered.

Example 2.4.6. Consider the graph of Figure 2.14 (a). A minimum colering is shown
in Figure 2.14 (b), where three colors are used.

Consider now the application of algorithm VERTEX_COLOR to this graph,
with the vertices sorted according to their identifiers. The first four vertices are labeled
with alternating colors. A third color is required for vs and a fourth for vs. Thus the
“solution, shown in Figure 2.14 (c), is not optimum.

An optimum solution would require some recoloring of previously colered vertices.
For example, if we want to color the graph with three colors and we fail at coloring vs
properly, then we can backtrack and try to recolor vs {which is not possible) or uy (which
is possible). Once v, is recolored, then a solution with three colors can be achieved, as
shown in Figure 2.14 (b).

A heuristic alternative to backtracking is to swap colors in colored vertex pairs.
In this case, the colors of v, and vs should have been swapped.
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FIGURE 2.14
(a) Graph. (b) Minimum coloring. (¢) Non-minimum coloring.

The coloring problem is solvable in polynomial time for chordal graphs, which
are perfect graphs. Vertex coloring is tractable in this case, because chordal graphs
have a perfect vertex elimination scheme [15]. Briefly, a perfect vertex elimination
scheme is a linear order of the vertices, denoted by o, such that, for each vertex
ST A |V}, the vertex subset {v; € V : {v;, v;} € E and o(v;) > o(vi)}
induces a cliqgue. For example, when considering the graph of Figure 2.5 (a), the
sequence (va, vy, U3, vg) is perfect while (vy, v2, v3, v4) is not.

Coloring chordal graphs can be done by considering the vertices according to
a perfect elimination scheme. This specific order guarantees that no backtracking is
necessary to find an optimum coloring, and thus optimurn coloring can be achieved
by algorithms with polynomial complexity. In particular, checking whether a graph
is chordal, computing a perfect elimination scheme and coloring can be done in
O(|V|+|E|) time. Moreover, scanning the vertices according to a perfect elimination
scheme allows us to determine all maximal cliques with no additional effort, and
hence we can identify a clique cover. We refer the interested reader to Golumbic’s
book [15] for details.

Let us now consider interval graphs, which model many relevant circuit opti-
mization problems. Since interval graphs are chordal, coloring and searching for all
maximal cliques can be done by exploiting a perfect elimination scheme, as men-
tioned before. Very often, problems are directly specified by the sets of intervals
I =(ll;r;]; j-=1,2;...,|I|} that induce the interval graph. Since intervals corre-
spond to vertices, coloring the intervals is equivalent to coloring the vertices.

A well-known algorithm for coloring interval graphs is the LEFT EDGE algo-
rithm (Algorithm 2.4.7), which was proposed by Hashimoto and Stevens for channel
routing [17], where intervals correspond to wire segments to be arranged in a channel.
The name stems from the selection of the intervals based on their left-edge coordi-
nate, i.e., the minimum value of the interval. The algorithm first sorts the intervals
by their left edge. It then considers one color at a time and assigns as many intervals
as possible to that color by scanning a list of intervals in ascending order of the left
edge before incrementing the color counter.
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LEFT EDGE() {

}

Sort elements of / in a list L in ascending order of [;;

c=0;
while (some interval has not been colored ) do {
S=0
r=0; /* initialize coordinate of rightmost edge in § */

while ( 3 an element in L whose left edge coordinate is larger than r} do{
s = First element in the list L with {; > r;
§=SU{sh
r=ry; /* update coordinate of rightmost edge in § */
Delete s from L; .
}
c=c+1;
Label elements of § with color ¢;

ALGORITHM 2.4.7

The algorithm yields a provably minimum coloring of G(V, E), i.e., the maxi-

mum value of ¢ is the chromatic number x (G (V, E)). The complexity of the algorithm
is O{|V|log |V} {17].

Example 2.4,7. Consider the set of intervals specified in the following table. Each in-
terval is associated with a vertex, and the corresponding interval graph is shown in
Figure 2.15 (a). Recall that edges correspond to intersections of intervals, according to
the definition of the interval graph:

Vertex Left edge  Right edge

vy 0 3
v 3 5
v3 6 8
Uy 0 7
v 7 8
Vg 0 2
7 2 6

The intervals, sorted by ascending order of the left edge, are shown in Figure 2.15 (b).
The algorithm will assign the first color to vy, v2 and vs; the second to vs, v7 and vs
and the last one to vy. The colored graph is shown in Figure 2.15 (c}. The intervals can
then be packed into as many windows (tracks) as the chromatic number, as shown in
Figure 2.15 (d).

2.4.4 Clique Covering and Clique Partitioning

Clique partitioning and clique covering are closely related. A clique partition is a
disjoint clique cover. A clique cover that is not disjoint can be made disjoint by
selecting a set of disjoint cliques each contained in a corresponding clique of the
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0 1 2 3 4 5 06 78

FIGURE 2.15

(a) Interval graph. (b) Sorted intervals.
(c) Colored graph. (d) Packed
intervals.

-

cover. Finding a clique cover, or partition, with bounded cardinality is an intractable
problem [14].

A partition into cliques can be obtained by coloring the complement of the
graph. Indeed each clique identifies a set of pairwise adjacent vertices, which are
not adjacent in the graph complement, and thus can be colored with the same color.
Therefore the clique cover number of a graph corresponds to the chromatic number of
its complement. As a result, heuristic and exact algorithms for coloring can be applied
to the search of minimum-cardinality clique partitions.

Example 2.4.8. The complement of the graph of Figure 2.14 (a), repeated again for
convenience in Figure 2.16 (a), is shown in Figure 2.16 (b). Emboldened edges correspond
to cliques. Three cliques cover the graph.

When directly solving the clique partitioning problem, a solution can be deter-
mined by iteratively searching for the maximum clique of the graph and then deleting
it from the graph until there are no more vertices, as seen in Algorithm 2.4.8.

Therefore the problem is reduced to that of finding the maximum clique, which
is also intractable [14}. A maximum clique corresponds to a maximum independent
set in the complement of the graph. A maximum independent set is the subset of
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FIGURE 2.16

(a) Colored graph. (b) Clique
partitioning of the complement of
the graph.

CLIQUE_PARTITION(G(V, E)) {
In=e@; /* Initialize partition */
while (G(V, E) not empty ) do {
C=MAX_CLIQUE(G(V, E)): /# Compute maximum clique */
M CCV inG(V, E) ¥
Nn=nuc;
Delete C from G(V, E);

ALGORITHM 2.4.8

-

vertices not included in a vertex cover. Thus, exact and heuristic algorithms for vertex
cover can be applied to the maximum clique problem.

Example 2.4.9. Consider the graph of Figure 2.17 (a). Its complement is shown in
Figure 2.17 (b), and it can be covered by vertices {vs, v4}, which is a minimum vertex
cover. Thus the maximum independent set {v,, vs, vs} identifies a maximum clique in
the original graph.

(a) (b)

FIGURE 2.17
(a) Graph. (b) Vertex cover of the complement of the graph.
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MAX.CLIQUE(G(V, E) {

C = vertex with largest degree:

repeat {
repeat |
U={veV :v¢C and adjacent o all vertices of C};
if (U =0)
return(C);
else {

Select vertex v € )3
C=CU{v];

}

ALGORITHM 2.4.9

Algorithm 2.4.9 is a simple heuristic algorithm that can be used to compute a
maximal clique as an approximation to the maximum clique.

The clique partitioning problem can be solved exactly in O(|V| + |E|) time
for chordal graphs [15], and therefore for interval graphs as well. It can also be
solved in polynomial time for comparability graphs by transforming the problem into
a minimum-flow computation of a related network [15].

2.5 BOOLEAN ALGEBRA AND
APPLICATIONS

An algebraic system is the combination of a set and one or more operations. A
Boolean algebra is defined by the set B 2 B = {0, 1} and by two operations, denoted
by + and -, which satisfy the commutative and distributive laws and whose identity
elements are 0 and 1, respectively. In addition, any element @ € B has a complement,
denoted by «’', such that ¢ + @' = 1 and a - @’ = 0. These axioms, which define
a Boolean algebra, are often referred to as Huntington’s postulates [18]. The major
properties of a Boolean algebra can be derived from Huntington’s postulates and are
shown in Table 2.1. Note that a Boolean algebra differs from an ordinary algebra
in that distributivity applies to both operations and because of the presence of a
complement.

There are many examples of Boolean algebraic systems, for example set the-
ory, propositional calculus and arithmetic Boolean algebra [9]. We consider in this
book only the binary Boolean algebra, where B = B = {0, 1} and the operations
+, - are the disjunction and conjunction, respectively, often called sum and product
or or and AND. The multi-dimensional space spanned by n binary-valued Boolean
variables is denoted by B". It is often referred to as the n-dimensional cube, because
it can be graphically represented as a hypercube. A point in B" is represented by a
binary-valued vector of dimension n.
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TABLE 2.1
Some properties of Boolean
algebraic systems,

a+(b+c)=(a+b)+ ¢ Associativity

albe)y = {ab)e Associativity
ata=a Idempotence
aa=qua Idempotence
a+(ab) =a Absorption
ala+by=ua Absorption
@+ =ab De Morgan
(ab) =u' + &' De Morgan
() =a Involution

When binary variables are associated with the dimensions of the Boolean space,
a point can be identified by the values of the corresponding variables. A literal is an
instance of a variable or of its complement. A product of n literals denotes a point in
the Beolean space: it is a zero-dimensional cube. Often, products of literals are called
cubes.

Example 2.5.1. Let us consider a three-dimensional Boolean space, as shown in Fig-
ure 2.18 with the associated variables o, b, ¢. A vertex in the Boolean space can be
expressed by the product of n = 3 literals. for example, ab’c’, or equivalently by the
row vector [100]. An arbitrary subspace can be expressed by a product of literals, for
example, ab, or by the row vector [11x], where * means that the third variable can take
any value,

2.5.1 Boolean Functions

A completely specified Boolean function is a mapping between Boolean spaces. An
r-input, m-output function is a mapping f : B" — B™. It can be seen as an ar-
ray of m scalar functions over the same domain, and therefore we use the vector

011 111 a'he abe

{01 101 a'b'e ab'c

010 110 a'be’ abc

a 000 100 a'be ab'c’

FIGURE 2.18
The three-dimensional Boolean space.
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notation. An incompletely specified scalar Boolean function is defined over a sub-
set of B". The points where the function is not defined are called don’t care con-
ditions. They are related to the input patterns that can never occur and to those
for which the output is not observed. In the case of multiple-output functions (i.e.,
m > 1), dor’t care points may differ for each component, because different out-
puts may be sampled under different conditions. Therefore. incompletely specified
functions are represented as £ : B" — {0, 1. %}", where the symbol * denotes a
don’t care condition. For each output, the subsets of the domain for which the func-
tion takes the values 0, 1 and * are called the off ser, on set, and dc set, respec-
tively.

A Boolean relation is a relation between Boolean spaces. It can be seen as a
generalization of a Boolean function, where a point in the domain can be associated
with more than one point in the co-domain. Boolean relations and their optimization
play an important role in multiple-level logic synthesis and optimization, as shown in

Chapter 8.

We review some definitions and properties of Boolean functions. For the sake
of simplicity, we consider single-output functions. Let f(x;, x2,....2 x, } be a Boolean
function of n variables. The set {x{. x2..... x,} is called the support of the function.

Definition 2.5.1. The cofactor of f(x. x>...... Nieoonn v,) with respect to variable x; is

foo = Fflxxa oo L x,) The eofactor of fix;, xa....0 Xivoo o, X, )} with respect

to variable x; is f;!f = flx;.x2..... 0.....x).

In this book, we shall use mainly the short notation for cofactors as in the
definition, e.g., f.. In Chapter 8 we shall use an extended notation with a bar and an
assignment, e.g., f|,,—1, to avoid confusion with the labeTing of a function.

Boole’s expansion of a function f, often called Shannon’s expansion, is shown
by the following theorem, whose proof is reported in several textbooks, e.g., refer-
ence [9].

Theorem 2.5.1. Let f:B" — B. Then fix;.x. ..., Xiveuis ) = X fo+xfo
= (ug+ i)+ f) Yi=12..... n.

Any function can be expressed as a swm of products of n literals, called the
minterms of the function, by recursive expansion. Alternatively, it can be represented
as a product of sums of n literals, called maxterms. We use mainly sum of products
forms and minterms in the sequel. all considerations being applicable to product of
sums forms and maxterms mutatis mutandis.

As a result of a complete expansion, a Boolean function can be interpreted as
the set of its minterms. Operations and relations on Boclean functions over the same
domain can be viewed as operations and relations on their minterm sets. In particular,
the sum and the product of two functions are the union (U) and intersection (N} of
their minterm sets, respectively. Implication between two functions corresponds to the
containment {C) of their minterm sets. Sometimes set operators are used instead of
Boolean operators.
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Example 2.5.2. Consider the majority function f = ab + bc + ac. Its cofactor with
respect to {(w.r.t.} a is computed by setting @ = 1. Therefore f, = b + c. Similarly, its
cofactor w.r.t. @’ is computed by setting ¢ = 0, yielding f,- = bec. The function can be
re-written as f =af, +a' fo =a(b+ )+ a'bc =ab+ ac +a'bc = ab + be + ac. By
applying the expansion further (for example. by expanding f, and f,- w.r.t. b), we obtain
Jar =1, fap = ¢, fuw =cand fyr = 0. Thus f = ab +ab'c + a’be. By repeating the
expansion w.I.L. ¢, we obtain f = abc + abc’ + ab'c + a’be, which is a representation
of the function in terms of four minterms. ' :

Definition 2.5.2. A function f(x|, x2....,x,....X,) s {positive/negative) unate in
variable x; if f, 2 f. (f., € fr). Otherwise it is binate (or mixed) in that variable.

A function is (f)ositive/neéative) unate if it is (positive/negative) unate in all
support variables. Otherwise it is binate (or mixed).

Note that stating fy, 2 f. is equivalent to say that the set of minterms of f;,
includes the set of minterms of fo, or f, > fX;, for all possible assignments to the
other variables x; : j #i, j=1,2,...,n

Example 2.5.3. The function f = @+ &+ ¢ is positive unate with respect to variable a,
because f, = 1 > f,- = b+ ¢’ for any assignment to variables b and ¢. Alternatively, the
set of minterms associated with f,. i.e., {bc, b'c, bc', b'c’}, contains the set of minterms
associated with f,, i.e., {bc. bc', b'c’}. By a similar argument, f is positive unate with
respect to variable # and negative unate with respect to variable c.

Three operators are important in Boolean algebra: Boolean difference, consensus
(universal quantifier) and smoothing (existential quantifier).

Definition 2.5.3, The Boolean difference, or Boolean derivative, of f{x,,x;,..., 17,
.++ Xy} with respect to variable x; is 3f/3x; = f., @ fo.

The Boolean difference w.r.t. x; indicates whether f is sensitive to changes in
input x;. When it is zero, then the function does not depend on x;. In that case, x;
is said to be unobservable. The concept of Boolean derivative is important in testing.
Indeed, any test applied to x; must produce effects observable at the circuit outputs
to be useful.

Definition 2.5.4. The consensus of f(x,.xz,...,x;, ..., x,) with respect to variable x;

is CJ,(f) = fx; f\:

The consensus of a function with respect to a variable represents the component
that is independent of that variable, The consensus can be extended to sets of variables,
as an iterative application of the consensus on the variables of the set.

Definition 2.5.5. The smoothing of f(x;, xa,.... X;, ..., x,) with respect to variable x;
is S, (f) = fu + fx:.
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The smoothing of a function with respect to a variable corresponds to dropping
that variable from further consideration. Informally, it corresponds to deleting all
appearances of that variable.

Example 2.5.4. Consider again the function f = ab + bc +ac with f, = b +¢ and
fo = bc [Figure 2.19 (a)|. The Boolean difference w.r.t. a is #ffda = f, @& fo =
th+c) @ bc = b'c + be'. When b'c + b’ is true, the value of f changes as a changes
[Figure 2.19 (b)].

The consensus of f wat. ais Cu(f) = fo- fo = (b+0Obc = bc, and it represents
the component of the function independent of a [Figure 2.19 (c)].

The smoothing of f wirt. ais S,;(f) = fui + fe =b+ o) +bc=b+c, and it
represents the function when we drop the dependence of f on a [Figure 2.19 (d)}.

It is important to notice that Boole’s expansion is a special case of an expansion
using an orthonormal basis [9]. Let ¢;.i = 1.2,.... k, be a set of Boolean functions
such that 35, ¢ = 1 and ¢ - ¢; = 0, Vi # j € {1,2,....k}. An orthonormal
expansion of a function f is f = 3% fo®:. The term f; is called the generalized
cofactor of f w.rt. ¢, Vi. Note that in the special case of Boole’s expansion on a
variable x;, the orthonormal functions are just the literals x; and x; and the generalized

() (b)

{c) (d

FIGURE 2.19
(a} The function f = ab + bc + ac. (b) The Boolean difference af/da. (c) The consensus Cy( 1. (d} The
smoothing S, (f).
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cofactor is the usval cofactor. The generalized cofactor may not be unique and satisfies
the following bounds [9]: f - ¢ € f3 € f + &,

Example 2.5.5. Consider function f = ab + bc + ac. Let ¢, = ab and ¢ = a' + ¥,
Then ab € f,, € 1 and a'bc + ab’c < f,, € ab + bc + ac. By choosing fy, = 1 and
fo = a'be + ab'e, we can write:

f

b1 fp + O S
= abl + (a' + b')(@'be + ab'c)
= ab + bc + ac

The following theorem has many apblications to the manipulation of Boolean
functions.

Theorem 2.5.2, Let f, g be two Boolean functions expressed by an expansion with
respect to the same orthonormal basis ¢;.i = 1,2,..., k. Let & be an arbitrary binary
operator representing a Boolean function of two arguments. Then:

X
fog =E¢;-(f¢,®g¢.) (2.12
i=1
A proof of this theorem is reported by Brown [9].

Example 2.5.6. Let f =ab+bc+acand g =c. Let ¢ = ab and ¢, = @' + 5"
Choose fy, = 1, fyp, = a'be +ab'c, gy, = abc, g4 = (a’ + b)c.
Then, fg = bc + ac can be computed as:
fg = ¢I(f¢| g(l)l) + qbl(ﬂb:go):)
= ab(labe) + (@’ + B ((a'be +ab'c)(u' + b))

il

ablabc) + (a' + b)) a'bec + ab'c)

i

abc + a'bc +ab'c
= b¢+ac

The following corollary is widely used, and it relates to restricting the orthonor-
mal expansion to Boole’s expansion.

Corollary 2.5.1. Let f. g be two Boolean functions with support variables {x;,i =
1,2,...,n}. Let & be an arbitrary binary operator, representing a Boolean function of
© two arguments. Then:

fOg = 5 (f, Og)+x (fy Og) Vi=12....n (2.13)

The extension of these definitions and properties to multiple-output functions
can be done in a straightforward way by representing the function and its cofactors
as m-dimensional vectors, where each entry corresponds to an output of the function
itself.
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2,5.2 Representations of Boolean Functions

There are different ways of representing Boolean functions, which can be classified
into tabular forms, logic expressions and binary decision diagrams.

TABULAR FORMS, Tabular forms are two-dimensional tables. The tables can be
partitioned into two parts, corresponding to the inputs and outputs of the function.
Tabular forms are also called personality matrices of a function.

The simplest tabular form is the truth table. A truth table is a complete listing of
all points in the Boolean input space and of the corresponding values of the outputs.
Therefore the input part is the set of all row vectors in B” and it can be omitted if a
specific ordering of the points of the domain is assumed. The output part is the set of
corresponding row vectors in {0, 1, )™. Since the size of a truth table is exponential
in the number of inputs, truth tables are used only for functions of small size.

The most common tabular form is a list of multiple-output implicants. A multiple-
output implicant has input and output parts. The input part represents a cube in the
domain and is a row vector in {0, 1, *}". The output part has a symbol in correspon-
dence to each output, denoting whether the corresponding input implies a value in the
set {0, 1, %) or not. There are different formats possible for multiple-output implicants;
those relevant to logic optimization will be described in detail in Chapter 7. Since
each implicant can represent a subset of the domain, the overall number of implicants
needed to represent a function can be made smaller than 27,

Example 2.5.7. Consider a three-input two-output function. The first output is x =
ab + a'c and the second is ¥ = ab + bc + ac. The function is represented by the
following truth table:

-~

_obc zy
000 00
001 10
010 00
oIt 11
100 00
101 01

g 11
111 il

We show next a list of implicants for the same function that represents the or set of each
output. Thus a 1 entry in the output part denotes that the corresponding input implies a
TRUE value of that output.

_obe Ty
001 10
*11 il
101 01

1n+* 1

Operations on logic functions represented by lists of implicants are described in
detail in Chapter 7 in conjunction with two-level logic optimization.
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EXPRESSION FORMS. Scalar Boolean functions can be represented by expressions
of literals linked by the 4+ and - operators. (Note that the - operator is often omitted.)
Expressions can be nested by using parentheses.

The number of levels of an expression form often refers to the number of
primitive operators applied to two or more arguments. The definition of primitive
operator may depend on the context and may be ambiguous. To remove the ambiguity,
we consider here only 4+ and . as primitive operators. _

Single-level forms use only one operator. Therefore they are restricted to ex-
pressing only the sum or product of literals and cannot be used to represent arbitrary
Boolean functions.

Standard two-level forms are sum of products of literals and product of sums of
literals. All Boolean functions can be represented by such forms. In particular, sum of
minterms and product of maxterms are canonical forms. A truth table or an implicant
table can be represented by a sum of products expression, where the products (of
literals) correspond to the minterms or implicants, respectively. The same applies to
product of sums forms, mutatis mutandis.

Most early work on switching theory was applied to functions in two-level
forms, because of its generality and because of the belief that the number of levels
relates to the propagation delay of a corresponding implementation. The advent of mi-
croelectronic circuits brought more complex relations between delay and logic forms.
As a result, multiple-level forms became of interest.

Multiple-level forms involve arbitrary nesting of Boolean operators by means of
parentheses. A particular multiple-level form is the factored form [7].

Definition 2.5.6. A factored form is one and only one of the following:

e A literal.
e A sum of factored forms.

e A product of factored forms.

In other words, factored forms are arbitrary parenthesized expressions with the
only constraint being that complementation can be applied only to single variables.
Note that factored forms include sum of products and product of sums and therefore
they can represent arbitrary functions.

Example 2.5.8. Let us consider again the majority function f = ab + ac + bc. The
function cannot be expressed in single-level form, but it can of course be represented
in a two-level form as sum of products (as above) or as product of sums [e.g., f =
{a+b)a+c)b+o)]. An example of a factored form representation is f = a(b+c)+bc.
Note that many factored form representations of the same function may exist.

The sum and product of logic functions represented by factored forms are
straightforward. Complementation of a Boolean function can be achieved by applying
De Morgan’s law to its expression form. It is often important to perform operations
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on two-level forms that yield results in two-level forms. In this case, it is best to trans-
form the two-level representations into implicant tables first, operate on the tables and
then translate the result back into a two-level expression form.

BINARY DECISION DIAGRAMS. A binary decision diagram represents a set of
binary-valued decisions, culminating in an overall decision that can be either TRUE or
FALSE. Decision diagrams can be represented by trees or rooted dags, where deci-
sions are associated with vertices. Examples of binary decision diagrams are shown
in Figure 2.20.

Binary decision diagrams (or BDDs) were proposed by Lee [24] and later by
Akers [2] to represent scalar Boolean functions. Many variations on this theme have
been proposed. In Aker’s model, the decisions are the evaluation of a variable. Bryant
[10] showed that efficient atgorithms can manipulate decision diagrams under a mild
assumption on the ordering of the decision variables. For this reason, Bryant’s dia-
grams are called ordered binary decision diagrams, or OBDDs. Karplus [21] investi-
gated diagrams where each decision is the evaluation of a function. These diagrams
are called if-then-else dags, or ITE dags, and are more general than OBDDs in nature.
As a result, the representation of some functions is more compact with ITE dags than
with OBDDs.

OBDDs have more practical applications than other types of decision diagrams
for two reasons [10, 11]. First, OBDDs can be transformed into canonical forms that
uniquely characterize the function. {This applies also to ITE dags, but the conditions
for canonicity are more complex [21].) Second, operations on OBDDs can be done
in polynomial time of their size, i.e., the vertex set cardinality. This may lead to
the false conclusion that OBDDs are a panacea and can be used to efficiently solve
intractable problems. Unfortunately, the size of the OBDDs depends on the ordering
of the variables. For example, OBDDs representing adder functions are very sensitive
to variable ordering and can have exponential size in the worst case and linear size in
the best case. Other functions, such as arithmetic multiplication, have OBDDs with
exponential size regardless of the variable order. In practice, for most common and

index =1

index =3

FIGURE 2.20
Binary decision diagrams for f = (@ + b)c: {(a) OBDD for the vanable order (a, &, ¢). (b) OBDD for the
variable order (a, ¢, ). (¢) ROBDD for the variable order (a, b, ¢).
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reasonable examples of logic functions, a variable order can be found such that the
size of the OBDD is tractable. Therefore, for most practical cases, OBDDs provide a
computationally efficient means of manipulating Boolean functions.

There have been many additions to the OBDD model. We consider first the
original model presented by Bryant [10], then its extension to the tabular representation
supporting multiple-output functions and last other additional features used by software
programs supporting OBDD models and computations.

To review the properties of OBDDs and to introduce operations on OBDDs, a
formal definition is required [10].

Definition 2.5,7. An OBDD is a rooted directed graph with vertex set V. Each non-leaf
vertex has as atiributes a pointer index(v) € {1,2...., n} to an input variable in the
set {x1,X2,.... %}, and two children low(v). high(v) € V. A leaf vertex v has as an
attribute a value vafue(v) c B.

For any vertex pair {v. /ow(v)} (and {v, high(v}}]) such that no vertex is a leaf,
index(v) < index(low(r)) (and index(v) < index(high(v)).

Note that the restriction on the variable ordering guarantees that the graph is
acyclic. A function can be associated with an OBDD as follows.

Definition 2.5.8. An OBDD with root v denotes a function f* such that:

o If v is a leaf with valwe(v) = 1, then f*' = 1.
o If v is a leaf with value(v) =0, then f* =0.
o If vis not a leaf and index(r) =i, then f¥=x]- flow0 4 g . phigh),

Example 2.5.9. An ordered binary decision diagram is shown in Figure 2.20 (a). The
diagram corresponds to the function f = (a + b)c. The vertices are ordered in a way
that the top level corresponds to variable a, the second to b and the third to ¢. For the
sake of clarity, the vertices are labeled in the figure with the corresponding variables.

A rigorous interpretation of the definition would require us to label the vertices
as {v. U2, v3. vy, vs) and the variables as x| = ¢, X2 = b, x3 = ¢. Assume that v, is the
root. Then index(v) = 1, which just means that vertex v, is related to the first variable
in the order, i.e., to x| == a. And so on.

Figure 2.20 (b) shows the OBDD for a different variable order. namely (a, c, b).

Two OBDDs are isomorphic if there is a one-to-one mapping between the vertex
sets that preserves adjacency. indices and leaf values. Thus two isomorphic OBDDs
represent the same function. Whereas an OBDD uniquely defines a Boolean function,
the converse is not true. To make an OBDD canonical, any redundancy in the OBDD
must ‘be removed.

Definition 2.5.9. An OBDD is said to be a reduced OBDD (or ROBDD) if it contains
no vertex v with low(v) = hrigh(w). nor any pair {v. u} such that the subgraphs rooted
in v and in v are isomorphic.

Example 2.5.10. Consider again function f = (a + b)ec. Figure 2.20 (c) shows the
ROBDD corresponding to the OBDD of Figure 2.20 (a). Note that redundancies have
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been eliminated from the diagram. This representation is unique for that function and the
variable order {(a. b, ¢).

Bryant proved that ROBDD:s are canonical forms [10] and proposed an algorithm
to reduce an OBDD, which is described next. The algorithm visits the OBDD bottom
up, and labels each vertex v € V with an identifier id(v). An ROBDD is identified
by a subset of vertices with different identifiers.

The OBDD traversal is done as follows. Let us assume that the portion of the
OBDD corresponding to vertices with index larger than i has been processed and the
identifiers assigned. Let us consider the subset of vertices with index i, called V(i}.
There are two conditions for redundancy. If id(low(v)) = id(high(v))}, then vertex v
is redundant and we set id(v) = id({ow(v)}. Similarly, if there are two vertices # and
v such that id(low(v)) = id(low(u)) and id(high(v)) = id(high(u)), then the two
vertices are roots of isemorphic graphs and we set id(v) = id(u). In the remaining
cases, a different identifier is given to each vertex at level i. The algorithm terminates
when the root is reached.

In Algorithm 2.5.1 we present a simplified form of Bryant’s reduction algorithm
[10] that extends the previous ideas for the sake of efficiency. Namely, instead of
considering all pairs of vertices at each level and checking whether their children
match, a key is formed using the children’s identifiers, The elements of V (i) are then
sorted by these keys. If a key matches the key of a previously considered vertex, the
vertex is discarded. Otherwise, the identifier (stored in variable nextid) is incremented
and assigned to the current vertex. At this point the vertex can be saved as part of the
ROBDD. The complexity of the algorithm is dominated by sorting the vertex subsets,
ie., O(|V]log|V|). ~

Example 2.5.11. Let us apply the reduction algorithm to the OBDD of Figure 2.20 (a),
repeated for convenience in Figure 2.21 (a). Figure 2.21 (b) shows the same OBDD with
numerically labeled vertices, so that we can refer to them in this example. The identifiers
id(v), Yv € V, are also shown,

First, the algorithm labels the leaves as 1 and 2 and initializes the ROBDD with
two distinguished leaves. Then, the vertices with index = 3 are visited, i.e., those
corresponding to variable ¢ and labeled v, and vs. A key is constructed for these vertices
from the labels of the children. The key for both vertices is (1, 2), because both have the
same right (i.e., high) and left (i.e., low) child. Since the key is the same, the first vertex
being sorted, say v, is assigned the identifier id = 3 and is added to the ROBDD with
edges to the leaves. The other vertex {e.g., ¥s) gets the same identifier but is not part of
the ROBDD, because it is redundant. (Its key matches the key of the previously sorted
ver#x,)

Next, the algorithm visits the vertices with index = 2, i.e., those corresponding
to variable b and labeled v; and vs. The left and the right children of v; have the same
identifier. Therefore v; inherits their identifier, i.e., id = 3, and it is discarded. Vertex
v receives identifier id = 4 and is added to the ROBDD, with edges to the 0-leaf and
to v4, because the identifiers of the children of v» are 1 and 3.

Finally, the vertex with index = 1 (i.e., the root) is visited. Since its children have
different identifiers, the root is added to the ROBDD, with edges to », and to vy, because
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REDUCE(OBDDY
Set id{v) = 1 to all leaves v € V with value(v) = 0;
Set id{vy = 2 to all leaves v € V with value(v) = 1;
Initialize ROBDD with two leaves with id = I and id = 2 respectively;

nextid = 2; * nextid is the next available identifier value */
for i =ntol withi =i — 1Y
Vi)={veV:index(v) =il
foreach (v € V(i)){ /* consider vertices at level { */
if (id(low(vy) = id(high(v))]
id{v) = id{iow(v)); /* redundant vertex */

Drop v from V(i).
1
else
key(v) = id(low(v)), id(high{v));
/* define key(v) as the identifier pair of v’s children */
i
oldkey = 0.0, /* initial key that cannot be matched by any vertex */
Foreach v € V(i) sorted by key(v) {
if (key(v) = oldkey) /* graph rooted at v is redundant */
id(v) = nextid
else | * nonredundant veriex to receive new identifier value */
nextid = nextid + 1:
id(v) = nextid,
oldkey = key(v);
Add v to ROBDD with edges to vertices.in ROBDD
whose id equal those of low(v) and high(v);

]

ALGORITHM 25.1

the identifiers of the children of v are 4 and 3. Figure 2.21 (¢) shows the completed
ROBDD.

It is important to construct ROBDDs for Boolean functions directly, thus avoid-
ing the reduction step and memory overflow problems when the unreduced OBDDs
are large. This is possible by using a hash table called the unigue table, which contains
a key for each vertex of an ROBDD. The key is a triple, composed of the correspond-
ing variable and the identifiers of the left and right children. The function associated
with each vertex is uniquely identified by the key within the unique table. The unique
table is constructed bottom up. When considering the addition of a new vertex to
the OBDD being constructed, a locok-up in the table can determine if another vertex
in the table implements the same function, by comparing the keys. In this case, no
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index =1
index =2
index =3
id=1 id=1 id=2 id=1 id=2
(@) Ty
FIGURE 2.21

Binary decision diagrams for f = (a + b)c: (a) OBDD for the variable order (a, b, ¢). (b) OBDD with
identifiers. (c) ROBDD for the variable order (a. &. ¢).

redundant vertex is added to the table. As a result, the unique table represents an
ROBDD.

The unique table has been shown to be a strong canonical form' (5, 6]. Each .
key can be labeled by a unique identifier, and two Boolean expressions {cast in this
form and with the same variable order) can be checked for equivalence by comparing
the corresponding identifiers. Strong canonicity is important for developing efficient
algorithms that operate on Boolean functions. These algorithms are designed to keep
the ROBDDs in reduced form, thus preserving canonicity. The unique table can also be
used to represent multiple-output functions, because it can model multiple ROBDDs
with shared subgraphs. These are also called multi-rooted decision diagrams or shared
ROBDDs.

Example 2.5.12. Consider first the ROBDD of Figure 2.22 (a), representing function
f = {a + b)c with the variable order (a, b. ¢}, associated with the vertex with id = 5.
Assuming that constants 0 and 1 have identifiers 1 and 2, respectively, the unique table
is:

Key
Identifier ~ Variable  Left child  Right chiid
5 a 4 3
4 b 1 3
3 c 1 2

Consider now the function pair f = (a + b)c; g = bcd with the variable order
(d,a, b, c), where f is associated with the vertex with id = 5, and g is associated

I A strong canonical form is a form of pre-conditioning which reduces the complexity of an equiva-
lence test between elements in a set. A unique identifier is assigned to each element in the set, so that an
equivalence check is just a test on the equality of the identifiers.
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(a)

FIGURE 2.22
(a) ROBDD for f = (a+b)c with variable order {a, b, ¢). (b) Multi-rooted ROBDD for f = (a4 b)c;, g =
bed with variable order (d, a, b, ).

with the vertex with id = 6. A multi-rooted decision diagram for f and g is shown in
Figure 2.22 (b). The unique table is:

Key
Identifier  Variable  Left child  Right child
6 d 1 4
5 a 4 3
4 b 1 3 -
3 c 1 2

The ROBDD construction and manipulation can be done with the ite operator,
which takes its name from its operative definition. Given three scalar Boolean func-
tions, f, g and A, ite(f, g, k) = f-g+ f'-h which is equivalent to if f then g else h.
In particular, functions f, g and # can be Boolean variables or constants.

We assume that all variables are ordered and we call the fop variable of a
function (or set of functions) the first variable in the support set {or in the union of
the support sets). Let z = ite(f, g, #1) and let x be the top variable of functions f, g
and k. Then function z is associated with the vertex whose variable is x and whose
children implement ire( f,. gx, hy} and ite( fi', g«, hy). The reason can be explained
by censidering the identity:

I=xI +X'7p (2.14)
= x(fg + f’h)x + Il(fg + frh)x’ (215)
= x(fig: + f;hx) + xf(f.r’gx’ + f;'hx’) (2.16)

ite(x, ite(f.n Bxs hx)! ite(fx’a Bx's hx")) (217)
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TABLE 2.2

Boolean functions of two
arguments and equivalent
representation in terms of
the ite operator.

Operator  Equivalent iz¢ form

0 0
f-g ite(f, g.0)
-2 ite(f, g, M

f
ite(f,0.¢g)
g
ite(f, g, 9)
ire(f. 1, )
ite( £.0,8")
ite(f. g, 8)
ite(g,0, 1)
ite(f. 1,8}
ire(£,0, 1)
ire(fg. 1)
ite(f.g'. 1)
1

- T
oy

TR @t + B
og ?‘30090

g
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- =
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and by the fact that x is the top variable of f, g and h. The relevant terminal cases of
this recursion are ite(f, 1,0y = f,ite(l, g, h) =g, ite(0,g. h) = h,ite(f, g, 8) =g
and ite(f, 0, 1) = f'. Other terminal cases can be reduced to these, because they are
equivalent [5, 6]. - .

The usefulness of the ife operator stems from the fact that all Boolean functions
of two arguments can be represented in terms of ite, as shown in Table 2.2. Thus, the
ite operator can be used to construct the ROBDD of a function, which is represented
as the application of binary operators to variables.

Example 2.5.13. Note first that f - g = ite(f, g.0) and that f + g = ite(f, 1, g) for
any function pair f, g, as shown in Table 2.2,

Consider the construction of the ROBDD of the function f = ac+bc with variable
order (a, &, ¢). Figures 2.23 {a,b,c) show elementary ROBDDs related to variables a, b
and c, respectively. The ROBDD of ac can be computed as ire{(a, ¢, 0) and is shown in
Figure 2.23 {(d). Similarly, the ROBDD of bc can be computed as ite(b, ¢, 0) and is shown
in Figure 2.23 (e). Finally, the ROBDD of f = ac+bc can be computed as ite(ac, 1, bc).
Since ite(ac, 1, bcy = ire(a. ire(e, 1, be), ite{0, 1, be)) = ire(a, ¢, be), the ROBDD has
a %5 top variable, the ROBDD of bc {Figure 2.23 (e)] as the left child of the root and the
ROBDD of ¢ [Figure 2.23 (c)} as the right child of the root. Moreover, since a vertex
corresponding to variable ¢ is already present within the ROBDD representing be, which
is now the left child of the root, this vertex is used also as a right child of the root.
Therefore the OBDD is reduced.

It is interesting to note that the same ROBDD will be constructed from other
equivalent representations of the same function, e.g., f = (@ + b)c, provided that the
same order of the variables is used.
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FIGURE 2.23
(a} ROBDD of a. (b) ROBDD of . {¢) ROBDD of ¢. (d) ROBDD of ac. {¢) RGBDD of be. (fy ROBDD
of ac + bc.

The [TE algorithm seen in Algorithm 2.5.2 implements the ifre operator and
allows us to construct an ROBDD for arbitrary sets of Boolean functions over an
ordered set of variables. The ITE algorithm uses s#wo tables. The first one is the
unigue table, which stores the ROBDD information in a strong canonical form. A
second table, called the computed table, is used to improve the performance of the
algorithm. The computed table stores the mapping of any triple (f, g, #) to the vertex
implementing ite( f, g, i) once this has been computed. This allows the algorithm to
use results from previous invocations of ITE in subsequent calls,

The worst-case complexity of the /TE algorithm can be derived under the as-
sumption that look-up and insertion in the unique and computed tables can be done
in constant time. ITE will be called at most once for each distinguished triple of ver-
tices of the ROBDDs of £, g and k and therefore the complexity is of the order of
the product of the sizes (i.e., vertex cardinalities) of the corresponding graphs. The
average complexity is much lower.

The ITE algorithm can be used to apply Boolean operators (e.g., AND, OR, e!
cetera) to ROBDDs. For example, it can be used to check the implication of two
functions, e.g., f — g or, equivalently, if f'+ g is a tautology. This test can be
done by verifying whether ize(f, g. 1) has an identifier equal to that of the leaf with
value 1. Alternatively, a specialized algorithm can be used which checks directly for
tautology of ire(f. g. ). Such an algorithm is based on the following observation.
The function associated with an ROBDD vertex is a tautology if both its children
represent 2 tautology. Hence the algorithm can return a negative answer as soon as
this condition is not satisfied at some vertex [5, 6].
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ITE(f g. Wl
if (terminal case)
return (r = trivial result);
else { /* exploit previous information */
if (computed table has entry [(f.g. k). r})
return (r from computed table):
else {
x = top variable of f, g, &;
I =ITE(fx. 8 hs);
e = ITE(fu. g ho);
ifit==e - /* children with isomorphic OBDDs */
returnm {t});
r = find_or_add unigue_table(x. 1. ),
/* add r to unique table if not present */
Update computed table with {{f, g. A).r};
return (r);

)

ALGORITHM 2.5.2

The ITE algorithm can aiso be used for functional composition, i.e., for replacing
a variable of a Boolean expression by another expression, because fi,—, = fig +
frg' = ite(g, f., fr). A more efficient implementatien of this operation can be
achieved by another specialized algorithm, called COMPOSE [6, 10].

Whereas the consensus and the smoothing operations can be computed by ITE,
there is also a specific algorithm for these tasks [5, 6]. This algorithm is called here
QUANTIFY and has a structure similar to ITE. The algorithm can perform both univer-
sal and existential quantification (i.e., consensus and smoothing) of a function f with
respect to variables in a list varlist. The algorithm calls procedure OP(t,e), which
performs either the conjunction of its arguments in the case of consensus or their dis-
junction in the case of smoothing. Procedure OF(t.e) is implemented as ITE(z, e, 0)
in the former case and as ITE(t, 1, ¢) in the latter.

The algorithm is recursive and makes use of a compuied table that stores the
quantification results.- Thus, the table is checked before the actual computation is
performed. If the table does not contain the desired entry, the top variable x in f
is selected and the cofactors with respect to this variable are computed. (This step
is trivial, because the cofactors are just represented by the children of the vertex
representing f.}

Next the algorithm computes recursively the quantification of the cofactors,
which are named ¢t and e, respectively (see Algorithm 2.5.3). If x is included in
varlist, then either r =1 - € or r = ¢ + ¢ is computed according to the goal of using
QUANTIFY to derive either the consensus or the smoothing of f. If x is not included
in varlist, the result is expressed by ITE(x. 1, €).
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QUANTIFY(f, varlist){
if (f is constant)
return { /.
else {
if (computed table has entry {( f. varlist), r})
/* exploit previous information */

return (r from computed table); ‘

else |
X = top variable of f;
&= fu
b= fe
t = QUANTIFY (g. varlist);

/* compute quantification recursively on g */
e = QUANTIFY (h, varlist),
* compute guantification recursively on h */
if (x is In varlisn
r=0P(t.e);
else
r=1ITE(x.1, e);

Update computed table with {(f. varlist). r}.
return {r);

}

ALGORITHM 2.5.3

Example 2.5.14. Consider function f = ab + bc + ac and let us compute C,(f). Then
varlist = a. Assume the variables are ordered as (a, b, ¢). When QUANTIFY(f, a) is
invoked, the top variable is @ and the cofactors are computed as g = f, = b+ ¢ and
h = fy = bc. The recursive calls return + = g = b + ¢ and ¢ = h = bc, because
g and # do not depend on a. Since @ is in varlist, r = OP (t,¢) = ITE(1,e,0) =
ITE(b + ¢, be, ) = be. Thus the result is C,( f) = be, as shown in Figure 2.19 (¢).

Several extensions to ROBDD have been proposed. Complemented edges are
tlags added to edges to denote local complementation. As an example, this feature
can be useful for representing a function and its complement with a multi-rooted
ROBDD, with no extra cost in terms of vernices for the complement. Tn general,
compiemented edges can contribute to reducing the size of ROBDDs and provide a
means of complementing functions in constant time. To maintain a canonical form,
restrictions are placed on where the complemented edges can be used. Namely, for
each veriex v, the edge {v, kigh(v)} must not be complemented. Note that only one
terminal vertex is needed when using complemented edges.

Another extension to ROBDDs is the addition of a don’t care leaf to represent
incompletely specified functions. Furthermore, multi-terminal ROBDDs have been
proposed having a finite number of leaves, each associated with a different value
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{e.g., positive integers). Some specific additions to BDDs are motivated by particular
applications. .

There have been several implementations of software programs supporting
ROBDDs for a wide set of purposes. Brace, Rudell and Bryant {5] developed a
portable package for ROBDD manipulation. The package exploits the tabular repre-
sentation of ROBDDs described before, in conjunction with other techniques to render
the ROBDD manipulation efficient. In particular, vertex identifiers in the unique table
are pointers to memory locations and thus comparison is very fast. The computed
table is implemented as a hash-based cache, which takes advantage of a high locality
of reference, Entries are created for every non-trivial call to /TE, but newer entries
are allowed to overwrite older ones. The package also takes advantage of grouping
triples into equivalence classes, when they yield the same result under the ite op-
erator, e.g., ite( f. f. gy = ite{f. 1. g) Vf, g. The package defines a standard triple
in each equivalence class, which is used for look-up or for writing the computed
table. Finally, the package supports an efficient garbage collection procedure to re-
cycle memory freed by unused entries. Overall, the package uses about 22 bytes per
vertex, and so ROBDDs with millions of vertices can be represenied with present
computers,

There are still many interesting open research problems related to BDDs. A
major issue is searching for the variable order which minimizes the ROBDD size.
Some simple heuristic rules have been shown effective for RORDDs representing
combinational circuits, and they are based on the following consideration. Variables
related to signals that feed deep cones of logic should come first in the order, be-
cause they are important decision makers. In general, ROBDDs have been used for
modeling disparate problems and such rules may not be applicable. Furthermore,
as manipulations are performed on ROBDDs, the variable order which minimizes
their size may change, and the order which was originally chosen may no longer
be appropriate. Methods for automatic dynamic reordering of variables are very
appealing for handling large problems and are currently the subject of investiga-
ton.

2,53 Satisfiability and Cover

Many synthesis and optimization problems can be reduced to a fundamental one:
satisfiability. A Boolean function is satisfiable if there exists an assignment of Boolean
values to the variables that makes the function TRUE. The most common formulation
of the satisfiability problem requires the function to be expressed in a product of
surs form. The sum terms in the product of sums form are called clauses. Thus the
satisfiability decision problem is the quest for a variable assignment that makes all
clauses TRUE.

Example 2.5.15. Consider the following product of sums form: (a + b)(@' + &' +¢). The
expression can be satisfied by choosing @ = 1; b = 1; ¢ = 1. Note that the assignment
is not the only one that satisfies the expression.
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The satisfiability problem was shown to be intractable by Cook’s theorem [14]
and it is considered the root of all intractable problems. Indeed, the intractability
of a problem can be shown by a transformation (or a chain of transformations) of
satisfiability into that problem. For example, the proof of intractability of the ZOLP
can be done by formulating a satisfiability problem as a ZOLP.

Example 2.5.16. Consider again the preduct of sums form: (a ~ bXa' + &' + ¢). The
corresponding satisfiability problem can be modeled as a ZOLP:

a+b 1

v

v

(l—a)+(=m+c>1

a,b.c € B

Whereas formulating satistiability as a ZOLP allows us to use the corresponding
algorithms, this approach is inefficient and seldom used.

It is worth mentioning that there are several variations of the satisfiability prob-
lem. The 3-satisfiability problem is a restriction of the satisfiability problem to clauses
with three literals. It is also intractable. On the other hand, the 2-satisfiability prob-
lem, which is defined similarly, can be solved in polynomial time. The tautelogy
decision problem is the complementary problem to satisfiability. Given an arbitrary
Boolean expression, we question if it is always satisfied. Note that while satisfiability
questions the existence of a truth assignment, tautology questions universality of a
truth assignment. The non-tautology problem, i.e., the question of the existence of an
assignment that makes the expression FALSE, is intractable. Nevertheless there are ef-
ficient algorithms for tautology, such as those based on ROBDDs, and those described
in Section 7.3.4.

A minimum-cost satisfiability problem is an optimization problem whose feasi-
bility is expressed by a set of decision variables x € B" and a product of sums form to
be satisfied. We restrict our attention to linear minimum-cost satisfiability problems,
where the cost function is a weighted sum of the decision variables. Thus we express
the cost function as ¢’ x where ¢ is a weight vector.

Given a collection C of subsets of a finite set S, a minimum covering problem
is the search for the minimum number of subsets that cover §. We call the elements of
C groups, to distinguish them from the elements of §. When groups are weighted, the
corresponding covering problem is weighted. An example of an unweighted covering
problem is the vertex cover problem described in Section 2.4.2. In general, covering
problems can be modeled by matrices. Let A € B"™™, where the set of rows is in
one-fo-one correspondence with S (n = |S|) and the set of columns is in one-to-one
correspondence with C (m = |C|). Then, a cover corresponds to a subset of columns,
having at least a | entry in all rows of A. Equivalently, it corresponds to selecting
x € B™, such that Ax > 1. A minimum-weighted cover corresponds to selecting
x € B”, such that Ax > 1 and ¢”x is minimum.

Example 2.5.17. Consider the second graph of Figure 2.13 (a), reported again for con-
venience in Figure 2.24 (a), where edges are labeled {a, b. ¢, d. ¢}. The corresponding
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FIGURE 2.24
(a) Graph. (b) Minimum‘ vertex cover.

(vertex/edge) incidence matrix is:

01100
. 00110
Ar=[11000
10011
00001

In the vertex cover problem, we search for the minimum number of vertices covering all
the edges. Thus the edge set corresponds to § and the vertex set to C. Note that each
vertex set can be identified by the group of edges incident to it. Therefore A = Af and
c=1.

Examples of covers are represented by the following vectors: x' = [10010)7,
x? = [01101]7 and x* = [01111]7. Note that A x > 1 for x = x', x2, x°*. Vector x! is a
minimum cover that is shown in Figure 2.24 (b).

Example 2.5,18. Consider the hypergraph shown in Figure 2.25 (a), with five ver-
tices {v;, i = 1,2, ..., 5} and five edges {a. b. c.d, e}. The corresponding (vertex/edge)
incidence matrix is:

-

10100
11001
00010
01110

We search now for the minimum number of edges that cover all the vertices. Thus the
vertex set corresponds to § and the edge set to C of the covering problem formulation.
Therefore A = A; and ¢ = L. Edge covers satisfy Ax > 1.

An example of a minimum cover is given by edges {a, b, d}, or equivalently by
vector X = [11010]7. The cover is shown in Figure 2.25 (b).

Let us extend the problem by associating weights with each edge. Let ¢ =
[1,2,1, 1, 1]7. Then, it is easy to verify that a minimum-cost cover is {a, ¢, d}, cor-
responding to vector x = [10110]" with cost 3.

- Note that a minimum vertex cover problem can be defined in an analogous way.

Covering problems can be cast as minimum-cost satisfiability problems, by as-
sociating a selection variable with each group (element of C) and a clause with each
element of 5. Each clause represents those groups that can cover the element, i.e., it
is the disjunction of the variables related to the corresponding groups. It is important
to note that the product of the clauses is an unate expression, and thus this problem
is often referred to as unate cover.
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(b}

FIGURE 2.25
(a) Hypergraph. (b) Minimum-edge cover.

Example 2.5.19, Consider the covering problem of Example 2.5.18. The first covering
clause (x; 4+ x3) denotes that vertex v; must be covered by edge a or ¢. The overali
product of sums expression to be satisfied is:

(x) ) x + X2 + x5) 00 + x3 + x5)(xg) (x4 x3 + xg)

It is easy to verify that x = [11010]" satisfies the product of sums expression above.

The covering problem can be generalized by asstiming that the choice of a group
implies the choice of another one. This additional constraint can be represented by
an implication clause. For example, if the selection of group a implies the choice
of b, then the clause (a’' + b} is added. Note that the implication clause makes the
product of sums form binate in variable g, becanse a (uncomplemented) is also part
of some covering clavses. Therefore this class of problems is referred to as binate
covering, or covering with closure. Binate covering problems are minimum-cost satis-
fiability problems. Nevertheless, some minimum-cost satisfiability problems exist that
do not represent covering problems even with implications (e.g., when all clauses
have variables with mixed polarity).

Example 2.5.20. Consider again the covering problem of Example 2.5.18. Assume that
the selection of edge a implies the selection of edge b. Then the clause x| + x; must
also be considered. The overall product of sums expression to be satisfied is:

(x) +xax; +xz +xs)(x + x5+ xs)(x) s + x5 + x ) {x; +x2)

1t is easy to verify that x = [11010)7 is a minimum cover and that x = [10110]" is not
a cover.

Binate covering problems can still be characterized by matrices, Let A € {1, 0,
+ 1} represent a problem with n clauses and m variables. Each row corresponds to
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a clause depending on variables with non-zero entries in the corresponding column. A
—1 entry corresponds to a complemented variable and a 1 entry to an uncomplemented
one. {Note that an unate problem has only non-negative entries in A.)

The binate covering problem cofresponds to selecting a subset of the columns,
such that all rows have at least a 1 entry in that subset or a —1 entry in the complement
subset.

Example 2.5.21. Consider again the expression:
(X1 + xa)(x) + 2 + x5) (0 + x3 + xs)(xs) (02 + x5 + 1) (x) + x2)

The corresponding matrix formulation is:

-

1 0100
1 1001
01101
0 0010
01110
-11000 |

Vector {11010]17 denotes a solution, because the submatrix identified by the first, second
and fourth columns has at least a 1 in all rows. Vector [10110]7 is not a solution, because
the last clause s not satisfied. Indeed, there is no ! in the last row in correspondence
to the first, third and fourth columns, and no —1 in comespondence with the second and
fifth columns.

Whereas both unate and binate covering problems are intractable, binate cover-
ing is intrinsically more difficult than unate covering. Indeed, the addition of an ele-
ment to a feasible solution may make it infeasible if its implications are not satisfied.
A classic example of unate covering is that related to exact two-level optimization of
logic functions (Section 7.2.2). Notable examples of binate covering are those related
to the exact minimization of Boolean relations (Section 7.6), to state minimization for
finite-state machines (Section 9.2.1} and to cell-library binding (Chapter 10).

AN EXACT ALGORITHM FOR THE COVERING PROBLEM. We consider first a
branch-and-bound algorithm for the unweighted unate covering problem. We shall
extend it later to cope with weighted and binate covering problems as well as with
minimum-cost satisfiability problems. The algorithm described here is based upon an
algorithi used in exact logic minimization {29]. We present here the essential features
of the algorithm and we refer the reader to reference [29] for details.

We assume in the sequel that a covering problem is specified by matrix A, with
rows corresponding to the elements of the set to be covered and columns corresponding
to groups of elements. For the sake of visualizing the definitions and the algorithm, we
consider the covering problem as an edge covering problem of a hypergraph, having
A as the incidence matrix. The following definitions are useful in characterizing and
simplifying the covering problem.
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An essential column is a column having the only | entry of some row. Graphi-
cally, it corresponds to an essential edge, i.e., to an edge which is the only one incident
to a vertex. Essential columns (edges) must be part of any cover.

A column dominates another column if the entries of the former are larger than
or equal to the corresponding entries of the latter. Equivalently, an edge dominates
another edge when it is incident to at least all vertices incident to the other. Dominated
columns {edges) can be discarded from consideration. ‘

A row dominates another row if the entries of the former are larger than or equal
to the corresponding entries of the latter. Equivalently, a vertex dominates another
vertex when it is incident to at least all edges incident to the other. Dominant rows
(vertices) can be neglected, because any cover of the dominated ones is also a cover
of the complete set,

Example 2.5.22, Consider matrix A of Example 2.5.18. The fourth column is essential,
because it is the only one with a 1 entry in the fourth row. Equivalently, edge 4 is
essential, because it is the only one incident to vertex vy. Hence it must be part of a
cover.

The second column ([01101]7) dominates the fifth column ([01100]7). Equiva-
lently, selecting edge & corresponds to covering all vertices covered by edge e. Thus
edge e can be dropped from consideration. )

The fifth row ([01116]) dominates the fourth row ({00010]). Equivalently, vertex
vs dominates vertex vy, because it is incident to a superset of the edges incident to v,.
Thus, vs can be dropped from consideration, because any solution covering v4 covers vs
as well.

Thus, any optimum solution to the covering problem specified by A has x4 =
1; x5 = 0.

The covering algorithm, as seen in Algorithm 2.5.4, is recursive. Binary vector
X contains the current solution and binary vector b the best solution seen so far. The
algorithm is invoked with arguments matrix A, describing the problem, x = 0 and
b = 1. Matrix A is recursively reduced in size. We assume that pointers (not described
here for simplicity) relate the columns of the reduced A to the corresponding elements
in x and b, whose sizes are invariant. The algorithm returns a binary vector indicating
the cover,

At the first step, the reduction of matrix A is done as follows. First, if matrix A
is reducible (i.e., it can be reordered into a block-diagonal form, because it represents
two or more disjoint subproblems), EXACT_COVER is invoked on its partition
blgcks and the current solution x is set to the disjunction of the return values. Second,
dominated columns, dominant rows and essential columns are iteratively removed until
there is no change. For every essential column detected and deleted, the corresponding
entry in x is set to 1 and the rows to which it is incident are deleted as well.

Example 2.5.23, Consider the covering problem specified in Example 2.5.18. As shown
in Example 2.5.22, the fourth column is essential and the fifth is dominated. The fifth
row is dominant. Thus the fourth element of x is set to 1, the fifth element of x is set to
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EXACT.COVER(A, x,b) |
Reduce matrix A and update comresponding x;
if (Current_estimate > |b{) return(b);
if ( A has no rows ) return (x);
Select a branching column c;
xc=1;
A = A after deleting column ¢ and the rows incident to it;
X=EXACT.COVER(A.x.b);
if ( (%] < [b])
b=x:
x. =0
A = A after deleting column ¢;
X=EXACT_.COVER(A. x,b):
if (x| < b))
b=1
return (b);

}

ALGORITHM 2.5.4

0 and the corresponding reduced covering matrix is:

101

A=1(110

011
The bounding is done by the evaluation of Current_estimate, which is a lower
bound of the cardinality of all covers that can be derived from the current x. The
estimate is the sum of two components: the number of 1s in x (i.e., the number of
columns already committed) plus a bound on the size of the cover of the current
A. Such a bound can be given by the size of a maximally independent set of rows,
i.e., rows that have no ls in the same column. Pairwise independence can be easily
identified and a graph can be constructed whose vertices are in one-to-one correspon-
dence with the rows (vertices in the original hypergraph) and whose edges denote
independence, The bound is the clique number in this graph. Computing an exact
bound is difficult, because identifying the maximum clique is as complex as solving
the covering problem itself. However, any lesser approximation (that can be computed
by a fast heuristic algorithm) is valuable. The worse the approximation is, the less

pruning the algorithm does. In any case, the algorithm is still exact.

Example 2.5.24. Consider the covering matrix A of Example 2.5.18. The fourth row is
independent from the first, second and third, but the first three rows are dependent. Thus
the maximal set of mutually independent rows has cardinality 2. Hence the bound is 2.

Consider the reduced covering matrix A of Example 2.5.23. There are no indepen-
dent rows. Thus a lower bound on covering that matrix is 1. A lower bound on covering
the original matrix is 1 plus [xj = 1, i.e., 2. When applying the algorithm to the matrix
of Example 2.5.18, the bound is less than [b| = |1| = 5 and the search is not killed.
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The branch-and-bound algorithm explores the solution space recursively, by
assuming that each column (edge) is included or excluded from the cover. In the first
case, the recursive call has as an argument a reduced matrix A, where the column
being included is deleted as well as the rows incident to that column. In the secend
case, the recursive call has as an argument a reduced matrix A, where the column
being excluded is deleted. Obviously the complexity of the algorithm is exponential,
but pruning and matrix reduction make it viable for problems of interesting size.

Example 2.5.25. Consider the reduced covering matrix A shown in Example 2.5.23.
Let us assume that the branching celumn c is the first one. Then x; = 1, x = [10010]”
and: -

A =[11]

Consider now the recursive call to EXACT _COVER. Once a dominated column is
deleted, the other column is essential. Assume it corresponds to x;. Then x = [11010]7.
After removing the row, the matrix has no rows and the call returns X = x. Now
[¥| =3 < |b| = 5 and thus the best solution seen so far is updated to b = [11010]7.
Then the algorithm tries to exclude the first column. Thus x; = 0, x = [00010]7,

and:
01

A=1l10
11

Now both columns are essential. Then x = [01110]7. After removing the rows incident
to the essential columns, the matrix has no rows and the call retums X = x. Now
[¥| = 3 = |b| = 3 and b is not updated. The algorithm returns then [11010]7.

-

The algorithm can be modified to cope with weighted covering problems as
follows. First, the cost of a cover specified by x is ¢”x, which replaces |x| in the
algorithm. Similar considerations apply to the cost of the best solution seen so far, h.
Second, the current estimate computation must refiect the cost of covering a maximal
independent sets of rows. Last, column dominance must also reflect the weights, i.e.,
an additiona! condition for column dominance is that the dominant column must not
have larger weight than the dominated one.

Example 2.5.26. Consider the covering matrix A of Example 2.5.18, with weight vector
¢ =[1,2,1,1,1]7. Then, the initial best solution has cost 6. A lower bound on the cost
of the cover can be derived by considering the two independent sets of rows that would
require one unit-weight column each to be covered in the best case. Hence the bound is
2, less than 6, and the search is not killed.

In this case, the fifth column is not dominated by the second, because its cost is
lower. Hence it should not be discarded. Indeed, once the essential column is detected
and the rows incident to it are deleted, the second column can be dropped, because it is
dominated by the fifth column.

At this point, the problem can be represented by a reduced matrix similar to that
used in Example 2.5.25, with the only difference that the columns are related to edges
{a, e, c}. All columns have unit weight. A minimum-cost cover is {a, ¢, d}, represented
by vector x = [10110}",
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Let us consider now a minimum-cost satisfiability problem that is modeled by a
matrix A € {—1,0, 1}, This problem can also be solved by the EXACT_COVER
algorithm with some modifications. We highlight here the major differences from the
unate case, and we refer the reader to references [8, 20] for details.

First, note that an instance of a minimum-cost satisfiability problem (in particular
a binate covering problem) may not have a solution, whereas unate covering problems
always have a solution. Second, the matrix reduction step has to account for three-
valued entries. Whereas an essential column is a column having the only nonzero
entry of some row, an essential must be a part of a solution when the entry is 1, and
it must not be a part of a solution when the entry is — 1. Column and row dominance
can be defined in a similar way. In particular, a row dominates another row if the
corresponding clause is satisfied when the latter is satisfied. Third, the computation of
the bounding function can still be based on the search for a maximal independent set
of rows. In the general case, two rows are independent when they cannot be satisfied
simultaneously by setting a single variable to 1 [8].

Example 2.527, Consider the minimum-cost satisfiability problem specified by the
following product of sums expression:

(x) 4+ %) (x) + 22+ x5+ 19) (%3 + x5 + x)(x5Horg)

It can be described by the following matrix:

110 00 ©
-111 10 0

A=] 101-10 0
000 01 0 _
000 00 -1

Variables x5 and x, are essential: the former must be set to 1 and the latter to 0. Therefore
the last two rows and columns can be dropped from consideration. Variable x; dominates
x4: thus x4 can be set to 0, satisfying the clause expressed by the third row. The second
row dominates the first one and can be discarded, because x| + x, implies x]+x2+X3+x4.
The problem is thus reduced to satisfying x; + x;, which can be done by setting both x,
and x; to 0. A solution is x = [000010]".

In general, a minimum-cost satisfiability problem can be represented and solved
using an OBDD that models the product of all clauses. Thus each vertex of an OBDD
represents the selection of a group to be placed in the cover. By weighting each
edge corresponding to the TRUE decision by the corresponding weight (by 1 in the
unweighted covenng case) and each edge corresponding to the FALSE decision by 0, it
is possible to associate a cost with each path in the OBDD. A minimum-cost solution
corresponds to a shortest path from the root (o the TRUE leaf [26]. Indeed such a path
identifies a minimum-cost assignment to the decision variables that make all clauses
TRUE. A shortest path in a dag can be computed by topological sort very efficiently.

Example 2.5.28. Consider the problem of Example 2.5.27. Figure 2.26 shows a fragment
of the corresponding OBDD, with all paths to the TRUE leaf. The emboldened path in
the figure has minimum weight. It identifies solution x = [000010]7,
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FIGURE 2.26
OBDD fragment modeling a minimum-cost satisfiability problem.,

Whereas this simple formulation is appealing because it leverages the OBDD
manipulation algorithms, it is often the case that constructing and storing an OBDD for
large problems is not efficient, A recently proposed method has combined the branch-
and-bound approach with the OBDD-based approach, where the overall problem is
modeled as a product of OBDDs [20]. Moreover various heuristic algorithms have
been developed for the covering problem. At present, efficient algorithms for solving
the minimum-cost satisfiability problem are the subject of ongoing research. Thus the
problem is still considered open to improvements.

-

2.6 PERSPECTIVES

Graph theory and Boolean algebra form the basis for solving complex decision and
optimization problems related to circuit synthesis. Despite the large number of results
available in these fields, new algorithms for solving (or approximating) fundamental
problems are continuously sought for. Examples are methods for solving minimum-
cost satisflability and for manipulating Boolean functions with BDDs.

Since Bryant’s seminal paper [10] on OBDDs, a large amount of technical papers
have tackled the solution of different problems that can be modeled by BDDs, Exam-
ples range from digital circuit design and verification to sensitivity and probabilistic
analysis of digital circuits and to finite-state system analysis [11]. While OBDDs pro-
vide today an efficient data structure to solve problem instances previously out of
reach, the search for improving BDD models and algorithms is still ongoing.

Overall, CAD researchers and developers have vsed several classical results of
mathematics and computer science. The size of the problems to be solved has led them
to explore heuristic algorithms that are often dedicated to solving specific applications.
Nevertheless, some resutts achieved in the CAD domain, like BDD manipulation and
the minimization of two-level logic forms, have had tremendous impact in other areas
of science.
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2.8 PROBLEMS

1.

2.

Show that the adjacency matrix of a dag can be cast into lower triangular form by a row
and column permutation.

Compute the longest path weights of the graph of Figure 2.11 (b} by a modified Bellman-
Ford algorithm where the min operator is replaced by a max operator. Show all steps.
Prove that the LEFT_EDGE algorithm is exact.”

Consider the function f = ab+ be +ac. Compute 8f/3b, Cp( ) and 5,( ). Represent the
function, the Boolean difference, the consensus and the smoothing on the three-dimensional
Boolean cube.

Consider the function f = ab + bc +ac. Compute an expansion on the orthonormal basis
(b1 = a: ¢, =a'b; ¢ =a'b). B

Consider the function f = ab+ cd + ef . Determine the variable orders that minimize and
maximize the size of the corresponding OBDDs.

Consider functions f = ab + bc and g = ac. Draw the comresponding OBDDs and
determine the ROBDD correspending to f & g. (Use order (a, b, ¢).)

Design an algorithm for detecting if ire(f, g, k) is a constant. Explain why such an algo-
rithm is preferable to the regular ITE algorithm.



CHAPTER

HARDWARE
MODELING

Die Grenzen meiner Sprache bedeuten die Grenzen meiner Welt.
The limits of my language mean the limits of my world. -
L.Wittgenstein. Tractatus Logico-Philosophicus.

3.1 INTRODUCTION

A model of a circuit is an abstraction, i.e., a representation that shows relevant
features without associated details. Models are used to specify circuits, to reason
about their properties and as means of transferring the information about a design
among humans as well as among humans and computer-aided design tools.
Circuit specifications are models describing circuits to be implemented, which are
often accompanied by constraints on the desired realization, e.g., performance re-
quirements.

Formal models have a well-defined syntax and semantics. Hence they provide
a way of conveying the information about a circuit in a consistent way that can be
unambiguously interpreted. Thus automated tools can be designed to read, process
and write such models. Conversely, informal circuit specifications, such as textual
descriptions of the principles of operations of a computer in a natural language, have
limited applications when CAD methods are used. In addition, informal descriptions of
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large-scale circuits or systems may be sources of misunderstanding among humans,
because it is often impossible to check their completeness and consistency. In the
sequel we shall refer to formal models only, and we shall drop the adjective “formal”
for brevity.

A circuit can be modeled differently according to the desired abstraction level
{e.g., architectural, logic, geometric), view (e.g., behavioral, structural, physical) and
to the modeling means being used (e.g., language, diagram, mathematical model).
Abstraction levels and views were described in Section 1.5. We comment now on the
modeling means.

In recent years, there has been a trend toward using hardware description lan-
guages (HDLs) for circuit specification. Conceiving an HDL model has similarities to
writing a software program. The conciseness of HDL models has made them prefer-
able to the corresponding flow, state and logic diagrams, even though some diagram
models [7] are more powerful in visvalizing the circuits’ functions. We shall not de-
scribe circuit specifications in terms of diagrams, because the information that most
of them convey can be expressed in equivalent form by HDL models.

This book does not advocate the use of any specific hardware language. The
synthesis technigues that we present have general value and are not related to the
specifics of any particular language. For this reason, we shall consider also abstract
models for circuits at both the architectural and logic levels. Abstract models are
mathematical models based on graphs and Boolean algebra. At the architectural level,
the circuit behavior can be abstracted by a set of operations (called also tasks) and
their dependencies. The operations can be general in nature, ranging from arithmetic to
logic functions. The behavior of a sequential logic circuit is abstracted by a finite-state
machine that degenerates to a Boolean function in the combinational case. Structural
views are abstracted as interconnections of logic blocks or gates (at the logic level)
or resources (at the architectural level).

Abstract models are powerful enough to capture the essential features described
by HDL and diagram models. At the same time, they are simple enough that properties
of circuit transformations can be proven. We show in Figure 3.1 the relations among
HDL models, abstract models and the synthesis tasks.

The outline of this chapter is as follows. First, we shall address the motivation
and features of HDLs and review some of the most important ones. Second, we shall
consider abstract models that capture hardware representations at different levels and
with different views and show the relation between the languages and these models.
Eventually we shall present synthesis and optimization of abstract models from HDL
models.

3.2 HARDWARE MODELING LANGUAGES

Hardware description languages are primarily motivated by the need of specify-
ing circuits. Several HDLs exist, with different features and goals. Even though
some evolved from programming languages, like AHPL, which was based upon APL
and VHDL, which was derived from ADA, the specific nature of hardware circuits
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LANGUAGE MODELS ABSTRACT MODELS

compilation Operations and dependencies
{Data-flow & sequencing graphs)

architectural
synthesis &
optimization

BEHAVIORAL VIEW
ARCHITECTURAL LEVEL

compilation FSMs—Logic functions

(State-diagrams & logic networks}

logic
synthesis &
optimization

LOGIC LEVEL

translation Interconnected logic blocks
(Logic netayorks)

STRUCTURAL VIEW

FIGURE 3.1
Circuit models, synthesis and optimization: a simplified view.

makes them fairly different from the commonly used software programming lan-
guages.

To appreciate the difference, let us compare the most distinguishing features
between the objects that hardware and software languages describe. First, hardware
circuits can execute operations with a wide degree of concurrency. Conversely, soft-
ware programs are most commonly executed on uni-processors and hence operations
are serialized. In this respect, hardware languages are closer to programming lan-
guages for parallel computers. Second, the specifications of hardware circuits entail
some structural information. For example, the interface of a circuit with the environ-
ment may require the definition of the input/output ports and the data formats across
these ports. In addition, a designer may want to express hints (or constraints) on
some partitions of the circuit. Hence, HDLs must support both behavioral and struc-
tural views, to be used efficiently for circuit specification. Third, detailed timing of
the operations is very important in hardware, because of interface requirements of the
circuit being described. On the other hand, the specific execution time frames of the
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operations in software programs are of less concern, with some exceptions in the case
of real-time applications,

Circuits can be modeled under different views, and consequently HDLs with
the corresponding flavors have been developed. In particular, when considering ar-
chitectural and logic level modeling, behavioral or structural views are used. Some
languages support combined views, thus allowing a designer to specify implementa-
tion details for desired parts of the circuit as well as performing stepwise refinement of
behavioral models into structural models. Synthesis tools support the computer-aided
transformation of behavioral models into structural ones, at both the architectural
and logic levels. HDLs serve also the purpose of exchange formats among tools and
designers. :

Hardware languages are not only motivated by hardware specification reasons.
Circuit models require validation by simulation or verification methods. Synthesis
methods use HDL models as a starting point. As a result, several goals must be
fulfilled by HDLs. Modeling language design has been driven by different priorities
in achieving these goals. As an example, VHDL [15, 18, 20| was developed with the
objective of documenting large systems. Verilog HDL®[22), called here Verilog for
brevity, was designed to support simulation efficiently. The objectives of UDL/1 [10]
were a standard representation format that could be used for synthesis, simulation and
verification,

The multiple goals of HDLs cannot be achieved by programming languages
applied to hardware specification. Standard programming languages have been used
for functional modeling of processors that can be validated by compiling and executing
the models. Nevertheless, such models cannot be used for synthesis, because of the
lack of the features described before. The enhancementef the C programming language
for simnulation and synthesis has led to new HDL languages, such as ESIM [6] and
HardwareC [11].

We use the term HDL model as the counterpart of program in software. Simi-
larly, we refer to model call as the invocation of a submodel, corresponding to pro-
cedure call. Hierarchical hardware models achieved by means of model calls can be
used to increase modularity of the representation by encapsulating parts of a model
as well as by expressing multiple shared submodels.

3.2.1 Distinctive Feétures of Hardware
Languages

A language can be characterized by its syarax, semantics and pragmatics. The syntax
relates to the language structure and it can be specified by a grammar. The semantics
relates to the meaning of a language. The semantic rules associate actions to the
language fragments that satisfy the syntax rules. The pragmatics relate to the other
aspects of the language, including implementation issues. There are formal methods for
describing syntax and semantics, reported by any major textbook on languages [1, 24).

Languages can be broadly classified as procedural and declarative languages
[24]. Procedural programs specify the desired action by describing a sequence of steps
whose order of execution matters. Conversely, declarative models express the problem
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to be solved by a set of declarations without detailing a solution method. Therefore
the order of the statements is not important in such languages.

Alternative classifications of languages exist. Languages with an imperative se-
mantics are those where there is an underlying dependence between the assignments
and the values that variables can take. Languages with an applicative semantics are
those based on function invocation. A precise classification of programming and hard-
ware languages on this basis is often difficult, because languages sometimes exploit
features of different semantic paradigms. Most commonly used languages (for both
hardware and software) are procedural with an imperative semantics.

Languages for hardware specification are classified on the basis of the description
view that they support (e.g., physical, structural or behavicral). For example, languages
that support physical design are characterized by having geometric primitives and
by supporting operations on those primitives. In this book, we concentrate on the
structural and behavioral views and we consider the corresponding languages. Most
HDLs support both structural and behavioral views, because circuit specifications often
require both.

Hardware description languages have often been developed in conjunction with
simulators, and simulaters have influenced some choices in HDL design. Execution
speed is a major requirement for simulators, so that large circuits can be analyzed
in relatively short time. Event-driven simulation algorithms have been widely used,
because they allow a simulator to minimize the number of required computations and
hence its run time.

It is important to consider the hardware model as seen by most simulators to
understand the discrete-event timing semantics of many modern HDLs. In particular,
we consider the paradigm and terminology for VHDL. simulation {15, 18, 20]. A digital
circuit is a discrete system that can be thought of as a set of processes communicating
by means of signals. Each process can be executing or suspended. In this last case, it
can be reactivated. Usually, reactivation is triggered by events. i.e., a change of values
of some signals placed onto a sensitivity list. In VHDL, sensitivity lists are described
by wait statements.

Simulation consists of evaluating signal values over a specified time interval,
partitioned into time frames. At each time frame, a simulation cycle consists of the
following steps. First, signal values are propagated and updated. Second, all processes
that are sensitized to some event are executed until they are suspended again (by
execufing a wait statement). Last, when all processes are suspended, the simulator
time frame is advanced and another simulation cycle is performed.

This modeling style is very general and supports modeling of synchronous and
asynchronous circuits. In the synchronous case, all processes may be forced to exe-
cute at éach clock cycle by including the clock in the corresponding sensitivity list.
When the circuit internal delays are known, they can be specified as attributes to
the signals, and thus the simulation can mode! exactly the timing behavior of the
circuit.

Problems arise when delays are unknown, or their specification allows for a
wide interval of uncertainity, because the interpretation of the model cannot yield the
actual timing of the operations. This is the case when a language is used to specify
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a circuit yet to be synthesized. Then, the designer either renounces to extract precise
timing information from the behavioral models and relies for this on those models
produced by synthesis or imposes constraints to the behavioral model to force the
execution of the operations in pre-determined time frames. Syrthesis policies have
been proposed to provide a precise timing interpretation of circuit models, and they
are described later in this chapter.

3.2.2 Structural Hardware Languages

Models in structural languages describe an interconnection of components. Hence
their expressive power is similar to that of circuit schematics, even though specific
language constructs can provide more powerful abstractions. Hierarchy is often used to
make the description modular and compact. The basic features of structural languages
place them close to the declarative class, even though some structural languages have
also procedural features. Variables in the language correspond to ports of compo-
nents.

Example 3.2.1. We consider here a half-adder circuit, as shown in Figure 3.2. The
example is in the VHDL language, using its structural modeling capability. Note that
architecture is a keyword in VHDL, encapsulating the internals of a model (i.e.,
excluding the interface). It does not relate to the architectural level of abstraction. Con-
versely, the word STRUCTURE is an arbitrary identifier.

architecture STRUCTURE of HALF_ADDER is
component ANDZ
port {(x, y: in bit; o: out bit);
component EXORZ
port (x, v: in bit; o: out bit}:
begin
GLl: ANDZ
port map {(a, b, carryi;
G2: EXOR2
port map f{a, b, sum };
end STRUCTURE;

HALF ADDER

X
b T Gl o carry

sum
FIGURE 3.2

Structural representation of a half-
adder circuit.
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The model contains two declarations of other moedels, AND2 and EXOR2, as well as two
instantiations of the models, called G1 and G2. Additional information on the components
AND2 and EXOR?2 is provided elsewhere, for example, in a standard logic library package.
This description of the half-adder is not complete, because it lacks the definition of the
interface, to be shown in Example 3.2.9.

Other types of variables, often called meravariables, are used to make circuit
models compact. An example of a metavariable is an index of an array. Metavariables
do not represent directly hardware entities and are eliminated from the model by
expansion in the first steps of compilation.

Example 3.2.2. We model in VHDL an array of 32 inverters between two busses, as
shown in Figure 3.3. The keyword generate relates to the multiple instantiation with
metavariable 1.

architecture STRUCTURE of BUS TNV is
component INVERTZR
port (11: in bit; ol: out bit):
end component;
begin
G: for i in 1 to 32 generate
INV: INVERTER port map (inputs(:i), outputs(i));:
end generate;
end STRUCTURE:;

3.2.3 Behavioral Hardware Languages

We consider behavioral modeling for circuits in increasing levels of complexity. Com-
binational logic circuits can be described by a set of ports (inputs/outputs) and a set of

BUS_INV
inputs(1)
inputs(2)
inputs(32}
outputs(1)
outputs(2)
outputs(32)
FIGURE 3.3

Structural representation of an array of inverters.
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equations that relate variables to logic expressions. The declarative paradigm applies
best to combinational circuits, which are by definition memoryless, Indeed they can
be seen as an interconnection (i.e., a structure) of operators, each operator evaluating
a logic function. These models differ from structural models in that there is not a
one-to-one correspondence between expressions and logic gates, because for some
expressions there may not exist a single gate implementing it.

Procedural languages can be used to describe combinational logic circuits.
Most procedural hardware languages, except for the early ones, allow for multiple
assignments to variables, Thus an unambiguous interpretation of multiple assign-
ments to variables is required. There are various resolution mechanisms. For ex-
ample, the last statement can override the others. Other languages, like YLL (an
APL-based HDL used by the YorkTOowN SiLICON COMPILER [12]) resolved multiple
assignments by assigning to a variable the disjunction of the corresponding expres-
sions.

Example 3.2.3. We consider again the half-adder circuit in the VHDL language, using
its behavioral maodeling capability.

architecture BEHAVIOR of HALF_ADDER 18
process
begin
Carry <= |
sum o=
end process;
end BEHAVIOR;

[T}
W
o3
At el
S

-

In VHDL add and or are predefined operators. The keywords process and end
process denote a set of statements to be executed sequentially. They can be avoided
when modeling combinational logic.

Note that in this particular simple example, the two assignments correspond to the
component instantiations of the related structural representations shown in Example 3.2.1.
This is not true in general,

Let us now consider modeling of synchronous logic circuits. The modeling style
is heavily affected by the timing semantics of the chosen language. Different paradigms
have been proposed and used. We show first how modeling combinational circuits by
declarative methods can be extended to sequential circuits. Sequential circuits can be
described by a set of assignments of expressions. The arguments in the expressions are
variables with synchronous delays. This modeling style applies well to synchronous
data paths and DSPs.

Example 3.2.4. In the applicative language Silage, delayed variables are denoted by
the @ sign, followed by a timing annotation that can be general in nature. In particular,
Silage can be used to represent synchronous circuits by using synchronous delays as
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FIGURE 3.4
bl b2 Recursive filter.

the timing annotation. A simple recursive filter, reported by Hilfinger [8] and shown in
Figure 3.4, can be described by the following expressions:

functicon IIR ( al, a2 , bl, b2, x: num)
/* returns */ y: num =
begin
v = mid + aZ * midé€l + b2 * mid&2;
mid = x + al * mid@l + bl * mid&Z;
end

We consider now sequential circuit modeling with procedural languages. Finite-
state machines can be described by procedural models where a variable keeps the state
information. Then, the operations of the finite-state machine can be deseribed as an
iteration (synchronized to the clock), with branching to the fragments corresponding
to the present state.

-

Example 3.2.5. We describe here a finite-state machine that recognizes two or more
consecutive Is in an input data stream. The model is again in the VHDL language:

architecture BEHAVIOR of REC is
type STATE TYPE is (STATE_ZERC, STATE_ONE):

signal STATE : STATE_TYPE := STATE_ZERO;
process
begin
wait until clock’event and clock='1";
if ( in = *i1” ) then

case STATE is
when =»> STATE_ZERC
STATE <= STATE_ONE;
out <= r0";
when => STATE_ONE
STATE <= STATE_ONE;

out <= "1-°;
end case;
else
STATE «= STATE_ZERC;
out <= 07
end if;

end process;
end BEHAVIOR;
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In this model signal STATE is an enumerated type and stores the state of the
finite-state machine. Note that the second assignment STATE <= STATE_ONE; is su-
perfluous, VHDL has a discrete-event timing semantics and the timing interpretation of
the model is the following. The process is executed every time the ¢1ock becomes true.
The wa it statement synchronizes the model to the clock.

Example 3.2.6. We show now a model of the previous finite-state machine in the UDL/I
language using a particular construct called automaton. Note that the automaton
statement defines the c lock signal explicitly, which is used to synchronize the operations
for simulation and synthesis purposes. Thus there is no need for a wair statement.

NAME : REC;
PURPOSE: synthesis;
LEVEL: chip;
INPUTS: clock, rst, in:
QUTFPUTS: ol;
BEHAVIOR_SECTTION;
BEGIN
-»> al**tl; "this automaton works unconditionally"
END;
automaton:al(tl) : .ret : rise{.clock) ;
STATE_ZERO : bhegin
.0l := 180;

if .in then
-> STATE_ONE;
end if;
end;
STATE_ONE : bpegin
if .in then

.ol = 1B1;
else
.0l := 1BR0O;
-» STATE_ZERO;
end_if;
end;
end_auto;

END_SECTION;
END; "end of moduler
CEND; "end of design file (chip)"

We consider next behavioral modeling at the architectural level, with specific
reference to procedural languages. A common modeling paradigm is to sequence
assignments to variables by means of control-flow constructs, such as branching,
iteration and model call. This explains why we can abstract the behavior of a circuit
as a set of operations and dependencies. Operations correspond to assignments, groups
of assignments or model calls. The data-flow and control-flow dependencies define
constraints on the potential operation concurrency of an implementation. Additional
constraints in the circuit specifications may be used, if desired, to prescribe the exact
time frames of the operations, hence specifying the concurrency in the implementation.
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Example 3.2.7. We consider here a fragment of a model describing a set of operations
in a computer.

ir <= fetchipc):
case ir is
when => AND
acc <= rega and regb;
when => OR
acc <= rega or regb;
when => XOR
acc <= rega Xor regb;
when =» ADD
acc <= rega + regb;’
end case;
pc <= pc + 1;

The fragment describes three tasks:

e A call to function fetch, which returns the value of the instruction register ir.

« A multi-way branch, which sets the accumulator acc to the result of four mutually
exclusive operations applied to the values of registers rega and regh.

¢ An increment of the program counter pc.

An analysis of the data dependencies can show us that the last task can be executed
in parallel with one of the other two. Alternatively, the three tasks can be performed in
series. -

Behavioral models provide some degrees of freedom in interpreting the time
frame of execution of the operations. Architectural synthesis and optimization tools
exploit this freedom in the search for optimal implementations. On the other hand,
the simulation plots of the initial behavioral modeis may not match those of the
synthesized structural models, because the original models ignore the optimization
choices. Thus it is important to provide means for representing the timing behav-
iors of those implementations that are compatible with the original behavioral
model.

Synthesis policies have been developed for ditferent languages and tools to
provide an interpretation of the timing behavior. In addition, policies relate to the
language _subsets that can be synthesized, e.g., disallowing specific constructs for
simulation, such as assert and print.

Example 3.2.8. Consider the finite-state machine of Example 3.2.5. A synthesis policy
for VHDL [4] is to synchronize the operations to the wait statement in the circuit synthe-
sized from that model. Since the model has only one wait, all operations will execute
in one clock cycle.
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Let us consider now Example 3.2.7 and let us add a wait statement before the first
operation. A synthesis policy could be to assume that the three tasks are synchronized to
the clock and that the second task follows the first, because of a data dependency. The
difference from the finite-state machine example lays in the fact that all tasks may not
be completed in a single cycle. The delays of the tasks may even be unknown before
their synthesis is performed. Assuming that in the synthesized implementation each task
takes one cycle to execute, the overall implementation of the fragment would execute
in two cycles. On the other hand, a simulator would execute the three tasks in a single
cycle.

In order to avoid the mismatch between the timing of the behavioral simulation
and of its implementation, additional wa it statements can be introduced. For example,
consider the following model:

wait until clock’event and cliock='1";
ir <= fetchi{pc);
wait until clock’ecvent and clock='1";
case iv is
when => AND
acc <= rega and regb;
when =» OR
ace <= rega or regb;
when =» XOR
acc <= rega xor regb;
when =»> ADD
acc <= rega + regh;
end case;

pc <= pc + 1 -

The model forces the simulator to delay the second and third tasks. A consistent»
synthesis policy of interpretation of wait statements is considering them as boundaries
for the operation time frames. Thus all start times of the operations can be predetermined.
This policy has been used in the CaLLAS system [16].

Several synthesis policies have been proposed and used. As far as the timing
interpretation of behavioral models, the spectrum of solutions that they propose range
from considering just the partial order of the operations in each block to defining a
complete order on them. In the sequel, we shall not refer to any specific policy but
consider mainly the two limiting cases. Thus we interpret behavioral models as either
partial-or linear orders of tasks.

3.2.4 HDLs Used for Synthesis

We describe in this section some of the major languages in use today. In particular, we
focus on the procedural languages VHDL, Verilog and UDL/I and on the applicative
language Silage. We do not intend to describe the syntax of these languages. We refer
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the interested reader to the user’s manuals and to the related literature {2, 8, 10, 15,
18, 20, 22]. Instead we survey here the major features of the languages and the major
semantic differences.

VHDL. VHDL was developed as a part of the VHSIC project sponsored by the U.S.
Department of Defense. It became an IEEE standard in 1987 and it is now very
widespread. VHDL borrowed some features from the ADA language. It was born as
a language for specifying large systems. Readability was preferred to writability, and
consequently the language is fairly verbose,

A VHDL model of a circuit is a design entity. The entity consists of two com-
ponents, the interface description and the architectural body. The interface specifies
the circuit ports, the architecture its contents.

Example 3.2.9. A half-adder circuit would be described by the following interface:

entity HALF_ADDER is
port(a, b: in bit; sum,carry: out bit);
end HALF_ADDER

Architectural bodies for the half-adder were shown in Examples 3.2.1 and 3.2.3.

The architectural body can have three different flavors: structural, behavioral
and data flow. A structural architectural body describes an interconnection. A behav-
ioral architectural body inciudes processes that are encapsulations of sequential state-
ments with an imperative semantics. A data-flow architectural body is an additional
style to model concurrent signal assignments. An example of a data-flow architectural
body can be derived from Example 3.2.3, where the process statement is removed.
All assignments are then concurrent, while respecting data dependencies. A VHDL
model can include bodies with different flavors.

VHDL supports several data types, and it is a strongly typed language, in that
all variables must be explicitly declared [1]. The user can also define its own types.
The language supports constants, variables and signals. Variables are not directly
related to hardware; they can be used internally in behavioral models. Signals are a
generalization of variables. They relate to electrical signals that can traverse ports and
have a time dimension, i.e., signal delays can be specified. The language supports
the usual control-flow constructs, such as function and procedure call, branching and
iteration. The wait statement is used to synchronize the execution to events, and
therefore it is useful in conjunction with concurrent process modeling. VHDL is highly
modular, Blocks (i.e., statements encapsulated by the begin and end keywords)
can have a guard that enables certain types of statements inside the block. Logical,
relational and arithmetic operators are provided, but the arithmetic operators apply
only to the integer and real data types. Therefore the user has to provide his or her
own procedures to perform arithmetic operations on bit vectors. VHDL allows the
overloading of the operators, i.e., the redefinition of an operator according to the type
of the operands.
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In VHDL, data types, constants and subprograms can be defined inside entity
declarations and inside architecture bodies. They are not visible elsewhere. To cbviate
the problem, VHDL. provides also a package mechanism to encapsulate declarations
and subprograms that can be referenced elsewhere. This enables the design team to
build libraries of commonly used declarations and functions into packages. This feature
enhances the modularity and reusability of the models, and it is especially useful for
large programs. For example, there exists a common standard logic package that
defines the logic types, primitives and functions. '

Example 3.2.10. We present here a complete example of the VHDL behavioral model
of the circuit integrating a differential equation proposed in Example 1.5.3. This model
shows explicitly that the ports are read after signal start raises and that each loop
iteration is synchronized to the clock signal. Note that the model could be described
in different but equivalent ways.

package mypack is
subtype bit8 is integer range 0 to 255;
end mypack;

use work.mypack.all;
enticty DIFFEQ is

port(
dx_port, a_port, x_port, u_port : in bit8;
v_port : inout bit8;
clock, start : in bit };

end diffeg;

architecture BEHAVIOR of DIFFEQ is

begin
process

variable x, &, vy, u, dx, %1, ul, yl: bit8;
bhegin

wait unril start’event and start = 71';

X = X_port; y = y_port; a := a_port;

u := u port; dx := dx port;
DIFFEQ_LOOP:
while { x <« a ) loop

walt until clock’event and clock = '17;

x]l := x + dx;

ul = u ~ (3 * x *u *dx) - {3 *y * dx);
vl =y + (u * dx);

x 1= xl; u :=ul ; vy := vyl;

end loop DIFFEQ_LOOP;

Y_pOrt <= ¥;
end process;
end BEHAVIOR;

VERILOG. Verilog was developed as a proprietary language first and then was opened
to the public in the late 1980s. The language was conceived for modeling and sim-
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ulating logic circuits at the functional (i.e., architectural), logic and switch levels. In
contrast with VHDL, the language is concise in its syntax. It is also more limited in
capabilities than VHDL, but it supports all major features for circuit modeling and
stepwise refinement. We consider here the behavicral and structural views, which can
be intermixed. We begin by repropesing Examples 3.2.1 and 3.2.3 in Verilog. Verilog
does not require a distinction between the interface and the body specification.

Example 3.2.11. This is a structural representation of a haif-adder in Verilog:
module HALF_ADDER (a , b , carry , sum);

input a , b;
output carry, sum;

and
Gl {carry, a , b):
Xor
G2 (sum, a , b):
endmodule

In Verilog and and xor are language primitives.

Example 3.2.12. The following is a behavioral representation of a half-adder in Ver-
ilog: )

module HALF_ADDER (a , b , carry . sum};
input a ., b;
output carry, sum;

assign carry = a & b ;
assign sum = a b

endmodule

Verilog supports two major kinds of assignments. The continuous assignment,
with the keyword assign, denotes an immediate assignment. The procedural as-
signment, without the keyword assign, is an assignment that happens when the
statement is executed.

Verilog supports two major data types: register and net. The language
supports the usual control-flow statements, such as branching and iteration, as well as
model calls of two types: function and subroutine, the latter named task. The wait
statement serves the purpose of synchronizing operations or concurrent processes.
Behavioral models are divided into an initialization portion, preceded by the keyword
init+zl and a sequence of statements whose execution repeats forever, preceded
by the keyword always. Also Verilog has a discrete-event timing semantics. Hence
most considerations for synthesis of VHDL models apply to Verilog models too.

Example 3.2.13. We present here a Verilog behavioral model of the circuit proposed
in Example 1.5.3. This model shows that the computation is delayed until signal start
raises and that each loop iteration is synchronized to the clock signal.
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module DIFFEQ (x, y, u , dx, a, clock, start);
input [7:0] a, dx;
inout [7:0] %, y, u;

input clock, start;
reg [7:01 x1, ul, vl;
always
begin
wait { start);
while { x < a )
begin
x]l = x + dx;
ul = u - (3 * x * u * dx) - (3 * y * dx);

¥yl =y + (u * dxj;
@ (posedge clock);
¥ =xl; u=ul ; v = vl;
end
endmodule

It is instructive to contrast the model to the VHDL mode] of Example 3.2.10,

UDL/, The Unified Design Language for Integrated circuits (UDL/T) was developed
in Japan with the goal of providing a common interchange format among manufac-
turers and to motivate common CAD tool development [10]. The language objectives
included defining circuit specifications that could be used for simulation, synthesis and
verification. Hence, a separation has been defined between the simulation constructs
and the others.

The language supports behavioral, structural and primitive views, the last con-
fined to the definition of function primitives. Structural descriptions involve a listing
of the components and a listing of the nets. Delay‘é can be added as attributes to
nets.

Example 3.2.14. Let us consider the structural description of the half-adder.

inputs: a,b:;

ocutputs: sum, carry;

types: and (Il#inputs, IZ2#inputs, Tl#outputs),
xnor [(Il#Inputs, IZ2#Inputs, Tl#outputs);

and: G1;

xnor: G2;

net_gection;

N1 = from [.a) to (G1.I1};
N2 = from {.D) to (Gl.1I2);
N3 = from (.a) to (G2.I1};
N4 = from (.b} to {G2.I2);
N5 = from (Gl.Tl} to (.carry);
N6 = from (G2.T1l} to {.sum);

end_section;
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Note that all nets are listed. Primary inputs and outputs are referred to as starting with a
dot. Pins on instances are labeled by the name of the instance and the local terminal.

The behavioral view supports several features, including the common ones like
the assignments of expression to variables and the branching constructs. There is
no iteration construct in UDL/L. The ar statement can bind a specific action to an
event, like a clock transition. In addition, in UDL/ it is possible to refer directly to
hardware facilities [e.g., registers, latch, random-access memory (RAM), read-only
memory (ROM), PLA, terminal]. A specific construct, called automaton, can be
used to model finite-state machines, as shown by Example 3.2.6.

The formal semantics of UDL/ is defined by a small subset of the language,
called core subset. Formal rules are provided (o translate each construct of the language
into the subset. The subset is related to three types of circuit primitives: (i) a facility,
i.e., a memory array or a port; {ii} a combinational function; and (iii) a storage element,
like a register, latch or memory. The transformation rules make the interpretation of
UDL/I models unambiguous.

Example 3.2.15. Let us consider now the differential equation integrator. Iteration is
modeled by sensitizing the model to clock. Bidirectional signals are described by the
BUS construct:

NAME: DIFFEQ;

PURPOSE: Synthesis;

LEVEL: end;

INPUTS: start, al7:0], dx[7:0];
BUS: x<7:0>, yv<7:0>, u<7:0>;
CLOCK: ciock;

BEHAVIOR_SECTION
REGISTER: x1<7:0>, v1<7:0>, ul<7:0>;

BEGIN
AT clock & start & (x <« a) DO
®x1 1= x + dx;
ul 1= u - (3 * x * u * du) - (3 * v * dx};
vl =y + (u * dx):
® 1= xl; u = ul ; ¥y := yl;
END_DO;
END_SECTICN;
END;
CEND;

SILAGE. Silage is an applicative language developed by Hilfinger [8]. The basic
object in Silage is a signal that is a vector with as many elements as the time points
of interest. The fundamental operation is the function call, similar to that represented
in Example 3.2.4. Each call is an expression of delayed values of the variables, and
it expresses what happens during a single sample interval. The order of the calls
is irrelevant. A Silage description can be made equivalent to a signal flow graph,
Therefore the language is well suited for DSP applications. Multi-rate descriptions are
possible using the primitive functions decimate and interpolate,



114 crcurts aND MODELS

The language supports also branching and iteration on the metavariables de-
scribing signal arrays.

Example 3.2.16. We present again the differential eguation integrator, proposed in Ex-
ample 1.5.3, in Silage. The model consists of a function invocation. In the model, x, y, &
are vectors, the second representing the value of the function being integrated at each
time step. :
The iterative construct, whose syntax is {Jj:lower_bound. .upper_bound}
assignment, has a fixed number of iterations NMAX. A branching construct
breaks the loop when the integration interval has been covered, i.e., when x[1] »= a:

#define W fix<18,0» - .
#define NMaX 1000 /* Maximumg number of iterations */

function diffeq { Xinport, DXport, Aport, Yinport, Ulinport : W)
Xoutport, Youtport, Uoutport : W =

begin
x[0] = Xinport; a = Aport; dx = Diport;
y[0] = Yport; a[0) = Uinporc;
{1 1 .. NMAX )
begin
xiil = ®w(i-27 + dx;
ulil = uli-1] - {3*x{i-1 *uli-1]*dx} - (3*y[i-1]+*dx);:

viil = yii-11 + {(uli-1] * dx);

(Xoutport, Youtport, Joutport) =
exit (x[1] =»= ai
x> odx[il, ylix, ulil) || (0,0 /* export variables */
tixe;
end;
end;

The language supports an annotation construct, called pragma, that can be used
to describe constraints. For example, pragma statements can associate operations to
the hardware resources to be used in an implementation. As a result, constraints on
the operation concurrency in a synthesized implementation can be modeled by the use
of pragmas.

SOME COMPARISONS OF HDLS USED FOR SYNTHESIS. Hardware description lan-
guages have to satisfy multiple criteria, and hence it is meaningless to search for
the . “best” language. Valid measures of the value of a language are hardware ex-
pressing power, support for computer-aided simulation, synthesis and verification and
distribution.

As far as hardware expressing power is concerned, different languages are suited
to the design of different classes of circuits. Whereas VHDL and Verilog support
general circuit design, Silage is better suited toward describing DSP data paths and
filters. UDL/I supports modeling in terms of interconnected finite-state machines.
Circuits with complex control functions can be best described by procedural languages.
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Availability of CAD tools for processing hardware models is a key factor for the
widespread use of HDLs. At present, few CAD tools have been developed for UDL/L.
Silage has been used mainly in the specific domain of DSPs, where architectural-level
synthesis tools have been fairly successful. Synthesis and simulation tools from VHDL
and Verilog have been developed and used. Synthesis policies have been proposed
and used with restrictions to subsets of the languages, especially in the case of VHDL,
because of the complexity of the full language.

VHDL and Verilog are widespread worldwide. Many deengners are using VHDL
because of economic factors related to marketing their products. UDL/T is used by
some academic and industrial sites in Japan.

3.3 ABSTRACT MODELS

We present in this section some abstract models that are used to represent different
circuit views at the logic and architectural levels. They are based on graphs.

3.3.1 Structures

Structural representations can be modeled in terms of incidence structures. An inci-
dence structure consists of a set of modules, a set of nets and an incidence relation
among modules and nets. A simple model for the structure is a hypergraph, where the
vertices correspond to the modules and the edges to the nets. The incidence relation
is then represented by the corresponding incidence matrix. Note that a hypergraph is
equivalent to a bipartite graph, where the two sets of vertices correspond to the mod-
ules and nets. An alternative way of specifying a structure is to denote each module
by its terminals, called pins (or ports), and to describe the incidence among nets and
pins.

Often the incidence matrix is sparse, and netlists are a more efficient means of
description. A netlist enumerates all nets of a given module {module-oriented netlist)
or all modules of a given net (net-oriented netlist).

Example 3.3.1. Consider the example of Figure 3.5 (a). There are three modules, three
nets and seven pins. The module-net incidence matrix is:

111
110
11

" The éorresponding hypergraph and bipartite graphs are shown in Figures 3.5 (b} and (c),
respectively. A module-oriented netlist is the following:

ml: nl,n2,n3
m2: nl,n2
m3: n2, n3
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nl
)
P3
n2
1 p4
pS
mlpﬁ 2 p7 m3
(a) (b) (c)
FIGURE 3.5

Example of a structure: (a) modules, nets and pins; (b) hypergraph: (c) bipartite graph.

Incidence structures can be made hierarchical in the following way. A leaf
module is a primitive with a set of pins. A non-leaf module is a set of modules, called
its submodules, a set of nets and an incidence structure relating the nets to the pins
of the module itself and to those of the submodules.

Example 3.3.2. Consider the previous example. We assume now that the structure is
hierarchical and that module m?2 has submodules. Figure 3.6 shows the details of module
m2. which consists of submodules m21 and m22, subnets n21 and n22 and internal pins
p21, p22, p23, p24 and p25.

3.3.2 Logic Networks

A generalized logic network is a structure, where each leaf module is associated with a
combinational or sequential logic function. While thissconcept is general and powerful,
we consider here two restrictions to this model: the combinational logic network and
the synchronous logic network.

The combinational logic network, called also logic network or Boolean network,
is a hierarchical structure where:

e Each leaf module is associated with a multiple-input, single-output combinational
logic function, called a local function.

e Pins are partitioned into two classes, called inputs and outputs. Pins that do not
belong to submodules are also partitioned into two classes, called primary inputs
and primary outputs.

m2

p2l p22 n2l
r2 m21 [

p25

24 Al mPR

n22

FIGURE 3.6
p3 Example of a hierarchical structure: details of m2.
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o FEach net has a distinguished termina}, called a source, and an orientation from
the source to the other terminals. The source of a net can be either a primary
input or a primary output of a module at the inferior level. (In particular, it may
correspond to the output of a local function.)

e The relation induced by the nets on the modules is a partial order.

Example 3.3.3. Figure 3.7 shows a logic network with three primary inputs, two modules
and two primary outputs.

Logic networks are usually represented by graphs. We consider here the non-
hierarchical case, for the sake of simplicity and because its extension is straightfor-
ward. A logic network graph, G,(V, E), is a directed graph, whose vertex set V is
in one-to-one correspondence with the primary inputs, local functions (i.e., modules)
and primary outputs. The set of directed edges E represents the decomposition of the
multi-terminal nets into two terminal nets. Note that the graph is acyclic by definition,
because the nets induce a partial order on the modules.

Example 3.3.4. A logic network graph is shown in Figure 3.8, corresponding to the
structure of Figure 3.7. The graph has three input vertices, labeled v,, v and v, two
output vertices (v, and v,) and two intemal vertices (v, and v,;) corresponding to the
logic functions. Note that the three-terminal net, whose sonfee is the output of the module
corresponding to vertex v, is represented by twoe edges in the graph.

In general, a logic network is a hybrid structural/behavioral representation, be-
cause the incidence structure provides a structure while™he logic functions denote
the terminal behavior of the leaf modules. Indeed some of these functions could not
be implemented as such, because of technology-dependent fan-in limitations. For ex-
ample, a 64-input AND function could be represented by a local functicn of a logic
network. The actual implementation, where the AND function is split into a tree of
AND gates, would correspond then to a different structure. In the particular case where
a logic network denotes an interconnection of logic gates (possibly represented by

E 9=P+C |y FIGURE 3.7
N H Example of a logic network.

o FIGURE 3.8
Example of a logic network graph.
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their functions}), it is a purely structural representation. It is called a bound or mapped
network in jargon.

In most cases, logic networks are used to represent multiple-input/output logic
functions in a structured way. Indeed, logic networks have a corresponding unique
input/output combinational logic function that can be obtained by combining the local
functions together to express the primary outputs in terms of the primary inputs. Often
the input/output functions cannot be easily represented in standard forms, such as sum
of products or binary decision diagrams, because of the size. This is one reason for
using the logic network model. Note though that this model is not a unique repre-
sentation of a combinational function. Combinational logic networks are described in
detail in Section 8.2.

The synchrorous logic network model is a generalization of the combinational
logic network model, to support the description of sequential synchronous circuits. In
this model, leaf modules can implement multiple-input single-output combinational
logic functions or synchronous delay elements, Nets are not required to induce a partial
order on the modules, Nevertheless, the subset of the nets whose source is not a delay
element must induce a partial order on the modules to model the requirement that in a
synchronous circuit there are no combinational feedbacks. The synchronous network
model and the corresponding synchronous network graph are described in detail in
Section 9.3.1.

3.3.3 State Diagrams

The behavioral view of sequential circuits at the logic level can be expressed by
finite-state machine transition diagrams. A finite-statc machine can be described [9]
by:

e A set of primary input patterns, X.

o A set of primary output patterns, Y.

e A set of states, 3.

o A state transition function, § : X x § — S.

o An output function, A : X x § — Y for Mealy models or & : § — Y for Moore
models.

e An initial state.

The state transition table is a tabulation of the state transition and output func-
tons. Its corresponding graph-based representation is the state transition diagram.

The state transition diagram is a labeled directed multi-graph G,(V, E), where
the vertex set V is in one-to-one correspondence with the state set § and the directed
edge set E is in one-to-one correspondence with the transitions specified by &. In
particular, there is an edge (v;, v;) if there is an input pattern x € X such that
d(x,s)) =s; Vi, j = 1,2,....|S|. In the Mealy model, such an edge is labeled by
x/A(x,s;). In the Moore model, that edge is labeled by x only; each vertex v; € S is
labeled by the correspending output function A(s;).
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Example 3.3.5. We describe here a Mealy-type finite-state machine that acts as a syn-
chronizer between two signals. The primary inputs are a and b, plus the reset signal r,
There is one primary output ¢ that is asserted when both a and b are simultaneously
true or when one is true and the other was true at some previous time. The finite-state
machine has four states. A reset state s,. A state memorizing that ¢ was true while b
was false, called s, and a similar one for b, called s,. Finally, a state corresponding 1o
both @& and b being, or having been, true, called s5. The state transitions and the output
function are annoctated on the diagram in Figure 3.9.

It is sometimes convenient to represent finite-state machine diagrams in a hier-
archical way, by splitting them into subdiagrams. Each subdiagram, except the root,
has an entry and an exit state and is associated with one (or more) calling vertex of
a diagram at the higher level in the hierarchy. Each transition to a calling vertex is
equivalent to a transition into the entry state of the corresponding finite-state machine
diagram, A transition into an exit state corresponds to return to the calling vertex.

Hierarchical diagrams are used in synthesis for assembling the finite-state ma-
chine transition diagram in a modular way. They are also used for specification, to
manage the size of large representations.

Example 3.3.6. A hierarchical state transition diagram is shown in Figure 3.10. There
are two levels in the diagram: the top level has three states, the other four. A transition
into calling state 5o, is equivalent to a transition to the entry state of the lower level of
the hierarchy, i.e., into 5,5. Transitions into 5,3 correspond to a transition back to sg;. In
simple words, the dotted edges of the diagrams are wraversed immediately.

-

3.34 Data-flow and Sequencing Graphs

We consider here models that abstract the information represented by procedural
HDLs with imperative semantics. Abstract models of behavior at the architectural

a'b’+ri0

FIGURE 3.9
Example of a state transition diagram of a
synchronizer finjte-state machine.
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FIGURE 3.10
Example of a hierarchical state transition diagram,

level are in terms of tasks (or operations) and their dependencies. Tasks may be No-
Operations (NOPs), i.e., fake operations that execute instantaneously with no side
effect. Dependencies arise from several reasons. A first reason is availability of data,
When an input {0 an operation is the result of another operation, the former operation
depends on the latter. A second reason is serialization constraints in the specification.
A task may have to follow a second one regardless of data dependency. A simple
example is provided by the two following operations: loading data on a bus and
raising a flag. The circuit medel may require that the flag is raised after the data
are loaded. Last, dependencies may arise because twt tasks share the same resource
that can service one task at a time. Thus one task has to perform before the other.
Note, though, that, in general, dependencies due to resource sharing are not part of
the original circuit specification, because the way in which resources are exploited is
related to the circuit implementation.

Data-flow graphs represent operations and data dependencies. Let the number
of operations be n,,;. A data-flow graph G,(V, E) is a directed graph whose vertex
set V ={v; i =1,2,..., nyp) is in one-to-one correspondence with the set of tasks.
We assume here that operations require one or more operands and yield one or more
results (e.g., an addition with two addends yielding a result and an overtlow flag). The
directed edge set E = {(vi, v;); i, j = 1,2,..., Ryp) is in comespondence with the
transfer of data from an operation to another one. Data-flow graphs can be extended
by adding other types of dependencies, such as task serialization, that are represented
by additional directed edges.

The data-flow graph model implicitly assumes the existence of variables (or
carriers), whose values store the information required and generated by the operations.
Each variable has a lifetime that is the interval from its birth to its death, where the
former is the time at which the value is generated as an output of an operation and the
latter is the latest time at which the variable is referenced as an input to an operation.
The model assumes that the values are preserved during their lifetime, i.e., that some
sort of storage (registers in case of synchronous implementations) is provided,
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Example 3.3.7. Consider the following model fragment, from Example 1.5.3, describing
a set of computations.

xl = x +dx;

wl = u— B*exxuxdx)y— 3*y*xdx),
vl = vtuxdx,

c = xl <a;

The four assignments in the model can be broken down into a set of 11 simple op-
erations such as addition, subtraction, multiplication and comparison, The data-flow graph
representation of these tasks is shown in Figure 3.11. There are 11 vertices, labeled by
numeric identifiers. The input and output data, represented by variables {x, y, i, dx, a, 3}
and by {x{, ¥i, ul, ¢}, respectively, are explicitly marked on the edges.

Note that the program fragment could have been represented by different data-flow
graphs by exploiting the commutativity and associativity of addition and multiplication.

Control-flow information, related to branching (or conditional) and iteration
(or loop) constructs, can also be represented graphically. Many different models have
been proposed to represent control/data-flow graphs (CDFGs) {5, 17, 23]. The simplest
approach is to extend further data-flow graphs by introducing branching vertices that
represent operations that evaluate conditional clauses. A branching vertex is the tail
of a set of alternative paths, corresponding to the possible branches. Iteration can be
modeled as a branch based on the iteration exit condition. The corresponding vertex
is the tail of two edges, one modeling the exit from the loop and the other the return
to the first operation in the loop.

We consider in this book one particular abstract model for tasks subject to
data- and control-flow dependencies. This model will be used consistently to describe
synthesis algorithms and the proof of their properties. The model is called sequencing

xl

FIGURE 3.11
Example of a data-flow graph.
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graph and it is a hierarchical control/data-flow graph, where control-flow primitives
such as branching and iteration are modeled through the hierarchy, whereas data-flow
and serialization dependencies are modeled by graphs. In addition, the hierarchical
model supports a model call, i.e,, the encapsulation of subsets of operations and their
dependencies into blocks that can be multiply invoked.

To be more specific, we call sequencing graph G(V, E) a hierarchy of directed
graphs. A generic element in the hierarchy is called a sequencing graph entiry, when
confusion is possible between the overall hierarchical model and a single graph. A
sequencing graph entity is an extended data-flow graph that has two kinds of vertices:
operations and links, the latter linking other sequencing graph entities in the hierarchy.
Sequencing graph entities that are leaves-of the hierarchy have no link vertices.

Let us consider first a sequencing graph entity that has only operation vertices,
e.g., a non-hierarchical model or an entity that is a leaf of the hierarchy. The vertex
set V is in one-to-one correspondence with the operations. The edge set E models the
dependencies due to data flow or senalization. The graph has two major properties.
First, it is acyclic. Hence it models a partial order on the tasks. Acyclic dependencies
suffice because iteration is modeled outside the graph entity, as shown later. Second,
the graph is polar; i.e., there are two vertices, called source and sink, that represent the
first and last tasks. Since there may not be a unique task to be executed first (or last)
in the circuit specification, the source and sink vertices always model No-Operations.
The source is the tail of directed edges to all those vertices representing the initial
operations and the sink is the head of directed edges from ali those representing the
final tasks.

The source and sink vertices are labeled by vy and vu,. respectively. Therefore
the graph has n,,; + 2 vertices and subscript » is interchangeable with n,,; + 1. The'

vertex set is then V = {v;; { = 0, 1,...,n) and the edge set £ = {(vi, v;); i, j =
0,1, ..., n} represents those operation pairs such that operation v; follows directly v;
foranyi, f =0, 1,..., n. We say that vertex v; is a predecessor (or direct predecessor)

of v; when there is a path (or an edge) with tail v; and head v;. Similarly, we say that
vertex v; is a successor {or direct successor) of v; when there is a path {or an edge)
with tail 1; and head v;. Note that paths in the graph represent concurrent (and not
alternative) streams of operations.

Example 3.3.8. Let us consider again the program fragment of the previous example
(with no senalization requirements). We shew in Figure 3.12 the corresponding sequenc-
ing graph. Note that we represent explicitly the source and sink vertices wy and wv,.
Vertices {1, v4. vs} are successors of vy, Vertex v, is the direct successor of vy,

Let us consider now a generic sequencing graph entity. The same considerations
presented above still apply, with the exception that some vertices are links to other
sequencing graph entities, representing model call, branching and iteration constructs.

A model call vertex is a pointer to another sequencing graph entity at a lower
level in the hierarchy. It models a set of dependencies from its direct predecessors
to the source vertex of the called entity and another set of dependencies from the
corresponding sink to its direct successors.
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FIGURE 3.12
. Example of a sequencing graph.

Example 3.3.9, An example of a hierarchical sequencing praph is shown in Figure
3.13, corresponding to the following code sequence: x =ax b,y = xxc;z2=a + b;
submodel(a, z), where submodel(m, n){p = m + n; g = m = n}. Vertex a,4, modeling
the call to submodel, links the two graph entities.

Branching constructs can be modeled by a branching clause and branching
bodies. A branching body is a set of tasks that are seiected according to the value of
the branching clause. There are as many branching bodies as the possible values of
the branching clause, and their execution is mutually exclusive. Branching is modeled
by associating a sequencing graph entity with each branching body and a link vertex
with the branching clause. The link vertex also models the operation of evaluating
the clause and taking the branching decision. The selection of a branch body is then
modeled as a selective model call 1o the corresponding sequencing graph.

Examptle 3.3.10. Figure 3.14 shows an example of a hierarchical sequencing graph cor-
responding to the following code sequence: x = ax by = x*xc;z2 = a+ b if
(z=20M{p =m+ n, g =m xn). The branching clause z > 0 is evaluated at vertex a.4.
There are two bodies of the branch, corresponding to the cases in which the branching
clause is TRUE or FALSE. Since no action is required when the clause is FALSE, the second
body is represented by No-Operations.

Iterative constructs are modeled by an iteration clause and an iteration body. An
iteration {(or loop) bedy is a set of tasks that are repeated as long as the iteration clause
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FIGURE 3.13
Example of a hierarchical sequencing graph.

FIGURE 3.14
Example of a hierarchical sequencing graph with a branching construct.



HARDWARE MODELING 125

LOOP BODY

FIGURE 3.15
. Example of a hierarchical sequencing
i e graph with an iteration construct.

is true. Iteration is modeled in sequencing graphs through the use of the hierarchy,
thus preserving the acyclic nature of the graph. Iteration is represented as a repeated
model call to the sequencing graph entity modeling the iteration body. The link vertex
models the operation of evaluating the iteration clause.

Example 3.3.11. We consider again the differential equaﬁon integrator circuit of Ex-
ample 1.5.3 [19]. Even though syntactically different representations exist, as shown in
Section 3.2, the circuit performs essentially three tasks: (i) reading input data; (i) iterat-
ing the evaluation of a set of statements (shown in Example 3.3.7); and (iii) writing the
result to a port.

The sequencing graph is shown in Figure 3.15. The loop body indicated in the
figure is the sequencing graph entity shown in Figure 3.12. The vertex labeled LOOP
evaluates the iteration clause c.

Also in this case, other equivalent graph models could be derived. Our particular
choice is motivated by the desire of keeping this example similar to what has been
presented in the literature [19].

The semantic interpretation of the sequencing graph model requires the notion
of marking the vertices. A marking denotes the state of the corresponding operation,
which can be (i) waiting for execution; (ii) executing; and (iii) having completed
execution. Firing an operation means starting its execution. Then, the semantics of
the model is as follows: an operation can be fired as soon as all its direct predecessors
have completed execution.

We assume that a model can be reset by marking all operations as waiting for
execution. Then, the model can be fired (i.e., executed) by firing the source vertex.
The model has completed execution when the sink has completed execution. Pipelined
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circuits can be modeled by sequencing graphs where the source is fired before the
sink has completed execution.

Some attributes can be assigned to the vertices and edges of a sequencing graph
model, such as measures or estimates of the corresponding area or delay cost. In
general, the delay of a vertex can be data independent or data dependent. Only data-
independent delays can be estimated before synthesis, Examples of operations with
data-dependent delay are data-dependent delay branching and iteration. For example,
a branch may involve bodies with different delays, where in the limit one branch body
can be a No-Operation (e.g., a floating point data normalization requiring conditional
data alignment). An example data-dependent iteration is given by an arithmetic divisor,
based on an iterative algorithm. .

Data-dependent delays can be bounded or unbounded. The former case applies
to data-dependent delay branching, where the maximum and minimum possible delays
can be computed. It applies also to some iteration constructs, where the maximum
and minimum number of iterations is known. The latter case is typical of some other
iteration constructs, as well as modeling external synchronization.

A sequencing graph model with data-independent delays can be characterized
by its overall delay, called latency. Graphs with bounded delays (including data-
independent ones) are called bounded-latency graphs. Else they are called unbounded-
latency graphs, because the latency cannot be computed.

We close this section by mentioning that the circuit behavior at the architectural
level can be modeled by Petri nets, A wide literature on Petri nets is available [21].
Petri nets can be cast as directed bipartite graphs, where vertices correspond to places
and transitions. The former can be thought of as states and the latter as operations.
The Petri net model is more general and powerful, agd it sets the framework to state
properties of general concurrent circuits. On the other hand, modeling and synthesizing
synchronous circuits can be achieved with simpler models, e.g., sequencing graphs
or equivalent control/data-flow graphs. Indeed, just one type of vertices suffices, and
there is no need to distinguish places from transitions. Petri nets fit better the modeling
requirements of asynchronous circuits, which are beyond the scope of this book.

3.4 COMPILATION AND BEHAVIORAL
OPTIMIZATION

We explain in this section how circuit models, described by HDL. programs, can be
transformed in the abstract models that will be used as a starting point for synthesis
in the following chapters. Most hardware compilation techniques have analogues in
software compilation. Since hardware synthesis followed the development of software
compilers, many techniques were borrowed and adapted from the rich field of compiler
design [1]. Nevertheless, some behavioral optimization techniques are applicable only
to hardware synthesis. We shall briefly survey general issues on compilation, where
the interested reader can find a wealth of literature, and we shall concentrate on the
specific hardware issues.

A software compiler consists of a front end that transforms a program into an
intermediate form and a back end that translates the intermediate form into the machine
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code for a given architecture. The front end is language dependent, and the back end
varies according to the target machine. Most modern optimizing compilers improve the
intermediate form, so that the optimization is neither language nor machine dependent.

Similarly, a hardware compiler can be seen as consisting of a front end, an
optimizer and a back end (Figure 3.16). The back end is much more complex than a
software compiler, because of the requirements on timing and interface of the internal
operations. The back end exploits several techniques that go under the generic names
of architectural synthesis, logic synthesis and library binding. We describe the front
end in Section 3.4.1 and the optimization techniques in Section 3.4.2. The back end
is described in the remaining chapters of this book.

34.1 Compilation Techniques

The front end of a compiler is responsible for lexical and syntax analysis, parsing and
creation of the intermediate form. A lexical analyzer is a component of a compiler
that reads the source model and produces as output a set of fokens that the parser then
uses for syntax analysis. A lexical analyzer may also perform ancillary tasks, such
as stripping comments and expanding macros. Metavariables can be resolved at this
point,

A parser receives a set of tokens. Its first task is to verify that they satisfy the
syntax rules of the language. The parser has knowledge of the grammar of the lan-
guage and it generates a set of parse trees. A parse tree is a tree-like representation of
the syntactic structure of a language. An example is shown in Figure 3.17. Syntactic
errors, as well as some semantic errors (such as an operator applied to an incompat-
ible operand), are detected at this stage. The error recovery policy depends on the

front end intermediate form back end
— lex [—w= parse optimization codegen E—
(a)
front end intermediate form back end
behavioral W
—- lex |—e= parse L -
Optimization —
I-binding
)]
FIGURE 3.16

Anatomies of software and hardware compilers.
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FIGURE 117

identifier identifier Example of a parse tree for the
q r statementa =p +g *r.

compiler and on the gravity of the error. Software tools can be used to create lexical
analyzers and parsers. Commonly used programs are lex and yacc provided with the
UNIX™operating system.

Whereas the front ends of a compiler for software and hardware are very similar,
the subsequent steps may be fairly different. In particular, for hardware languages,
diverse strategies are used according to their semantics and intent.

Let us consider structural languages first. An assignment in such languages
expresses a relation between pins (or modules) and nets. It is semantically equiva-
lent to an element of an incidence structure, as described in Section 3.3.1. Similarly,
there is a semantic equivalence between the notion of module call and hierarchical
structure. Therefore the parse trees can be readily transformed into (possibly hierar-
chical) netlists. Netlist specifications are usually preferred to matrices, because they
are more compact. In general, no optimization is done while compiling structural
languages.

Let us tum now to languages that model combinational logic circuits. The sim-
plest case is that of applicative languages that model the circuit by a set of Boolean
equations. Then, the semantics of the model corresponds exactly to that of a logic
network that is an interconnection of modules, each one characterized by a logic
equation. The compilation of a logic network is then straightforward, as in the case of
structural models. A more complex case is the one where the HDL has procedural se-
mantics, possibly with branching statements. Multiple assignments to a variable must
be resolved by means of some mechanism. This can be an interpretation policy, such
as those mentioned in Section 3.2, or an explicitly modeled resolution function. For
example, in the VHDL and Verilog language, signals can have different strengths,
therefore allowing us to model three-state operation, among others.

_ - Branching constructs can be used to model logic networks. A common way to
exploit branching is by means of conditional assignments to a variable. A branching
construct can be replaced by one logic expression, representing the disjunction of the
possible assignments in conjunction with the test on the clause. When the branching
construct does not specify an assignment for all values of the clause, the missing
assignments represent don't care conditions on that variable, unless there is another
assignment to that variable. The problem becomes more involved in the presence of
nested branching constructs. We refer the interested reader to [3] for details.
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Example 3.4.1. Consider the following model fragment of a combinational circuit:

>
1]

a + b;
a4 + C;

<
Il

Assume there are no other assignments to x and y. Then the model can be expanded to
x=gla+by+q'ab and y = g{a + ¢) with g’ as a don’r care condition for y, i.e., y
can take any value when g is false. Don’t care conditions can be used to simplify the
circuit model in different ways, e.g., by simplifying the expression for y to y = a + ¢.

Often, branching constructs test the value of a variable with an enumerated type.
A binary encoding of that variable is needed to generate a logic-level description, such
as that captured by a logic network. In some cases, it is convenient to represent the
values of such a variable as the state of the circuit and postpone the encoding to the
logic synthesis stage.

A sequential model of a finite-state machine is characterized by a set of actions
in coincidence with states and input patterns. In general, the state is declared by means
of a variable with an enumerated type. Then, the possible values of that variable can be
put in one-to-one correspondence with the finite-state machine states. The set of actions
are the bodies of a branching construct whose clause relates to the present state and
to the input values. They are in general combinational logic assignments. Therefore,
the compilation of finite-state machine models entails just the state recognition and
the processing of the combinational assignment statements.

Example 3.4.2, Consider the finite-state machine model of Example 3.2.5. The variable
STATE can take two values, called STATE_ZERO and STATE._ONE, that are in one-
to-one correspondence with the states. The assignment within the hodies specifies the
following state transition table:

Present state In Next state Out
STATE ZEROQ H STATE_ONE 0
STATE_ONE i STATE_ONE 1

STATEZERO or STATEONE 0  STATE_ZERO 0

The compilation of hardware models at the architectural level involves a full
semantic_ analyses that comprises data-flow and control-flow analyses and rype check-
ing. Semantic analysis is performed on the parse trees in different ways, for example,
by transforming the parse trees into an intermediate form. Type checking has some
peculiarities when compiling HDLs. Operations on vectors of Boolean variables are
checked for operand compatibility. Vectors may be padded with 1s or Os to achieve
compatibility in some cases.

The overloading of the arithmetic and relational operators has to be resolved at
this stage. Operations on Boolean vectors have to be mapped to hardware operators
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that do the corresponding function. For example, the sum of two Boolean vectors has
to be resolved as a link to an adder circuit. Similarly, the comparison of two integers,
to be implemented in the hardware by Boolean vectors, has to be mapped to a link to
a hardware comparator. Since the mapping to hardware resources is not always uni-
valent, because different hardware implementations have different area/performance
parameters, abstract hardware operators are used at this stage and the binding to
hardware resources is deferred to a later optimization stage (described in Chapter 6).

The semantic analysis of the parse trees leads to the creation of the intermediate
form, which represents the implementation of the original HDL program on an abstract
machine, Such a machine is identified by a set of operations and dependencies, and it
can be represented graphically by a sequencing graph. The hardware model in terms
of an abstract machine is virtual in the sense that it does not distinguish the area and
delay costs of the operations. Therefore, behavioral optimization can be performed on
such a model while abstracting the underlying circuit technological parameters.

We consider here procedural HDLs and we assume, for the sake of explanation
and uniformity, that the sequencing graph model of Section 3.3.4 is used as interme-
diate form. Note that other intermediate models could be used, with similar meaning
but different aspects. Similarly we assume here, for the sake of simplicity, that struc-
tured programming constructs are used (e.g., no unrestricted goto statements are
employed) and that each model has a single entry and a single exit point. This allows
us to interpret the hardware model as a sequencing graph that abides the definition
given in Section 3.3.4.

Control-flow and data-flow analyses determine the hierarchical structure of the
sequencing graph and the topology of its entities. The parse trees for each assignment
statement identify the operations corresponding to the vertices of each graph entity.
The edges are inferred by considering data-flow and serialization dependencies. Each
leaf entity of a hierarchical sequencing graph corresponds to a basic block in compiler
jargon.

Data-flow analysis comprises several tasks, and it is used as a basis for be-
havioral optimization. It includes the derivation of the variable lifetimes. Note that
sequencing graphs do not model explicitly the fact that variables need storage dur-
ing their lifetime, with a corresponding cost in terms of circuit implementation. When
considering hardware models with imperative semantics, multiple assignments to vari-
ables may occur. Variables preserve their values until the next assignment. Hence
variables may correspond to registers in the hardware implementation. Alternatively,
they may correspond to wires, when the information they carry is readily consumed.
The hardware implementation of variables is decided upon at later stages of architec-
tural synthesis. It is often convenient to rename instances of variables, so that each
instance has a single assignment and, of course, to resolve the references appropriately.
A scheme for variable renaming is presented in reference [11].

An important issue for hardware synthesis is to propagate the hardware con-
straints specified implicitly or explicitly in the HDL models. Let us consider first
the timing interpretation of the model. Some synthesis policies interpret wait state-
ments as boundaries on the time frame of the operations. In this case, the sequencing
graph derived from the HDL model has a timing annotation for the start time of the
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operations. It is called a scheduled sequencing graph. Alternatively, explicit timing
constraints may be specified by labeling operations and providing the means for ex-
pressing minimum and maximum timing separations between the start times of pairs
of operations. Such constraints are annotated to the model and provide constraints
for architectural optimization (Section 5.3.3). In this case, as well as when no timing
constraints are specified, the schedule of the sequencing graph can be optlmlzed by
specialized algorithms, such as those described in Chapter 5.

Constraints may also link operations to hardware operators. For example, the
model may require the use of a particular adder implementation for a specific addition.
Such constraints can be seen as hints to be followed by hardware synthesis tools.
Constraints will be described in detail in Chapter 4.

3.4.2 Optimization Techniques

Behavioral optimization is a set of semantic-preserving transformations that minimize
the amount of information needed to specify the partial order of tasks. No knowledge
about the circuit implementation style is required at this stage. The latitude of ap-
plying such optimization depends on the freedom to rearrange the intermediate code.
Therefore, models that are highly constrained to adhere to a time schedule or to an
operator binding may benefit very little from the following techniques,

Behavioral optimization can be implemented in different ways. It can be applied
directly to the parse trees, or during the generation of the intermediate form, or even
on the intermedtate form itself, according to the different cases. For the sake of expla-
nation, we consider here these transformations as applied to sequences of statements,
ie., as program-level transformations.

We review here the major techniques that are applicable to a broad class of
circuits. We do not consider those methods that are specific of particular applications,
such as concurrency-enhancing transformations for DSP design. Algorithms for be-
havioral optimization of HDL models can be classified as data-flow and control-flow
oriented. The former group resembles most the transformations applied in software
compilers. They rely on global data-flow analysis of the intermediate form.

Before delving into the description of the transformations, it is important to
stress the different impact of assignments that use arithmetic versus logic operators.
Hardware arithmetic operators (e.g., adders, multipliers) have non-negligible cost, and
very often they accept at most two operands. Therefore, arithmetic assignments with
more than two inputs have to be split into two-input ones, as shown below. Conversely,
complex lagic gates can implement expressions with several logic operators and inputs.
As a result, logic assignments can be treated as single entities. Optimization of logic
expression is best performed by logic-level optimization algorithms, such as those
presented in Chapter 8,

DATA-FLOW-BASED TRANSFORMATIONS. These transformations are dealt with in
detail in most books of software compiler design [1, 14, 24].
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Tree-height reduction. This transformation applies to the arithmetic expression
trees and strives to achieve the expression split into two-operand expressions, so
that the parallelism available in hardware can be exploited at best. It can be seen
as a local transformation, applied to each compound arithmetic statement, or as a
global transformation, applied to all compound arithmetic statements in a basic block.
Enough hardware resources are postulated to exploit all parallelism. If this is not the
case, the gain of applying the transformation is obviously reduced.

Example 3.4.3. Consider the following arithmetic assignment: x = a + b+ ¢ + d; this
can be trivially splitas x —a+»b; x =x+c; x = x+d;. It requires three additions in
series. Alternatively, the following split can be done: p = a+b: g =c+d; x = p+yq;,
where the first two additions can be done in parallel if enough resources are available
(in this case, two adders). The second choice is better than the first one, because the
corresponding implementation cannot be inferior for any possible resource availability.

Tree-height reduction was studied in depth as an optimization scheme for soft-
ware compilers [14]. It is used in hardware compilers mainly as a local transformation,
because of the limited parallelism in basic blocks. Tree-height reduction exploits some
properties of the arithmetic operations, with the goal of balancing the expression tree
as much as possible. In the best case, the tree height is O (log n,,,) for n,,, operations,
and the height is proportional to a lower bound on the overall computation time.

The simplest reduction algorithm uses the commutativity and associativity of
the addition and multiplication. It permutes the operands to achieve subexpressions
involving the same operator, which can be reduced by using the associative property.

Example 3.4.4. Consider the following arithmetic assignment: x = a + b % ¢ + d:.
By using commutativity of addition, we get x = a +d + b % ¢;, and by associativity
x = {a+d) + b *c;. The transformation is shown in Figure 3.18.

A further refinement can be achieved by exploiting the distributive property,
possibly at the expense of adding an operation.

(a) (b)

FIGURE 3.18
Example of tree-height reduction using commutativity and distributivity,
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Example 3.4.5. Consider the following arithmetic assignment: x = a*(bxc*d+e);. By
using commutativity of addition, no reduction in height is possible. By using distributivity
instead, we can write x = a * b * ¢ * d + a * e;, which has a tree of height 3 and
one additional operation. The transformation is shown in Figure 3.19. Note that two
multipliers are necessary for reducing the computation time by this transformation.

Other tree-height reduction algorithms can exploit expression factorization tech-
niques. We refer the interested reader to Kuck’s textbook [14] for the computation of
bounds on the tree height and for further details.

Constant and variable propagation. Constant propagation, also called constant
folding, consists of detecting constant operands and pre-computing the value of the
operation with that operand. Since the result may be again a constant, the new constant
can be propagated to those operations that use it as input.

Example 3.4.6. Consider the following fragment: a =0; b=a+1; ¢=2=5;,. Tt
can be replaced by a =0; b=1 e=2:.

Variable propagation, also called copy propagation, consists of detecting the
copies of variables, i.e., the assignments like x = ¥, and using the right-hand side in
the following references in place of the left-hand side. Data-flow analysis permits the
identification of the statements where the transformation can be done. In particular,
the propagation of y cannot be done after a different reassignment to x. Variable
propagation gives the opportunity to remove the copy assignment. Note that copy
assignments may have been introduced by other transformations.

Example 3.4.7. Consider the following fragment: ¢ = x; b=a+1; ¢=2%a;. It
can be replaced by « = x1 b= x+1: ¢ = 2=*x;. Statement ¢ = x; may then be
removed by dead code elimination, if there are no further references to a.

(a) (b)

FIGURE 3.19
Example of tree-height reduction using the distributive property.
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Common subexpression elimination. The search for common logic subexpressions
is best done by logic-level optimization algorithms, described in Section 8.3. The
search for common arithmetic subexpressions relies in general on finding isomorphic
patterns in the parse trees. This step is greatly simplified if the arithmetic expressions
are reduced 10 two-input ones. Then, this transformation consists of selecting a target
arithmetic operation and searching for a preceding one of the same type and with the
same operands. Operator commutativity can be exploited. Again, data-flow analysis
is used in the search to ensure that in any matching expression the operands always
take the same values. When a preceding matching expression is found, the target
expression is replaced by a copy of the variable which is the result of that preceding
matching expression.

Example 3.4.8, Consider the following fragment: a = x4y, b=a+1;, c=x+y;.
It can be replaced by a = x +y; b =a+ 1. ¢ = a;. Note that a variable copy has
been introduced for variable @ that can be propagated in the subsequent code.

Dead code elimination. Dead code consists of all those operations that cannot be
reached, or whose result is never referenced elsewhere. Such operations are detected
by data-flow analysis and removed. Obvious cases are those statements following a
procedure return statement. Less obvious cases involve operations that just precede
a return statement and whose results are not parameters of the procedure or de not
affect any of its parameters.

Example 3.4.9. Consider the following fragmentt a = x; b=x4+1; c=2+%x;. I

variable a is not referenced in the subsequent code, the first assignment can be removed.
Operator strength reduction, Operator strength reduction means reducing the cost
of implementing an operator by using a simpler one. Even though in principle some
notion of the hardware implementation is required, very often general considerations
apply. For example, a multiplication by 2 (or by a power of 2) can be replaced by a
shift. Shifters are always faster and smaller than multipliers in many implementations.

Example 3.4.10. Consider the following fragment: @ = x?; b = 3 = x;. It can be

replaced by a =x+x: r=x<<1; b=x+1;.

Code motion. Code motion often applies to loop invariants, i.e., quantities that are
computed inside an iterative construct but whose values do not change from iteration
to iteration. The goal is to avoid the repetitive evaluation of the same expression.

. l:'Jxample 3.4.11. Consider the following iteration construct: for (f = 1;i <a=*b}{ ...}
where variables @ and b are not updated in the loop. Tt can be transformed to t = a * b;
for i=1i=<8{...}.

CONTROL-FLOW-BASED TRANSFORMATIONS. The following transformations are
typical of hardware compilers. In some cases these transformations are antomated, in
others they are user driven.
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Model expansion. Writing structured models by exploiting subroutines and func-
tions is useful for two main reasons: modularity and re-usability. Modularity helps
in highlighting a particular task {or set of tasks). Often, models are called only
once.

Model expansion consists in flattening locally the model call hierarchy. There-
fore the called model disappears, being swallowed by the calling one. A possible
benefit is that the scope of application of some optimization techniques (at different
levels) is enlarged, yielding possibly a better final circuit. If the expanded model was
called only once, there is no negative counterpart. Nevertheless, in the case of multiple
calls, a full expansion leads to an increase in the size of the intermediale code and to
the probable loss of the possibility of hardware sharing.

Example 3.4.12. Consider the following fragment; x = a+ b y = axb, z =
Sfoo(x, ¥}, where foo(p.g){t = q — p; return(t): }. Then by expanding foo, we
have x =a+b; vy=axb, z=y-x.

Conditional expansion. A conditional construct can be always wransformed into a
parallel construct with a test in the end. Under some circumstances this transforma-
tion can increase the performance of the circuit. For example, this happens when the
conditional clause depends on some late-arriving signals. Unfortunately this transfor-
mation precludes some possibilities for hardware sharing, because the operations in
all bodies of the branching construct have to be performed.

A special case applies to conditionals whose clauses and bodies are evaluations
of logic functions. Then, the conditional expansion is favogable because it allows us
to expand the scope of application of logic optimization.

Example 3.4.13. Consider the following fragment: y = ab; 1if (@) {x =b+d;]
else {x = bd; }. The conditional statement can be flattened to x = a(b+d) +a’bd; and
by some logic manipulation, the fragment can be rewritten as ¥ = ab; x = y+d(a+5)};.

Loop expansion. Loop expansion, or unrolling, applies to an iterative construct
with data-independent exit conditions. The loop is replaced by as many instances of
its body as the number of operations. The benefit is again in expanding the scope
of other transformations. Needless to say, when the number of iterations is large,
unrolling may yield a large amount of code.

Example 3.4.14. Consider the following fragment: ¥ = 0: for (i = 1;i < 3:i ++)
[x =x+alil;}. The loop can be flattened to x = 0; x =x+a[ll; x=x+ea[2]; x =
x + a[3]; and then transformed to x = «[1] + a[2] + a[3] by propagation.

1

Other transformations on loops are possible, such as moving the evaluation of
the iterative clause from the top to the bottom of the loop [23].
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Block-level transformations. Branching and iterative constructs segment the in-
termediate code into basic blocks. Such blocks correspond to the sequencing graph
entities. Trickey [23] studied the possibility of manipulating the size of the blocks by
means of block-level transformations that include block merging and expansions of
conditionals and loops. Even though he did not consider model expansion, the exten-
sion is straightforward. He assumed that operations in different blocks cannot overlap
execution and that concurrency is limited only by the amount of hardware resources
available for parallel execution in each block.

Therefore, collapsing blocks may provide more parallelism and enhance the
average performance. To find the optimum number of expansions to be performed,
he proposed five transformations, with rules to measure the expected performance
improvement. The rules can then be applied bottom up in the hierarchy induced by the
control-flow hierarchy of the model. He proposed a linear-time dynamic programming
algorithm that returns an optimum block-level structure. Unfortunately, the optimality
is weakened by the assumptions on the model and on the transformation rules. We
refer the interested reader to reference [23] for further details.

3.5 PERSPECTIVES

Hardware modeling by means of HDLs has changed the way designers think of cir-
cuits. Schematic entry tools have been replaced by CAD systems that support HDL
specifications and synthesis. In other words, hardware design looks today closer to
software programming. The move from gate-level to architectural-level modeling can
be paralleled to the change from programming in assembly code to high-level software
languages. Object-oriented methods for hardware specification have been proposed,
and the unifying trend between hardware and software design is unavoidable, espe-
cially when considering that system design requires specifying both hardware and
software components,

The HDLs reviewed in this chapter serve the purpose of providing a focal point
for the transfer of information between designers and CAD systems. Unfortunately this
focal point is not sharp enough, due to the lack of a fully specified hardware semantics
of most languages. Whereas users of CAD systems would like to see a standardization
of languages and formats, as well as of synthesis policies, CAD researchers and
providers are interested in the competitive edge given by supporting increasingly
advanced features of modeling languages. This issue applies especially well to the
VHDL language, which is very broad in scope.

It is conceivable that subsets of presently used HDLs will become standard for-
mats for information exchange at the register-transfer level, while new languages will
emerge to capture hardware behavior and be used as the starting point for synthesis.
More importantly, languages and environments will be developed to support design
conceptualization and verification. In other words, such languages and environments
will have to make designs transparent to their conceivers, so that they are sure that
what they have modeled is what they want. Transparent and efficient modeling is a
co-requisite, together with effective synthesis tools, for rapid design of high-quality
circuits.
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3.7
1.

CIRCUITS AND MODELS

PROBLEMS

Design a medel of a 1-bit full-adder in structural VHDL, incorporating the half-adder model
of Example 3.2.1. Include the interface description.

Design a model of a 4-bit adder in behavioral and in data-flow VHDL. Include the inferface
description.

. Design a medel of the recursive filter of Example 3.2.4 in behavioral VHDL.
. Consider a circuit that returns the integer addition of three 8-bit numbers, i.e., whose

behavior is x = a + b + ¢. Do not consider the carry. You have available only 1-bit full-
adder cells. Design a structural model of the circuit using 15 full-adders, and model it in
your favorite HDL using metavariables. Show a block diagram and draw a bipartite graph
representing the module/net structure,

. Consider the following model fragment:

x = ac+de
y=a+b
w=p+t+a
z1=4g+b

p=ac+tad+te
ap+b

S
I

Draw the corresponding logic network graph, while considering a, b, ¢, d, ¢ as primary
input variables and x, y, w, z as primary output variables.

. Consider a circuit that solves numerically (by means.of the backward Euler method) the

following differential equation: y” + 3x¥" + 3 = 0 in the interval [0, a] with step size
dx and initial values x(0) = x; ¥(0) = y; ¥'(0) = «. Design a behavioral model in the
VHDL language. Then draw the data-flow graph of the inner loop. Eventually, sketch the
sequencing graph for the entire model.

. Design a model of a circuit (in your favorite HDL) that reads two numbers, computes their

greatest common divisor by Euclid’s algorithm ard returns this value. The circuit should
operate every time a signal start is raised. Then draw the corresponding sequencing
graph.

. Consider the data-flow graph of Figure 3.11. Apply the following optimization techniques:

(1} operator strength reduction; (ii) commen subexpression elimination. Draw the optimized
data-flow graph.



PART

ARCHITECTURAL-
LEVEL
SYNTHESIS

AND
OPTIMIZATION

I his part deals with synthesis and optimization of circuits at the architectural

level. In particular, it describes techniques for transforming an abstract model of
circuit behavior into a data path and a control unit. The data path is an interconnection
of resources whose execution times and input/output data are determined by the control
unit according to a schedule.

We survey the major tasks of architectural-level optimization in Chapter 4 as
well as the data path and control synthesis. We devote Chapters 5 and 6 to the
detailed description of algorithms for scheduling and resource sharing and binding.
Thus Chapter 4 serves the purposes of both introducing architectural-level synthesis

and optimization and summarizing it to the reader who intends to skip Chapters 5
and 6.



CHAPTER

A

ARCHITECTURAL
| SYNTHESIS

Et verbum caro factum est. -
And the Word was made flesh.
Gospel according to St. Johm.

4.1 INTRODUCTION

Architectural synthesis means constructing the macroscopic structure of a digital cir-
cuit, starting from behavioral models that can be captured by data-flow or sequencing
graphs. The outcome of architectural synthesis is both a structural view of the circuit,
in particular of its data path, and a logic-level specification of its control unit. The data
path is an interconnection of resources (implementing arithmetic or logic functions),
steering logic circuits {e.g., multiplexers and busses), that send data to the appropriate
destination at the appropriate time and registers or memory arrays to store data. An
example of one possible macroscopic structure of the differential equation integrator
of Example 1.5.3 is shown in Figure 4.1.

Architectural synthesis may be performed in many ways, according to the desired
circuit implementation style. Therefore a large variety of problems, algorithms and
tools have been proposed that fall under the umbrella of architectural synthesis. To
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FIGURE 4.1

Structural view of the differential equation integrator with one multiplier and one ALU.

be more specific, we address here synthesis problems for synchronous, mono-phase
digital circuits.

Circuit implementations are evaluated on the basis of the following objectives:
area, cycle-time (ie., the clock period) and latency (i.e., the number of cycles to
perform all operations) as well as throughput (i.e., the computation rate) in the case of
pipelined circuits. Worst-case bounds on area and on performance may be imposed to
exclude undesirable implementations, for example, low-performance or large circuits.
In addition, the circuit structure may be constrained to using some pre-specified units
for some operations or specified ports for input/output (I/O) data. Note that area and
performance measures can only be estimated at the architectural level, because just
the macroscopic structure of the circuit is dealt with. h general, area and performance
depend on the resources as well as on the steering logic, storage circuits, wiring and
control. A common simplification is to consider area and performance as depending
only on the resources. Circuits for which this assumption holds are called resource-
dominated circuits and are typical of some application fields, such as digital signal
processing (DSP).

The design space, introduced in Chapter 1, is the collection of all feasible struc-
tures corresponding to a circuit specification. The Pareto points are those points of
the design space that are not dominated by others in all objectives of interesi. Hence
they represent the spectrum of implementations of interest to designers. Their image
determines the trade-off curves in the design evaluation space. An example of a design
evaluation space spanned by the objectives (area, latency, cycle-time) was reported
in Chapter 1 as Figure 1.19. Other examples in this chapter are Figures 4.9, 4,10 and
4.11.-Figure 4.23 shows the design evaluation space for pipelined circuits.

Realistic design examples have trade-off curves that are not smooth [13], because
of two reasons. First, the design space is a finite set of points, since the macroscopic
structure of a circuit has a coarse grain. For example, a hypothetical circuit may have
one or two multipliers, and its area would jump in correspondence of this choice.
Second, there are several non-linear effects that are compounded in determining the
objectives as a function of the structure of the circuit. Due to the lack of compactness
of the design space and of smoothness of the design evaluation space, architectural
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optimization problems are hard and their solution relies in general on solving some
related subproblems.

Architectural exploration consists of traversing the design space and providing
a spectrum of feasible non-inferior solutions, among which a designer can pick the
desired implementation. Exploration requires the solution of constrained optimization
problems. Architectural synthesis tools can select an appropriate design point, accord-
ing to some user-specified criterion, and construct the corresponding data path and
control unit.

It is the goal of this chapter to give an overview of the problems in architectural
synthesis and optimization. We consider first circuit modeling in more detail and then
architectural optimization problems for non-pipelined circnits, including scheduling
and resource sharing. We comment on the interdependency between these problems,
but we defer the detailed descriptions of the algorithms for scheduling and resource
binding to Chapters 5 and 6, respectively. We describe then the synthesis of data
paths and control umits in detail. Eventoally we consider architectural synthesis for
pipelined circuits.

4.2 CIRCUIT SPECIFICATIONS FOR
ARCHITECTURAL SYNTHESIS

Specifications for architectural synthesis include behavioral-level circuit models, de-
tails about the resources being used and constraints. Behavioral models are captured
by sequencing graphs that were described in Section 3.3.4. Thus we comment here
on resources and constraints in detail.

4.2.1 Resources

Resources implement different types of functions in hardware. They can be broadly
classified as follows:

» Functional resources process data. They implement arithmetic or logic functions
and can be grouped into two subclasses:

— Primitive resources are subcircuits that are designed carefully once and often
used. Examples are arithmetic units and some standard logic functions, such
as encoders and decoders. Primitive resources can be stored in libraries. Each
resource is fully characterized by its area and performance parameters,

— Application-specific resources are subcircuits that solve a particular subtask.
An example is a subcircuit servicing a particular interrupt of a processor. In
general such resources are the implementation of other HDL models. When
synthesizing hierarchical sequencing graph models bottom up, the imple-
mentation of the entities at lower levels of the hierarchy can be viewed as
resources.

s Memory resources store data. Examples are registers and read-only and read-write
memory arrays. Requirement for storage resources are implicit in the sequencing
graph model. In some cases, access to memory arrays is modeled as transfer of
data across circuit ports.
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e Interface resources support data transfer. Interface resources include busses that
may be used as a major means of communication inside a data path. External
interface resources are /O pads and interfacing circuits.

The major decisions in architectural synthesis are often related to the usage of
functional resources. As far as formulating architectural synthesis and optimization
problems, there is no difference between primitive and application-specific functional
resources. Both types can be characterized in terms of area and performance and used
as building blocks. Nevertheless, from a practical point of view, the second class
requires either full top-down synthesis to derive the area/performance parameters or
the use of estimation techniques. For example, the area and performance can be
estimated from the complexity of the logic description of the corresponding circuit,
while neglecting the wiring space.

Some circuit models require performing standard arithmetic operations with
application-specific word lengths. Examples are bit-parallel digital filters, requiring
arithmetic vnits with non-standard size. It would not be practical to store in libraries
primitive resources for several choices of word lengths. However, due to the regularity
of some implementations of arithmetic functions, module generators can be used to
derive the layout of the resources and to evaluate their performance. This approach
allows us to characterize precisely a class of application-specific resources.

When architectural synthesis targets synchronous circuit implementations, as
is often the case and as considered in this book, it is convenient 10 measure the
performance of the resources in terms of cycles required to execute the corresponding
operation, which we call the execution delay of the resource. While this datum is
part of the specification for any sequential resource, it can be easily computed for
any combinational resource by rounding up the quotient of the propagation delay o
the cycle-time. It is obvious that the execution delay of all resources depends on the
cycle-time. We shall also refer to the execution delay of an operation as the execution
delay of a resource performing that operation.

It is interesting to note that DSP circuits frequently employ primitive resources,
such as arithmetic units. Often DSP circuits are resource dominated, because the area
and performance of the resources dominate those of the steering and control logic as
well as registers and wiring. Therefore good estimates of the entire structure can be
inferred by the resource usage. In this case, architectural synthesis is mainly related
to finding the best interconnection among few, well-characterized primitives.

Conversely, some ASICs exploit several application-specific resources. In the
limit, each operation may require a different type of resource. The area and delays of
the steering and control logic may be comparable to those of the resources. Then, the
estimation of the area and performance is of paramount importance’ in the synthesis
of good macroscopic structures.

Some circuit models can be implemented by using one general purpose ALU
to perform: all operations. In this case, synthesis is bound to one single resource and
consists of determining the control sequence to the ALU. In this case architectural
synthesis reduces to control synthesis and it is similar to micro-compilation.
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4.2.2 Constraints

Constraints in architectural synthesis can be classified into two major groups: interface
constraints and implementation constraints,

Interface constraints are additional specifications to ensure that the circuit can
be embedded in a given environment. They relate to the format and timing of the /O
data transfers. The data format is often specified by the interface of the model. The
timing separation of /O operations can be specified by timing constraints that can
ensure that a synchronous /O operation follows/precedes another one by a prescribed
number of cycles in a given interval. Such timing constraints are described in Section
5.3.3. Timing constraints can also specify data rates for pipelined systems.

Implementation constraints reflect the desire of the designer to achieve a struc-
ture with some properties. Examples are area constraints and performance constraints,
e.g., cycle-time and/or latency bounds.

A different kind of implementation constraint is a resource binding constraint,
In this case, a particular operation is required to be implemented by a given resource.
These constraints are motivated by the designer’s previous knowledge, or intuition,
that one particular choice is the best and that other choices do not need investigation.
Architectural synthesis with resource binding constraints is often referred to as syn-
thesis from partial structure [9]. Design systems that support such a feature allow a
designer to specify a circuit in a wide spectrum of ways, ranging from a full behav-
ioral model to a structural one. This modeling capability may be useful to leverage
previously designed components.

Example 4.2.1. A processor design may require several additipn operations, e.g., in the
instruction fetch unit, in the ALU, in the memory address computation unit, etc. Assume
that the instruction fetch unit always adds 4 to the operand and that the performance of
this addition is critical. Then, the designer may want to identify a specific fast adder for
this task, with 2 bits less than the word size. Such a resource may be pre-bound to the
instruction fetch unit, and not used anywhere else in the circuit, so that no penalty for
data steering is compounded to the adder delay.

In the case of resource-dominated circuits, the area is determined only by the .
resource usage. Hence bounding the number of resources is equivalent to imposing an
upper bound on the area, For this reason architectural optimization algorithms, such
as scheduling under resource constraints, are often used to explore the design space.

Sometimes resource usage constraints are used in synthesis and optimizations of
circuits that are not resource dominated. Then, even though such constraints may not
ensure bounds on area, they can still be valuable as heuristics in steering the solution
toward a desired goal or bound.

Example 4.2.2. A circuit design must execute an algorithm involving a stream of bit-
parallel double-precision floating point additions and multiplications. For the sake of this
example, we consider the circuit as not resource dominated. The fastest implementation
is sought for, €.g., the minimal-latency structure for a given cycle-time that fits the
effective chip area (excluding I/Os). To achieve the required performance level in a
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given technology, a multiplier requires slightly more than half of the effective chip area.
Then an obvious resource constraint is to limit the multipliers to one.

In a scaled-down technology, such a multiplier requires slightly more than one-
third of the effective chip area. While reasonable multiplier bounds are 1 and 2, a designer
may choose | as a bound. thinking that it is unlikely that a chip with twe multipliers and
the associated wiring may fit the area bound and perferm better than a circuit with one
multiplier. The designer’s experience suggests that such systems have no more than one
multiplier. It is very likely that he or she is correct, but there is no guarantee,

4.3 THE FUNDAMENTAL ARCHITECTURAL
SYNTHESIS PROBLEMS

We consider now the fundamental problems in architectural synthesis and optimiza-
tion. We assume that a circuit is specified by:

e A sequencing graph.

o A set of functional resources, fully characterized in terms of area and execution
delays.

e A set of constraints.

We assume for now that storage is implemented by registers and interconnections by
wires. Usage of internal memory arrays and busses will be described in Sections 6.2.4
and 6.2.5, respectively.

For the sake of explanation, we shall consider next non-hierarchical graphs with
operations having bounded and known execution delays and present then extensions
to hierarchical models and unbounded delays in Sectiens 4.3.3 and 4.3.4, respectively.
We assume that there are n,,, operations. Sequencing graphs are polar and acyclic, the
source and sink vertices being labeled as vy and v, respectively, where n = ng, + 1.
Hence the graph G,(V, E) has vertex set V = {v;; i = 0,1,...,n} in one-to-
one correspondence with the set of operations and edge set E = {(v;, v;); i, =
0,1, ..., n} representing dependencies. An example is shown in Figure 4.2,

Architectural synthesis and optimization consists of two stages. First, placing the
operations in time and in space, i.e., determining the time interval for their execution
and their binding to resources. Second, determining the detailed interconnections of
the data path and the logic-level specifications of the control unit.

We show now that the first stage is equivalent to annotating the sequencing
graph with additional information.

4.3.1 The Temporal Domain: Scheduling

We denote the execution delays of the operations by theset D ={d;; i =0,1,...,n}.
We assume that the delay of the source and sink vertices is zero. We define the starr
time of an operation as the time at which the operation starts its execution. The start
times of the operations, represented by the set T = {#;; i =0, 1, ..., r}, are attributes
of the vertices of the sequencing graph. Scheduling is the task of determining the start
times, subject to the precedence constraints specified by the sequencing graph. The
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FIGURE 4.2
Sequencing graph.

latency of a scheduled sequencing graph is denoted by A, and it is the difference
between the start time of the sink and the start time of the source, ie., A =1t, — .

Definition 4.3.1. A schedule of a sequencing graph is a function ¢ : V — Z*, where
@(v1} = ; denotes the operation start time such that ; > 1, +d,, V i, j: (v, 1) € E.

A scheduled sequencing graph is a vertex-weighted sequencing graph, where
each vertex is labeled by its start time. A schedule may have to satisfy timing and/or
resource usage constraints. Different scheduling algorithms have been proposed, ad-
dressing uncenstrained and constrained problems. They are described in detail in
Chapter 5.

Example 4.3.1. An example of a sequencing graph, modeling the inner loop of the
differential equation integrator, was shown in Figure 3.12. It is reported again in Figure
4.2 for convenience. All operations are assumed to have unit execution delay. A scheduled
sequencing graph is shown in Figure 4.3. The start time of the operations is summarized
by the following table. The latency of the schedule is A =4, — 43 =5~ 1 =4,

Operation Start time
I, U2, Vg, Vg, V10 t
V3, U7, Uy, U 2
v 3
V5 4
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Scheduled sequencing graph.

Example 4.3.2. Consider again the sequencing graph of Figure 4.2, where all operations
have unit execution delay. A schedule with a bound on the resource usage of one resource
per type is the following:

Operation
Multiply ALU Start time
o) vio 1
v T 2
2 - 3
Vg U4 4
vr - 5
vg vs 6
- vy 7

=~ The scheduled sequencing graph is shown in Figure 4.4. The latency of the schedule is
A=t —fHh=8-1=17

The scheduling formulation can be extended by considering the propagation
delays of the combinational resources instead of the integer execution delays. Thus
two (or more) combinational operations in a sequence can be chained in the same
execution cycle if their overall propagation delay does not exceed the cycle-time. This
approach can be further extended to chains of resources whose overall delay spans



ARCHITECTURAL SYNTHEsIS 149

TIME |

TIME 2

TIME 3

TIME 4

TIME 5

TIME 6

TiIME 7

) _h':: FIGURE 4.4
."NOP:' n Scheduled sequencing graph under resource
Nt constraints,

more than one cycle. Scheduling with chaining can provide tighter schedules in some
cases, but constrained schedules are harder to compute.
Example 4.3.3, Consider again the sequencing graph of Figure 4.2, where the propa-
gation delay of a muttiplication is 35 nsec and that of the other operations is 25 nsec.
Assume a 50-nsec cycle-time,

The usual scheduling formulation is based on computing the execution delays as
the rounded-up quoetient of the propagation delays to the cycle-time. Thus, all operations
have unit execution delay, and an unconstrained schedule is the same as that shown in
Figure 4.3, with a latency of 4 cycles.
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However, by allowing the schedule to chain operations {v., vs} and {tjp, v;;} in a
single cycle, a latency of 3 cycles can be achieved.

4.3.2 The Spatial Domain: Binding

Let us consider now the relations among operations and resources. We define the
type of an operation as the type of computation it performs, It may be an arithmetic
operation, such as addition or multiplication, or an application-specific operation,
such as evaluating a Boolean function. We can extend the notion of type to functional
resources. A covering relation can be defined among types to represent the fact that a
resource type can implement more than one operation type. For example, the resource-
type ALU may cover operation types {addition, subtraction, comparison}. Obviously,
a feasible implementation requires that the resource types available cover the operation
types.

We call a resource-type set the set of resource types. For the sake of simplicity,
we identify the resource-type set with its enumeration. Thus, assuming that there are
R, Tesource types, we denote the resource-type set by {1,2, ..., n,..}. The function
T:V — {1,2,..., n.e} denotes the resource type that can implement an operation. It
is obvious that No-Operations do not require any binding to any resource. Therefore,
when referring to a binding, we drop them from consideration, including the source
and sink vertices.

It is interesting to note that there may be more than one operation with the same
type. In this case, resource sharing may be applied, as described later in this section.
Conversely, the binding problem can be extended to a resource selection (or module
selection) problem by assuming that there may be more than one resource applicable
to an operation (e.g., a ripple-carry and a carry-look-ahead adder for an addition).
In this case 7 is a one-to-many mapping. We shall describe the module selection
problem in Section 6.6. We assume for now that 7 is a single-valued function.

A fundamental concept that relates operations to resources is binding. It specifies
which resource implements an operation.

Definition 4.3.2. A resource binding is a mapping 8 : V — R x Z*, where B(v;) =
(t,r) denotes that the operation corresponding to v; € V, with type T(v;} = ¢, is
implemented by the rth instance of resource type r € R foreach i = 1,2,..., n,,.

A simple case of binding is a dedicated resource. Each operation is bound to
one resource, and the resource binding 8 is a one-to-one function,

Example 4.3.4. Consider the scheduled sequencing graph of Figure 4.3. There are
11 operations. Assume that 11 resources are available. In addition, assume that the
resource types are {multiplier, ALU}, where the ALU can perform addition, subtraction
and comparisons. We label the multiplier as type 1, the ALUs as type 2. Thus T(v|) = 1,
T(v4) = 2, etc. We need six instances of the multiplier type and five instances of the
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ALU type. The following table shows the binding function:

Bivyy (L1}
Blvz)  (1,2)
Blry) (1.3
Blvyd 2 1)
Blvs)  (2.2)
Blug) (1.4
Blur) (1. 5)
Blwg)  (1,60)
Blve) (2.3
Blviy 2.4
Brn) (2.5

A resource binding may associate one instance of a resource type to more than
one operation, In this case, that particular resource is shared and binding is a many-
to-one function. A necessary condition for a resource binding to produce a valid
circuit implementation is that the operations corresponding to a shared resource do
110t execute concurrently.

Example 4.3.5. It is obvious that the resource vsage of the previous example is not
efficient. Indeed only four multipliers and two ALUs are required by the scheduled
sequencing graph of Figure 4.3. This is shown in Figure 4.5. The tabulation of the
binding is the following:

B (LD
Bivy (1,2 -
Sva)  (1,2)
B(vq) 2.1
Blvs)  {2.D
Bvg) (L3
B{v)  (LLD)
Bleg)  (1,4)
Blve) (2.1
Blvig)  (2,2)
Bloy)  (2.2)

A resource binding can be represented by a labeled hypergraph, where the
vertex set V represents operations and the edge set Eg represents the binding of the
operations to the resources. In the hypergraph model, we assume that £ defines a
partition of the vertex set, i.e., the edges are disjoint (because resource sharing is
transitive) and they cover all veniices (excluding No-Operations), because we assume
that all operations are bound. A concise representation of a bound sequencing graph
can be achieved by adding the edge set £; to the sequencing graph G, (V, E).

Example 4.3,6. Consider the example of Figure 4.5. The shaded areas represent the
edges Eg = {{w1}, {v2. va}, (v, vah, {ws)s {vio, vk {va, vs, voll

Consider now the example of dedicated resources. Then, the edge set £y corre-
sponds to the vertex set V.
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FIGURE 4.5
Scheduled sequencing graph with
resource binding.

When binding constraints are specified, a resource binding must be compatible
with them. In particular, a partial binding may be part of the original specification, as
described in Section 4.2.2. This corresponds to specifying a binding for a subset of
the operations U € V. A resource binding is compatible with a partial binding when
its restriction to the operations U is identical to the partial binding itself.

Example 4.3.7. Consider again the sequencing graph of Figure 4.2. A hypothetical partial
binding requires that operations vs and vg be performed by the same multiplier. Then, the
operations v and vg cannot execute concurrently and the corresponding schedule differs
from that shown in Figure 4.5. The partial binding and the corresponding schedule are
shown in Figure 4.6.

Common constraints on binding are upper bounds on the resource usage of each

type, denoted by {a;; k = 1,2,...,n,.). These bounds represent the allocation'
of instances for each resource type. A resource binding satisfies resource bounds
{ap; k=1,2,...,0,.} when B(v;) = (¢t,r) with r < a, for each operation v;; { =
1 20 silgps

Scheduling and binding provide us with an annotation of the sequencing graph
that can be used to estimate the area and performance of the circuit, as described in
detail in Section 4.4. In general, scheduling and binding are interrelated problems and
constraints may complicate the search for a solution. This section has shown a simple

The term allocation has often been misused in the literature. Some authors refer to binding as
allocation. We prefer to use the terms “resource bounds™ and “binding” in this book, and we shall not use
the term “allocation™ at all.
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FIGURE 4.6

Example of partial binding of
operations vg and vg to a single
resource.

approach of unconstrained scheduling followed by binding, for the sake of introducing
the fundamental concepts. Different approaches to solving the architectural synthesis
and optimization problems will be reviewed in Section 4.5.

4.3.3 Hierarchical Models

When hierarchical graphs are considered, the concepts of scheduling and binding must
be extended accordingly.

A hierarchical schedule can be defined by associating a start time to each vertex
in each graph entity. The start times are now relative to that of the source vertex in
the corresponding graph entity. The start times of the link vertices denote the start
times of the sources of the linked graphs.

The latency computation of a hierarchical sequencing graph, with bounded delay
operations, can be performed by traversing the hierarchy bottom up. The execution
delay of a model call vertex is the latency of the corresponding graph entity. The
execution delay of a branching vertex is the maximum of the latencies of the corre-
sponding bodies. The execution delay of an iteration vertex is the latency of its body
times the maximum number of iterations.

A hierarchical binding can be defined as the ensemble of bindings of each graph
entity, restricted to the operation vertices. Operations in different entities may share
resources. Whereas this can be beneficial in improving the area and performance of
the circuit, it complicates the solution of the corresponding binding and resource-
constrained scheduling problems. In addition, multiple model calls can be interpreted
as viewing the called model as a shared application-specific resource. We refer the
interested reader to reference [10] for details,
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Example 4.3.8. Consider again the hierarchical sequencing graph shown in Figure 3.13.
A binding with resource sharing across the hierarchy is shown by the following

table:
Blua) (1.1
Blva2) 2.1
Blvas) L, 2)
Blwpad - (2,1)
Blupa) (1,1)

The bound sequencing graph is now shown in Figure 4.7.

4.3.4 The Synchronization Problem

There are operations whose delay is unbounded and not known at synthesis time. Ex-
amples are external synchronization and data-dependent iteration. (See Section 3.3.4.)

Scheduling unbounded-latency sequencing graphs cannot be done with tradi-
tional techniques. Different methods can be used. The simplest one is to modify
the sequencing graph by isolating the unbounded-delay operations and by splitting the
graph into bounded-latency subgraphs. Then, these subgraphs can be scheduled. Tech-
niques for isolating the synchronization points and implementing them in the control
unit are shown in Section 4.7.4. Alternatively, relative scheduling can be used, as
described in Section 5.3.4.

Example 4.3.9. A sequencing graph with an unbounded-delay operation (v,) is shown
in Figure 4.8 (a). The graph can be modified by isolating the unbounded-delay operation,
as shown in Figure 4.8 (b). The shaded subgraphs can be scheduled. Note that one

FIGURE 4.7
Example of a hierarchical sequencing
graph.
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(a) - (b) (e)

FIGURE 4.8

(a) A sequencing graph with a synchronization operation. (b) Isolation of hounded-latency components.
(c) Alternative isolation of bounded-latency components. The shaded areas show subgraphs that can be
independently scheduled.

subgraph is void in this case. Alternatively, the graph can be modified as in Figure 4.8
(c). Note that in the first graph the edge (v,, v) has been added, while in the second the
edge (va, v,) has been added and (v, v3) deleted, to make polar the subgraphs (together
with the synchronization vertex). The edge addition and deletion are compatible with the
serialization of the unbounded-delay vertex with the other operations.

The isolation of unbounded-delay operations can be done in different ways. Note
that the graph of Figure 4.8 (b) has only one non-trivial component to be scheduled, as
opposed to two in the case of the graph of Figure 4.8 (c). However, in the second graph,
the operations v, and v, can start executing before the synchronization signal arrives,
yielding possibly a better average performance of the resulting circuit.

44 AREA AND PERFORMANCE
ESTIMATION

Accurate area and delay estimation is not a simple task. On the other hand, the
solutions to architectural synthesis and optimization problems require estimating area
and performance variations as a result of architectural-level decisions.

A schedule provides the latency . of a circuit for a given cycle-time. A binding
provides us with information about the area of a circuit. Therefore these two objectives
can be evaluated for scheduled and bound sequencing graphs. Unfortunately, measures
of area and performance are also needed while computing a schedule and a binding.
Therefore it is important to be able to forecast, with some degree of accuracy, the
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impact of scheduling and binding decisions on area and performance. We defer to
Section 4.5 a discussion about strategies for architectural optimization and we focus
here on area and delay estimation.

Estimation is much simpler in the case of resource-dominated circuits, which
we consider ntext.

4.4.1 Resource-Dominated Circuits

The area and the delay of the resources are known and dominate. The parameters of
the other components can be neglected or considered a fixed overhead.

Without loss of generality, assume that the area overhead is zero. The area
estimate of a structure is the sum of the areas of the bound resource instances. Equiv-
alently, the total area is a weighted sum of the resource usage. A binding specifies
fully the total area, but it is not necessary to know the binding to determine the area.
Indeed, it is just sufficient to know how many instances of each resource type are
used. If the area overhead is not zero, it can just be added to the overall resource area.

For a given cycle-lime, the execution delays of the operations can be derived. If
the delay overhead is not zero, this can be subtracted from the cycle-time. The latency
of a circuit can.thus be determined by its schedule.

Example 4.4.1. Consider again the model of the loop of the differential equation integra-
tor, shown in Figure 4.2, Assume thar the circuit can be considered resource dominated,
that the areas of the multiplier and ALU are 5 units and 1 unit, respectively, with an
overhead of 1 unit, and that their propagation delays are 35 and 25 nsec, respectively.
For a cycle-time of 40 nsec, all operations require one cycle to execute.

An implementation with dedicated resources would require 6*5  5*1 + 1 = 36
units of area and a latency of 4 cycles. Conversely, an implementation with one resource
of each type requires then an area of 34+ 1 + 1 = 7 units, independent of binding. A
schedule would yield a latency of at least 7 cycles.

4.4.2 General Circuits

The area estimate is the sum of the areas of the bound resource instances plus the
area of the steering logic, registers (or memories), control unit and wiring area. All
these components depend on the binding, which in turn depends on the schédule.

The latency of the circuit still depends on the schedule, which in turn must take
into account the propagation delays on paths between register boundaries. Thus per-
formance estimation requires more detailed information. We consider the components
of the data path first and then we comment on the control unit.

REGISTERS. All data transferred from a resource to another across a cycle boundary
must be stored into some register. An upper bound on the register usage can then
be derived by examining a scheduled sequencing graph. This bound is in general
loose, because the number of registers can be minimized, as shown in Section 6.2.3.
The binding information is needed for evaluating and/or performing the register opti-
mization. Therefore, the accurate estimation of the number of registers requires both
scheduling and binding.
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The effect of registers on the evaluation of the cycle-time is easy to com-
pute. In fact, their ser-up and propagation delay times must be added to the prop-
agation delays of the combinational logic. It is convenient to consider a reduced
cycle-time in all computations that already discounts set-up times and propagation
delays.

STEERING LOGIC. Steering logic affects the area and the propagation delay. While
the area of multiplexers can be easily evaluated, their number requires the knowledge
of the binding, Similarly, multiplexers add propagation delays to the resources.

Busses can also be used to steer data. In general, circuits may have a fixed num-
ber of busses that can support several multiplexed data transfers. Hence there are two
components to take into account in the area and delay estimation. One corresponds to
the busses themselves and can be considered as a fixed overhead. The second com-
ponent relates to the bus drivers and receivers, which can be thought of as distributed
multiplexers and modeled accordingly.

WIRING. Wiring contributes to the overall area and delay. The wiring area overhead
can be estimated from the structure, once a binding is known, by using models that
are appropriate for the physical design style of the implementation. The propagation
delay on the wires may not be negligible, and it is proportional to the wiring length.
Unfortunately, estimating the wiring area and length requires the knowledge of the
structure (i.e., the binding) as well as the placement of the physical implementation
of the resources. Fast floor planners or statistical placement models have been used.
Alternatively, statistical wiring models have been used. In this case, it has been shown
that the average interconnection length is proportional to the total number of blocks
to the o power, where ) < ¢ < 1. The wiring delay and area track with the average
interconnection length. We refer the interested reader to reference [14] for a detailed
analysis of the wiring area and delay estimation.

CONTROL UNIT. The control circuit contributes to the overall area and delay, be-
cause some control signals can be part of the critical path. Recently, the interest in
synthesizing control-dominated circuits, such as some communication ASICs, has ex-
posed the importance and difficulty of the problem. Simple models for estimating
the size of the control circuit can be based on the latency. Consider bounded-latency
non-hierarchical sequencing graphs. Read-only-memory-based implementations of the
control units require an address space wide enough to accommodate all control steps
and a word length commensurate to the number of resources being controlled. Hard-
wired implementations can be modeled by finite-state machines with as many states
as the latency. Unfortunately, these models may provide loose bounds, because many
oplimization techniques can be applied to the controller, such as word-length reduc-
tion by encoding for microcode-based units or state minimization and encoding for
hard-wired units. In addition, general models for sequencing graphs, including for ex-
ample data-dependent delay operations, require more complex control units, as shown
in Section 4.7. This complicates further the area and delay estimation.
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Example 4.4.2. Consider again the model of the loop of the differential equation inte-
grator, shown in Figure 4.2. The assumptions of Example 4.4.1 still hold, except that we
do not consider the circuit as resource dominated, because we are now interested in a
finer-grain analysis.

Let us consider registers first. There are 7 intermediate variables, 3 loop variables
(x, ¥, u#) and 3 loop invariants (e, 3, dx), yielding a total of 13 variables to store. (Note
that x is the output of operation v;p.) Nevertheless, according to the schedule, some
registers may hold more than 1 variable when their lifetimes are disjoint intervals (see
Section 6.2.3). For example, in the case of the schedule of Figure 4.3, 4 registers are
enough to hold the intermediate variables (instead of 7), while 2 registers suffice in the
case of the schedule of Figure 4.4.

An implementation with dedicated resources would not require multiplexers to
steer data, whereas one with shared resources would. In particular, there are 5 possi-
ble operand pairs for both the multiplier and the ALU. An implementation with shared
registers for the temporary variables would require each register to have a multiplexer
to select the results to be stored. Thus, an implementation with two resources and two
registers (for intermediates) would require 2 two-input multiplexers. Hence the overall
requirement would be 4 five-input and 2 two-input multiplexers that must steer as many
bits as the desired word size. A finer analysis shows that the multiplexer cost could be
reduced further, Indeed, when using two registers (for intermediates), the result of the
ALU could be stored always in the same register. Thus only 1 two-input multiplexer is
required. Similarly, operands and results could be assigned to the registers (by exploiting
also commutativity of addition and multiplication), to reduce the inputs of the multiplex-
ers feeding the resources. A sketch of such a data path is shown later in Figure 4.12.

As far as the control unit for the loop is concerned, 4 states are required for the
implementation with dedicated resources and 7 states for that with one resource of each
type.

The overhead in terms of area and delay cati be derived from the above analysis
by empirical formulae.

4.5 STRATEGIES FOR ARCHITECTURAL
OPTIMIZATION

Architectural optimization comprises scheduling and binding. Complete architectural
optimization is applicable to circuits that can be modeled by sequencing (or equivalent)
graphs without a start time or binding annotation. Thus the goal of architectural
optimization is to determine a scheduled sequencing graph with a complete resource
binding that satisfies the given constraints and optimizes some figure of merit.

Partial architectural optimization problems arise in connection with circuit mod-
els that either fully specify the timing behavior or fully characterize the resource usage.
Efuivalently, the initial circuit specification is either a scheduled sequencing graph
or a sequencing graph with complete binding. It is obvious that any circuit model in
terms of a scheduled and bound sequencing graph does not require any optimization
at all, because the desired point of the design space is already prescribed. In all cases,
a data path and control synthesis are needed to construct a circuit representation in
terms of logic blocks. We consider the full architectural problem first, and we show
how partial synthesis can be seen as solving some tasks of the full problem,
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Architectural optimization consists of determining a schedule ¢ and a binding
B that optimize the objectives (area, latency, cvcle-time). The optimization of these
multiple objectives reduces to the computation of the Pareto points in the design space
and in the evaluation (or estimation) of the corresponding objective functions.

Architectural exploration is often done by exploring the (area/latency) trade-off
for different values of the cycle-time. This approach is motivated by the fact that
the cycle-time may be constrained to attain one specific value, or some values in an
interval, because of system design considerations. The (area/latency) trade-off can
then be explored by solving appropriate scheduling problems, as described later.

Other important approaches are the search for the (cycle-time/latency) trade-
off for some binding or the (area/cycle-time) trade-off for some schedules. They are
important for solving partial exploration when the input specification is bound to the
resources or is scheduled, as well as when considering scheduling after binding or
vice versa.

Unfortunately, the (cycle-time/latency) trade-off for some values of area as well
as the (area/cycle-time) trade-off for some values of latency are complex problems to
solve, because several bindings correspond to a given area and several schedules to a
latency value.

4.5.1 Area/Latency Optimization

Let us consider resource-dominated circuits first. Given the cycle-time, the execution
delays can be determined. Since the area depends on the resource usage (and not on
any particular binding}, scheduling problems provide the framework for determining
the (area/latency) trade-off points. Indeed, solutions to the minimum-latency schedul-
ing problem and to the minimum-resource scheduling problem provide the extreme
points of the design space. Intermediate solutions can be found by solving resource-
constrained minimum-latency scheduling problems or latency-constrained minimim-
resource scheduling problems for different values of the constraints.

The (ideal) trade-off curve in the area/latency plane is monotonically decreas-
ing in one parameter as a function of the other. Nevertheless, the intractability of
the constrained scheduling problems often requires the use of heuristic algorithms
that yield approximate solutions. The computed trade-off curve may lack monotonic-
ity and solutions to the dual constrained scheduling problems may not coincide in
practice.

The problem becomes more complicated when applied to general circuits, with
more complex dependency of area and delay on the circuit structure. Assume first
that control logic and wiring have a negligible impact on area and delay. Then only
register$ and steering logic must be taken into account, jointly with the resources, for
the computation of the objectives. Area and latency can be determined by binding and
scheduling, but the two problems are now deeply interrelated. Binding is affected by
scheduling, because the amount of resource sharing depends on the concurrency of
the operations. Registers and steering logic depend on the binding. Their delays must
be compounded with the resource propagation delays when determining the execution
delays, because the cycle-time is fixed. Thus the schedule may be affected.
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This shows a circular dependency among scheduling, binding and estimation of
the execution delays. An obvious solution is to solve these problems jointly, including
the evaluation of registers and steering logic (Section 6.4), Alternatively, iterative
methods can be used. The problem difficulty is exacerbated when the ¢ost of the control
unit and wiring is considered, because also the physical position of the resources and
the controller must be taken into account. Again, by combining scheduling, binding,
module generation, floor planning and wiring estimation in a single step, an optimal
structure could be derived with an accurate area and performance model. This is a
formidable task. Even though global algorithms for architectural optimization have
been proposed, they have been shown to be practical for small-scale circuits only.

In practice, CAD systems for architectural optimization perform either schedul-
ing followed by binding or vice versa. Area and delay are estimated before these
tasks and are verified a posteriori. Most approaches to architectural synthesis per-
form scheduling before binding. Such an approach fits well with processor and DSP
designs, because circuits often are resource dominated or close to being resource dom-
inated. Examples of synthesis systems using this strategy are EMERALD/FAcET [17],
the SYSTEM’S ARCHITECT WORKBENCH [16] and the CATHEDRAL-1I [8] systems,

Performing binding before scheduling permits the characterization of the steer-
ing logic and the more precise evaluation of the delays. No resource constraints are
required in scheduling, because the resource usage is determined by binding. In this
case, resource sharing requires that no operation pair with shared resources executes
concurrently. This requirement can be embedded in the sequencing graph model by
serializing the operations with a shared resource, i.e., by adding appropriate edges to
the sequencing graph.

This approach best fits the synthesis of those ASIC circuits that are control
dominated and where the steering logic parameters can be comparable to those of
some application-specific resource. Since the unconstrained scheduling problem can
be efficiently solved, the computational complexity is dominated by the binding task.
This strategy has been used by programs Bup [12], CApDY/CALLAS [5] and HERE [6].

Example 4.5.1. Consider again the model of the loop of the differential equation inte-
grator under the assumptions of Example 4.4.1. For the sake of this example, we consider
the circuit as resource dominated. ’

We consider the following upper bounds as constraints on the implementation: the
area has to be smaller than 20 units and the latency less than 8 cycles. Recall that the
ALU has a propagation delay of 25 nsec and the multiplier of 35 nsec. For a cycle-time
of 40 nsec, all resources have unit execution delay. Hence, the areaflatency trade-off
curve is as shown in Figure 1.15. For a cycle-time of 30 nsec, the multiplier has an

- execution delay of 2 units, while the adder has an execution delay of 1 unit. A structure
with one multiplier has latency equal to 13, violating the given bound. A structure with
two multipliers and one adder has latency equal to 8 and area equal to 12. (Recall that we
assign 1 unit of area to the control unit, as done in previous examples.) A structure with
three multipliers and one adder has latency equal to 7 and area equal to 17. A structure
with three multipliers and two adders has latency equal to 6 and area equal to 18. A
structure with more than three multipliers violates the area bound. The trade-off curve is
shown in Figure 4.9 for the specific values of the cycle-time considered here.
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FIGURE 4.9
Design evaluation space: area/latency trade-off points for two values of the cycle-time. Note that (1,2) is
not a Pareto point.

4.5.2 Cycle-Time/Latency Optimization

We consider bound sequencing graphs that are either representative of initial circuit
specifications or derived by binding.

Let us consider resource-dominated circuits first. For each value of the cycle-
time of interest, the corresponding execution delays of the operations can be derived
and a minimum-latency schedule computed. Alternatively, scheduling with chaining
can be performed by considering the propagation delays of the resources.

Let us consider now the case in which we are interested in the minimum cycle-
time compatible with a given latency. When the resources are combinational in nature,
the problem reduces to determining the register boundaries that optimize the cycle-
time. This problem has been referred to as reriming, and it is dealt with in Section 9.3.1.
The formulation and its solution can be extended to cope with sequential resources
by modeling them as interconnections of a combinational component and register.

These considerations can be applied to general circuits when the binding of the
multiplexers and registers is specified and fixed and when the wiring and control-unit
area and delay can be approximated as constant or neglected. Under these assumptions
the overall area is constant. Then, the multiplexers can be considered as additional
combinational resources with their appropriate delays. The cycle-time/latency trade-off
points can be determined again by scheduling with chaining or retiming.
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Example 4.5.2. Consider again the model of the loop of the differential equation inte-
grator under the assumptions of Example 4.4.1. For the sake of this example, we consider
the circuit as resource dominated. We assume that the cycle-time is constrained to be in
the interval 20-50 nsec and latency below 8 cycles.

Let us consider first an implementation with dedicated resources (area estimate
36). For a cycle-time larger than or equal to 35 nsec, all resources have unit execution
delay. Hence latency is 4 cycles. For a cycle-time larger than or equal to 25 nsec and
smaller than 35 nsec, the ALU has unit execution delay, but the multiplier has 2-cycle
execution delay. Now the latency is 6 cycles. For a cycle-time larger than or equal to 20
nsec and smaller than 25 nsec, all resources have 2-cycle execution delay. Hence latency
is 8 cycles.

A more accurate analysis can be performed by scheduling with chaining. In this
case, chaining is possible only for a cycle-time of 50 nsec: operations {vy, vs} as well as
{vi0, v11} can execute together in a single cycle. Hence latency is 3 cycles.

Next we consider an implementation with one resource of each type (area estimate
7). For a cycle-time larger than or equal to 35 nsec, all resources have unit execution
delay, leading to a latency of 7 cycles. For smaller values of the cycle-time, the latency
constraint is violated.

The trade-off curve is shown in Figure 4.10, in correspondence with the two
extreme values of the area. Points corresponding to other bindings are not shown.
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Design evaluation space: some cycle-time/latency trade-off points for two bindings.
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4.5.3 Cycle-Time/Area Optimization

We consider now scheduled sequencing graphs where latency is fixed. We can envision
the case in which we are solving either a partial synthesis problem or the binding
problem after scheduling.

This problem is not relevant for resource-dominated circuits, because changing
the binding does not affect the cycle-time. Conversely, it is important for general
circuits, where the cycle-time is bounded from below by the delays in the resources,
steering logic, etc. We assume here that only delays in steering logic matter. Note
that the delay overhead due to registers is always constant.

With this approach, the schedule provides the latitude for applying resource shar-
ing, because it defines the operation concurrency. The choice of a particular binding,
and as a result the resource sharing configuration, affects the number and size of the
multiplexers and hence the cycle-time. Minimal cycle-time binding and minimal area
binding subject to cycle-time constraints can be computed as shown in Section 6.3.2,

Exampie 4.5.3. Consider again the model of the loop of the differential equation inte-
grator under the assumptions of Example 4.4.1, For the sake of this example, we consider
the circuit cycle-time and area as dependent only on the resources and steering logic and
we do not consider register sharing.

Consider first the schedule shown in Figure 4.3. We consider two bindings: one
with dedicated resources and one as shown in Figure 4.5. In the former case no mul-
tiplexer is needed. Thus, area is 36 units and cycle-time is bounded from below by
the multiplier delay, i.e., 35. In the latter case, multiplexers are needed only for shared
resources: namely one three-input and three two-input multiplexers. Hence, when com-
puting the area, their contribution must be considered. Assuming a cost of 0.2 and
0.3 units for two-input and three-input multiplexers, resffectively, the total area is now
4*5 4+ 2*1 4+ 1 + 1*0.3 4 3*0.2 = 23.9 units. (Recall that we assign 1 unit of area to
the control unit, as done in previous examples.) Similar considerations apply to delay.
Assuming that the delay of two-input and three-input multiplexers is 2 and 3 nsec, re-
spectively, the cycle-time is bound from below by 37 nsec. The two implementations
considered so far have (area, cvcle-time) = (36, 35) and (23.9, 37), respectively, and a
latency of 4 cycles. Other implementations can be found with this latency, corresponding
to different bindings.

Consider now the schedule shown in Figure 4.4. We consider only one binding,
corresponding to one resource per type. Two five-input multiplexers are required. As-
suming that their area is 0.5 unit and their delay is 5 nsec, such an implementation would
require an area of 8 units and cycle-time of 40 nsec. Figure 4.11 shows the points in the
design evaluation space considered above,

4.6 DATA-PATH SYNTHESIS

Data-path synthesis is a generic term that has often been abused. We distinguish here
data-path synthesis techniques at the physical level from those at the architectural
level. The former exploit the regularity of data-path structures and are specific to
data-path layout. The latter involve the complete definition of the structural view
of the data path, i.e., refining the binding information into the specification of all
interconnections. To avoid confusion, we call this task cornectivity synthesis.
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Physical synthesis algorithms go beyond the scope of this book. We would like
to mention that different approaches have been used for data-path design, according
to different design styles, namely bus-oriented, macro-cell-based or array-based data
paths. In the first case, a data-path generator constructs the data path as a stack
of bit slices according to a predefined pattern. An example is the bus-oriented data
path synthesized by the Syco compiler [7], which has an architecture similar to the
M68000 processor. Macro-cell-based data paths are typical of DSP circuits. Module
generators are used to synthesize the resources that then need to be placed and wired.
This method has been used by the CATHEDRAL-II compiler [8]. This approach is
more flexible than using bus-oriented data-path synthesis with respect to the choice
of a resource set, especially when application-specific resources are needed (e.g.,
arithmetic operators with non-standard word lengths). Unfortunately, this style leads
often to a less efficient wiring distribution. Eventually, in the case of array-based
data paths, logic and physical synthesis techniques are applied to the data path. Thus,
the data path is treated no differently than other portions of the design. In general,
bit-sliced data paths consume less area and perform better than data paths designed
in a macro-cell-based or array-based style. The difference in performance may be
thought to be small, as compared to manual design, when data-path optimization is
used.

Data-path connectivity synthesis consists of defining the interconnection among
resources, steering logic circuits (multiplexers or busses), memory resources (registers
and memory arrays), input/output ports and the control unit. Therefore a complete
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binding is required. Problems related to the optimal binding of resources, registers,
internal memory arrays and busses are described in Chapter 6. Connectivity synthesis
refines the binding information by providing the detailed interconnection among the
blocks. For example, the inputs, outputs and controls of the multiplexers have to be
specified and connected.

Example 4.6.1. Figure 4.12 shows a refined view of the data path of the differential
equation integrator with one muitiplier and one ALU. It shows explicitly the intercon-
nection of the multiplexers.

Note that the data format needs to be specified at this step to associate a word
size with the registers, multiplexers and their interconnections. For simplicity, we have
used one register to store the constant 3. Obviously, once the data format is chosen, this
register can be changed into a hard-wired implementation.

The connections to the inputfoutput ports are not shown. Additional two-input
multiplexers are required to load registers x. ¥, u, dx, 4 with input data. The output port
is connected to register y.

The connections to the control vnit are the enable signals for all registers, the
selectors of the multiplexers and a control signal for the ALU selecting the operation
to be performed among (+, —, <). The data path returns signal ¢ to the control unit,
detecting the completion of the iteration.

Data-path connectivity synthesis specifies also the interconnection of the data

path to its environment through the input/output ports. Interfacing problems arise when
the environment is not synchronous with the data path being synthesized. Notable
examples are interfaces to asynchronous circuits and to synchronous circuits with
different cycle-times. Borriello proposed models and alggrithms for the synthesis of

REGISTERS

---- enables

< mux controls

o - - ALU control (+,—,<)
* ALU
I -
— l :
DATA PATH CONTROL UNIT

FIGURE 4.12
Structural view of the differential equation integrator with one multiplier and one ALU.
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interface transducers. He specified (timing-constrained) interface problems by means
of evenr graphs, showing dependencies among operations and events. We refer the
reader to references [3, 4] for details.

The data path may include multi-port memory arrays, called also register files.
Such arrays are dealt with as macro-cells, characterized by the word size and by
the number of ports for reading and writing. An optimal usage of a memory array
requires assigning data transfers to and from the array to the ports.-Algorithms for
this task are described in Section 6.2.4. Connectivity synthesis consists of specifying
the interconnection between the ports of the memory array and the other data-path
elements, e.g., resources and multiplexers. External memories are accessed through
the circuit ports. The specific nature of the memory chip being used dictates the nature
of the interface circuit required.

The interface to the control circuit is provided by the signals that enable the
registers and that control the steering circuits (i.e., multiplexers and busses). Sequential
resources require a start (and sometimes a reset) signal. Hence the execution of each
operation requires a set of activation signals.

In addition, the control unit receives some condition signals from the data path
that evaluate the clauses of some branching and iterative constructs. Condition signals
provided by data-dependent operations are called completion signals. The ensemble
of these control points must be identified in data-path synthesis.

Example 4.6.2, Figure 4.12 shows the interconnection between the data path and the
control unit. Specifically, activation signals are the register enables, the ALU control,
and multiplexer controls. The completion signal ¢ is provided by the ALU.

Consider, for example, the execution of operatien vy in the sequencing graph of
Figure 4.2, computing x + dx and storing the result in register ;. It requires controlling
the multiplexers feeding the ALU and register r, setting the ALY control signal to
perform an addition and enabling register r|. The ensemble of this signal constitutes the
activation signals for operation vq.

4.7 CONTROL-UNIT SYNTHESIS

We consider in this section synthesis of control units. We assume that there are ny,,
activation signals to be issued by the control unit and we do not distinguish among their
specific function (e.g., enable, muitiplexer control, etc). From a circuit implementation
point of view, we can classify the control-unit model as microcode based or hard
wired. The former implementation style stores the control information into a read-
only memory (ROM) array addressed by a counter, while the latter uses a hard-
wired sequential circuit consisting of an interconnection of a combinational circuit
and registers. From a logic standpoint, synchronous implementation of control can
be modeled as a finite-state machine. Both implementation styles can be modeled as
such, because a read-only memory and a synchronous counter behave as a finite-state
machine as well as an interconnection of combinational logic gates and synchronous
registers. It is important to remark that a synthesized microcoded control unit is not
reprogrammable, i.e., the microcode-based implementation is a way of storing the
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control information in an organized fashion (e.g., in a memory array) but without
support for modifying it.

The techniques used for control synthesis vary. We comment here on the major
schemes that have been used. We consider first non-hierarchical sequencing graphs
with data-independent delay operations. We extend then the techniques to cope with
hierarchical graphs and eventually to unbounded-latency graphs. The reason for the
choice of this sequence in presenting the control synthesis issues is as follows. Con-
trol synthesis for non-hierarchical graphs with data-independent delays requires the
specification of the activation signals only. Hierarchical graphs, modeling branching
and iteration, must also take into account the branching condition signals. Control
units for unbounded-delay operations require handling the completion signals as well
as the others. Therefore we shall analyze control synthesis methods for increasingly
complex models.

It is important to note that control units for sequencing graphs with data-
dependent bounded delays can be synthesized by considering the delays as data-
independent and equal to their upper bounds. Then, the corresponding sequencing
graph entities can be padded with finite-delay No-Operations to fit the upper bounds,
Alternatively, if the operations provide a completion signal, they can be handled as
unbounded delay operations. The second choice corresponds to a more complex con-
troller but also to a circuit with better average performance.

Example 4.7.1. Consider, for example, a branch into two equally probable tasks, with
delays equal to 1 and 2 units, respectively. Assume the branch is on the critical path. If
the branch is considered as a data-independent delay operation and the upper bound on
the delays is used, then the branch will always take 2 uniis of delay. Conversely, if the
immediate successors to the branch can start upon the assertion of its completion signal,
then the branch will take on average 1.5 units,

4.7.1 Microcoded Control Synthesis for
Non-Hierarchical Sequencing Graphs with
Data-Independent Delay Operations

A microcoded implementation can be achieved by using a memory that has as many
words as the latency A. Each word is in one-to-one correspondence with a schedule
step. Therefore the ROM must have as many address bits as n;; = [log, A]. A
synchronous counter with np,;, bits is used to address the ROM. The counter has a
reset sigpal that clears the counter so that it can address the first word in memory
corresponding to the first operations to be executed. When the sequencing graph
models a set of operations that must be iterated, the last word of the schedule clears
the counter. The counter runs on the system clock. The only external control signal
provided by the environment is the counter resef. By raising that signal, the overall
circuit halts and resets. By lowerning it, it starts execution from the first operation.
There are different ways of implementing a microcoded memory array. The
simplest way is to associate the activation signals of each resource to 1 bit of the
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word. This scheme is called horizontal microcode, because the word length n,,, is
usually much larger than A and the ROM has a width larger than its height.

Example 4.7.2. Consider the scheduled sequencing graph of Figure 4.3 and assume a
binding with dedicated resources and registers. Hence the activation signals control the
register enables. (The ALU’s control signals are fixed, because the resources are dedi-
cated.) Therefore we can assume that there are as many activation signals as operations,
L&, flae = Nops = k1. Then, a 2-bit counter driving a ROM with four words of 11 bits
suffices, as shown in Figure 4.13.

A fully vertical microcode corresponds to the choice of encoding the n,,., ac-
tivation signals with [log, n,.| bits. This choice reduces drastically the width of
the ROM. Two problems arise in conjunction with choosing a vertical microcode
scheme. First, decoders are needed at the ROM output to decode the activarion sig-
nals. Such decoders can be implemented using other ROMs and the scheme is then
called two-stage control store (micro-ROM and nano-ROM). The second problem re-
lates to the operation concurrency. A word corresponding to a schedule step may need
to activate two or more resources. But this may be impossible to decode, unless code
words are reserved for all possible n-tuples of concurrent operations. Vertical control
schemes can be implemented by lengthening the schedule (i.e., renouncing to some
concurrency) or by assuming that multiple ROM words can be read in each schedule
step.

Example 4.7.3. Consider again the scheduled sequencing graph of Figure 4.3 and assume
a dedicated binding. For the sake of simplicity, assume again that there are as many
activation signals as operations and that they are encoded with the 4-bit hinary encoding
of the operation identifier. Figure 4.14 can be interpreted in two ways. First, the operations
are serialized and the latency is now 11. Second, multiple words can be read in a cycle.
For example, the first five words could be read during the first control step.

4.7.2 Microcoded Control Optimization
Techniques*

it is possible to encode the activation signals in ways that span the spectrum of
choices between the horizontal and vertical schemes. A common microcode opti-
mization approach is to search for the shortest encoding of the words, such that full
concurrency is preserved. This problem is referred to as a microcode compaction

Address Microwords

00} [11000101010
01]]o010001010t
10| [ 00010000000
Reset | 11] 00001000000

Acti t'+ ianal FIGURE 4.13
ounter cltvation signats Example of herizontal microcode.
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Microwords

000G1
6010
0110
1000
1010

0011
0111
1001
1011

100
0101

f

Decoder

‘ FIGURE 4.14
Activation signals ~ Example of vertical microcode.

problem and is intractable. This problem can be approached by assuming that the
words are partitioned into fields and that operations are partitioned into corresponding
groups (i.e., each group is assigned to a field). Operations in each group are vertically
encoded. The partition into groups is done so that no pair of operations in each group
is concurrent. Therefore full concurrency is preserved while retaining local vertical
encoding, -

A heuristic approach to find the optimal partition is to minimize the number of
groups. Then, the partition can be done by considering a conflict graph, where the
vertices correspond to the operations and the edges represent concurrency. A minimum
vertex coloring of that graph yields the minimum number of fields that are needed.
Minimum coloring, though intractable, can be computed by the algorithms shown in
Section 2.4.3. This method, proposed by Schwartz, minimizes the number of fields
and equivalently the number of decoders, but not necessarily the number of word
bits. '

An alternative approach, proposed by Grasselli and Montanari, is to model the
problem as a compatibility graph, which is the complement of a conflict graph. Then a
solution method can be cast in terms of a weighted clique partitioning problem, where
the cliques represent classes of compatible operations and the weight relates to the
number of bits required. By minimizing the total weight, instead of the clique cover
number, a minimum-width ROM can be derived. We refer the reader to reference [1]
for the details.

Example 4.7.4. Counsider again the scheduled sequencing graph of Figure 4.3 and assume
a dedicated binding and as many activation signals as operations. Let us partition the mi-
croword into five fields and the operations into four groups: {v,, vs, va}; {v2}; {ve, v7, v5};
{ug, vo}; fvie. v11). Note that the operations inside each group are not concurrent and
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Microword format

[alefc]po]e]

Microwords
o1j1({o1fo1] 01
10j0fl1 O EOI 1O
L1 j0(00)00] OO
o0jof11|]00| 00

E

1,3,4 2 6,7,5 8,9 10,11  FIGURE 4.15
Activation signals Example of encoded microwords using five fields.

therefore every group can be encoded vertically, as shown in Figure 4.15. The encoding
is as follows:

Field Operation Code

A U] 01
A vy 10
A U4 11
B v 1
C v 01
C v7 10
C s 11 -
D g 01
D ) 10
E Pg 01
E v 10

Note also that null fields (i.e., alt O entries in a field) denote that no operation in the group
is activated in that particular control step. This encoding requires 9 bits (instead of 11 of
the horizontal encoding and 4 of the vertical encoding) but preserves full concurrency,

4.7.3 Hard-Wired Control Synthesis for
Non-Hierarchical Sequencing Graphs with
Data-Independent Delay Operations

The synthesis of a Moore-type finite-state machine from a scheduled sequencing graph
is ‘straightforward. Indeed, such a machine has as many states as the latency A (i.e.,

schedule length), and the state set § = {s; { = 1,2, ..., A} is in one-to-one corre-
spondence with the schedule steps. State transitions are unconditional and only among
state pairs {5, 5,41); { = 1,2,..., (A — 1). If the schedule requires a repetitive exe-

cution, then an unconditional transition (s;, 51) is added. Conditional transitions into
s1 from all other states, controlled by a reser signal, provide the start and reset ca-
pability. (Alternatively, an idle state 5o and transitions (s;, 59),(sg, §1) can be added,
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the latter controlled by a srart signal. Transitions into sy are controlled by a different
reset signal.)

The output function of the finite-state machine in each state 5;; 1 = 1,2, ..., A,
activates those operations whose start time is 5. More specifically the activation signal
for the control point k,k = 1,2,...,n., in state s;; I = 1,2,...,}, is &, where
8; ; denotes a Kronecker delta function. A hard-wired control unit can be obtained by
synthesizing the finite-state machine model using standard techniques (see Section 9.2)
and in particular by encoding the states and by implementing the combinational logic
in the appropriate style (e.g., sparse logic, PLA).

Example 4.7.5. Consider again the scheduled sequencing graph of Figure 4.3. The state
transition diagram of the finite-state machine implementing a hard-wired control unit is
shown in Figure 4.16. The numbers by the vertices of the diagram refer to the activation
signals.

4.7.4 Control Synthesis for Hierarchical
Sequencing Graphs with Data-Independent Delay
Operations

Hierarchical sequencing graphs represent model calls, branching and iteration through
the hierarchy. In this section, we assume that the graphs have bounded latency, and
therefore each vertex has a known, fixed execution delay.

Let us consider first model calls and their control implementations, We assume
that every sequencing graph entity in the hierarchy has a corresponding local con-
trol unit, called a control block. Each control block has jts own acrivation signal,
which controls the stepping of the counter (in microcode-based implementations) or
the finite-state machine transitions as well as enables the activation signals at the
corresponding level in the hierarchy. Therefore, raising the actrivarion signal for a
control block corresponds to executing the related operations. Lowering the activa-
tion signal corresponds to halting all related operations. We assume that each control
block resets itself after having executed the last operation. All control blocks can be
reset.

The hierarchical control implementation can be achieved as follows. The ex-
ecution of a link vertex corresponding to a model call is translated to sending an
activation signal to the corresponding control block. That signal is asserted for the

reset

FIGURE 4.16
Example of state diagram for hard-wired control.
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Example of interconnecting a hierarchical control structure.

duration of execution of the called model, i.e., as long as its local latency. Note that
the control block of the calling model continues its execution, becanse the model call
is in general concurrent with other operations. An example is shown in Figure 4.17.

The interconnection of the control blocks corresponding to the different sequenc-
ing graph entities in the hierarchy can be done regardless of the implementation style
(e.g., microcode or hard wired) as long as the activation signal is provided. The acti-
vation signal of the root block can be used to start the overall circuit. Alternatively,
this signal can always be asserted and the circuit can be started by pulsing the reset
line. Note that the call to (and return from) a model does not require an additional
control step with this scheme.

Let us consider now branching operations. A branch is represented in the hier-
archical sequencing graph model by a selective model call, controlled by the branch
condition clause. Therefore, a straightforward implementation can be achieved by ac-
tivating the control blocks corresponding to the branch bodies by the conjunction of
the activation signal with the branch condition clause value, as shown in Figure 4.18.
For this control scheme to be correct, we must assume that the branching clausé value
does not change during the execution of the branch itself. Therefore, the value of the
clause may have to be temporarily stored.

The control for an iteration link vertex can be done in a similar way. The
loop body can be seen -as a model call that is repeated a finite and known number
of times. (Data-dependent iteratton will be considered in Section 4.7.4.) Since we
already assume that each control block resets itself when all operations have finished
execution, it suffices to assert the activation signal for the loop body control block as
long as the iteration has to last. Recall that the latency of an iteration link vertex is
the product of the loop body latency times the number of executions. This number,
which in this case is known at synthesis time, is the duration of the activation signal.

The overall control unit may be lumped into a single ROM or finite-state ma-
chine, according to the desired implementation style.



ARCHITECTURAL SYNTHESIS

E reser '

! e '

E condition CONTROL :I act

. BLOCK

E act ;

1 —— .

E CONTROL | act :

E BLOCK

' reset .

5 CONTROL |  acr

; BLOCK [ |

) reser E
CONTROL UNIT DATA PATH

FIGURE 4.18

Example of interconnecting a hierarchical control structure.
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Example 4.7.6. Consider now the complete differential equation integrator, as described
in Example 1.5.3. Assume that the data path is required to have at most two mult-
pliers and two ALUs, as shown in Figure 1.14. We show next a specification of the
control unit, as synthesized by a computer program. The control unit is specified as
a synchronous logic network (see Section 3.3.2), where the keyword “@D” denotes
a delay-type register.

model control;
.inputs CLK reset c

.outputs

H

sl s2 s3 s4 s5 s6
51s3 5283 s2s4 s1s2s3 sls3sd s2s53s4
s1ls5s86 s2s54s8556 s2s3s456 s3s4s5sh

## state machine

sl _in
s2_in
s3_in
sd4_in
85 _in
7.
sb_1in

sl =
s2 =
s3 =
54 =
55 =
86 =

= reset + s6
= {81 + ¢ 55}
= {s2) reset’
= (s83) reset’
= (s4) reset’

= {c’ s5)

@D(sl_in,
2Di{s2_in,
@D ({s3_in,
@D(sd_in,
@ni{sb_im,
@D{sb_in,

reset”’

CLK)
CLK)
CLK}
CLK)
CLK)
CLK}

reset’ ;

i
i

i

H
i
H
i
i

’

H

HH oK o o H o

r

read inputs
first step of
second step
third step
fourth step
write outputs

loop
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## signals needed for muxing data

s5is3 = sl + 83 ;

$253 = 52 + &3

s2s8d4 = s2 + s4 ;

518253 = 51 + 52 + s3

slsdsd = 81 + 83 + s4 ;

5ls5s6 = 51 + 85 + s6 ;

s283ed = 82 + 83 + s4 ;
52838456 = s2 + &3 + 84 + sS&
525455586 = 82 + 84 + 8% + 86 ;
53s4s5s6 = 53 + s4 + 85 + g6 ;
.endmodel control ;

4,7.5 Control Synthesis for Unbounded-Latency
Sequencing Graphs*

Unbounded-latency sequencing graphs contain unbounded-delay operations that pro-
vide completion signals to notify the end of execution. We shall assume that the
completion signal is raised during the last cycle of execution of an operation, so that
no control step is wasted in detecting a completion and starting the successor opera-
tions. Similarly, the control unit of the implementation of an unbounded-latency graph
is assumed &0 provide its own completion signal to denote the end of execution of all
operations. This completion signal is used when composing control blocks to form a
hierarchical controller.

We mention here three approaches for synthesizing control units for unbounded-
latency graphs. The first one is the clustering method. It clusters the graph into
bounded-latency subgraphs, as previously shown in Example 4.3.9. The number of
clusters depends on the number of unbounded-delay operations. The method is efficient
(in terms of control-unit area) when this number is small. Control implementations
can be in terms of microcode-based or hard-wired styles. The second approach, called
adaptive control synthesis, is reminiscent of some control synthesis techniques tor
self-timed circuits. It leads to a hard-wired implementation and it is efficient when
the number of unbounded-delay operations is high. The third method is based on a
particular scheduling technique called relative scheduling and uses an interconnection
of relative control units, mentioned briefly in Section 5.3.4 and described in refer-
ence [10].

Let us consider the clustering method first. Bounded-latency subgraphs can be
extracted by using the following procedure. Consider the unbounded-delay vertices in
the graph one at a time, in a sequence consistent with the partial order represented by
the graph itself. Let § C V be the subset of vertices that are neither unbounded-delay
vertices nor their successors. Then the subgraph induced by S can be made polar by
adding a sink vertex representing a No-Operation and edges from the vertices in §
with no successors to the sink. This subgraph can be scheduled and its control unit
can be generated with a microcoded or hard-wired style. The vertices S can then be
deleted from the graph and the unbounded-delay vertex under consideration replaced
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by a No-Operation that is now the source vertex of the subgraph induced by the
remaining vertices.

A synchronizer is added to the control unit in correspondence to the unbounded-
delay vertex previously under consideration. The synchronizer is a control primitive
that can be implemented by a simple finite-state machine. (See Section 3.3.3.) The
synchronizer takes as input the completion signal of the controller of the subgraph
Just extracted and the completion signal of the unbounded-delay operation itself. The
synchronizer issues an activation signal to the controller of the subsequent operations,
The synchronizer memorizes the arrival of both completion signals into two indepen-
dent states. The activation signal is asserted either in coincidence of both completion
signals or when one completion signal is received and the finite-state machine is in
the state that memorizes the arrival of the other one at some previous time step.

Example 4.7.7. Consider the graph of Figure 4.8 (a). Let § be equal to {vy, v;}. The
subgraph induced by § is shown in the upper part of Figure 4.8 (c), where the added edge
(v2, v,) and the replacement of v, by a No-Operation sink vertex makes the subgraph
abide the sequencing graph definition. The subgraph can then be scheduled and its control
unit built. After deleting {v, v2, v,} the remaining cluster has only vertex vs, and its
schedule and control block can be easily synthesized. The overall hard-wired control
implementation is described by a state transition diagram in Figure 4.19. The shaded
area on the upper left controls operations of the cluster {v,, v;}. The shaded area on the
right is a synchronizer circuit that operates as follows. Its reset state is 5,. A transition
s« — 5, is caused by the completion of the controller of the first cluster, while a
transition s, — s, is caused by the completion of the unbounded-delay operation. When
the synchronizer is in s, (or in s.) and the completion of the unbounded-delay operation
(or of the controller of the first cluster) is detected, the synchronizer issues the activation
signal and goes to state s;. If the two completion signals are simultaneous, there is a
state transition s, — s, and the activation is asserted.

The adaptive control synthesis scheme provides a method for constructing a
hard-wired control unit in a regular and modular fashion [10]. The controller is the
interconnection of basic primitives, called atomic finite-state machines. There is an
atomic finite-state machine in correspondence to each vertex of the sequencing graph,
regardless of the boundedness of the corresponding delay. No-Operations and op-
erations that do not require a control step for execution (e.g., some combinational
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FIGURE 4.19
State transition diagram for a sequencing graph with two clusters and a synchronizer,
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operations) have simpler, degenerate finite-state machines. The overall interconnec-
tion of the atomic finite-state machines is a finite-state machine itself that can be
implemented as a single control unit or distributed.

The rationale of adaptive control is that any operation can start executing as soon
as all its immediate predecessors have completed. In the case of concurrent hardware
synthesis, as in our case, we must memorize the completion of an operation, because
the completion of two (or more) immediate predecessors may not be simultaneous.
Therefore, two states are associated with each operation. Thus each atomic finite-state
machine has two states, corresponding to one storage bit. The first state is called ready,
and it denotes that either the operation is ready for execution or it is executing. The
second state is called wait, and it denotes that the operation has finished execution.

Each atomic finite-state machine communicates with the corresponding operation
in the data path via the activation and complerion signals, It communicates with the
other atomic finite-state machines by means of two other signals: an enable that notifies
that the corresponding operation can start execution and a done signal that is raised
when the operation has completed its execution. The state transitions in the atomic
finite-state machine are defined as follows. A transition from the ready state to the
wait state is triggered by the completion signal of the corresponding operation. The
reverse transition is in response to the reser signal or to the completion signal of the
control block, which is the done signal of the sink operation, An atomic finite-state
machine is shown in Figure 4.20 and the transitions are summarized in Table 4.1.

The atomic finite-state machines are interconnected with the same topology as
the sequencing graph. In particular, the enable signal for an atomic finite-state machine
is the conjunction of the done signals of its immediate predecessors. The activation
signal is asserted when the atomic finite-state maching is in the ready state and the
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FIGURE 4.20
Atomic and degenerate finite-state machine.
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TABLE 4.1
State transitions and outputs from an
atomic finite-state machine.

ready — wait .
wait = ready :
activation :
done :

completion - (done, + resetY
done, + reset

ready - enable

wait + ready - completion

enable signal is detected. The done signal is true when the atomic finite-state machine
is in the wait state or when it is in the ready state and the completion signal is detected.

Degenerate finite-state machines are associated with operations that do not re-
quire a control state. Such machines have no state information, and their done signal
is equivalent to their enable, computed as in the previous case. The activation signal
is equivalent to enable and the completion signal is not used.

Example 4.7.8. An example of a sequencing graph and its adaptive control scheme is
shown in Figure 4.21. For the sake of the examnple, we assume that the adders take one
cycle to execute, and therefore their completion signal is raised in the eycle they execute.
In this example, the multipiier uses a multiplication algorithm based on repeated additions
of partial products with a Booth enceding scheme. It is a data-dependent operation, and
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A sequencing graph and its adaptive control implementation,
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it raises its own completion signal. The source and sink operations are No-Operations,
and their atomic Anite-state machines are degenerate.

The control unit corresponding to a sequencing graph has two interface signals,
in addition to the reser, namely the enable of the atomic finite-state machine of the
source vertex (enabley) and the done of the atomic finite-state machine of the sink
vertex (done,). Synthesis of hierarchical controllers can be achieved by using the
techniques presented in Section 4.7.4. In particular, model calls can be achieved by
connecting the activation signal of the calling control block to the enabley entry
point and the done, signal to the completion entry. This scheme can be extended to
handle branching constructs by controlling the enabley signals of the branches by the
conditional clause. Extension to iterative constructs, including data-dependent loops.
is also possible with this scheme. The loop exit clause controls the repeated call to
the loop body. Therefore, the enabley signal of the loop body is asserted when the
iteration can be started and it remains so as long as the exit condition is not met. Two
important considerations must be highlighted. First, the adaptive scheme provides
automatically for repeated execution of the operations in a sequencing graph, because
the completion of the sink operation resets all atomic finite-state machines. Therefore,
the loop body is automatically restarted. Second, the loop exit condition must be
evaluated at the loop boundary to avoid premature exit from a loop. Therefore, the
loop exit condition must be temporarily stored.

The control synthesis of arbitrarily nested sequencing graphs can be achieved
with no execution delay penalty in transferring control across the hierarchy. This is
a desirable feature, because the control unit should never increase the circuit latency
determined by the data path. A requirement in satisfying this goal is that the completion
signals done, are asserted during the last execution step of the controller for each
graph in the hierarchy. .

The actual implementation of the adaptive scheme requires other considerations,
such as the clocking choice for the data path and control. When the data path and
control operate on the same phase of the clock, look-ahead techniques may be required
to ensure that the done, signal is raised on time. Consider, for example, a sequencing
graph at some level of the hierarchy whose last operation is a data-dependent branch.
The two branches are a No-Operarion and an operation requiring a finite number of
steps. Then, the branch clause should be used directly to determine the completion
signal, because the selection of a No-Operation must correspond to an immediate
transfer of execution 1o the control block at the higher level of the hierarchy. We
refer the interested reader to reference [10] for the details of an adaptive scheme
that incorporates look-ahead techniques and that guarantees no performance penalty
in conjunction with control transfers and unbounded-delay operations.

4.8 SYNTHESIS OF PIPELINED CIRCUITS

Pipelining is a common technique to enhance the circuit performance. In a pipelined
implementation, the circuit is partitioned into a linear array of stages, each executing
concurrently and feeding its results to the following stage. Pipelining does not affect
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the latency of the computation, but it may increase the input/output data rate, called
throughput.

Pipelining has been applied to instruction set and to signal/image processors.
Pipeline design is more challenging in the former case, because it must support ef-
ficient execution of different instruction streams. Conversely, pipelined DSP design
may be simpler, because often the processor is dedicated to an application.

At the time of this writing (1993), synthesis techniques for pipelined circuits are
still in their infancy. Few techniques for synthesizing pipelined data paths have been
proposed, under some limiting assumptions such as constant data rates. Unfortunately,
efficient instruction set processor design requires handling variable data rates as well
as a variety of other issues, such as stage bypasses, hazard analysis and support
for controlling the pipeline by allowing stalling and flushing. As a result, present
synthesis techniques are not yet applicable to the design of competitive instruction set
processors, although they have been applied successfully to some DSP designs.

Some ad hoc representation paradigms have been developed for pipelined cir-
cuits. For example, pipelined circuits can be specified by modeling each stage inde-
pendently as well as the stage interfaces and the synchronization mechanisms. This
corresponds to providing a mixed structural/behavioral circuit model that may pre-
clude architectural optimization of the circuit as a whole. In particular, the number of
stages is prescribed.

We consider here a simplified model for pipelined circuits that supports archi-
tectural optimization. Circuits are modeled by pipelined sequencing graphs where the
source vertex is fired at the throughpur rate. The inverse of this rate, i.e., the time
separation between two successive firings of the source vertex, normalized to the
cycle-time, is called a data introduction interval and is represented by 8g. The data
introduction interval is smaller than the latency. In the limiting case that the data
introduction interval equals the latency, the circuit no more performs operations in a
pipelined fashion but just restarts after the last operation. With this model, the number
of stages of a pipelined circuit is the rounded-up quotient of the latency to the data
introduction interval.

Example 4.8.1, Consider the sequencing graph of Figure 4.2. Assume that the operations
have unit execution delays and that the number of resources is not constrained, so that a
latency of 4 cycles can be achieved. ’

For 8 = 2, input and output data are requested and made available at every other
cycle. Figure 4.22 shows the sequencing graph partitioned into two stages.

The repetitive execution of the operations of Figure 4.2 in a non-pipelined mode
corresponds to &, = 4. Note that halving &, corresponds to doubling the throughput for
the same latency.

The design objectives of pipelined circuits are four: area, latency, cycle-time,
throughput. Architectural exploration and optimization relate to determining the trade-
off points in the corresponding four-dimensional space. Most approaches consider the
sequences of problems derived by choosing particular values of the data introduc-
tion interval and of the cycle-time (hence determining implicitly the throughput) and
a search for the optimal (area, latency) trade-off points. In the case of resource-
dominated circuits, the trade-off curve can be computed as the solution to minimum-
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Pipelined sequencing graph partitioned into two stages. (The source and sink vertices have been omitted.)

latency scheduling problems, under constraints on the resource usage and the data
introduction interval. This approach is justified by the fact that the choices of data
introduction interval and cycle-time are limited in number due fo environmental con-
straints.

Example 4.8.2. Consider again the sequencing graph of Figure 4.2. The assumptions
of Example 4.4.1 still hold (including the bound on area of 20 units) and the circuit
is considered here as resource dominated. Assume a cycle-time of 40 nsec, so that all
resources have unit execution delay.

Assume first & = 1. Hence the throughput is 25 MHz. All operations must have
dedicated resources, yielding an area of 36 units, violating the bound. A latency of 4
cycles can be achieved by the schedule of Figure 4.22.

Consider then d; = 2. Hence the throughput is 12.5 MHz. We can construct
a schedule with latency of 4 cycles, requiring three multipliers and three ALUs (area
= 19), as will be shown in detail in Example 5.6.4. {Recall that we assign-1 unit of
area to the control unit, as done in previous examples.) Implementations with larger
resource usage are not Pareto points; implementations with smaller resource usage are
incompatible with the data introduction interval constraint.

For 83 = 4 the circuit is not pipelined. The area/latency trade-off points are those
shown in Figures 1.15 and 4.9. Points of the design evaluation space are shown in
Figure 4,23,

The scheduling and binding problems are more complex in the case of pipelined
circuits, because each operation may be executing concurrently with its predecessors
and successors. Lower bounds on the resource usage are also induced by the constraints
on the data introduction interval. Algorithms for scheduling pipelined circuits will be
described in Section 3.6 and considerations for binding in Section 6.7.
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Design evaluation space: some area/latency trade-off points for values of the pair (cycle-time, data intro-
duction interval). Note that (1,2) is not a Pareto point.

Data-path synthesis for pipelined circuits can be achieved by means of the same
techniques used for non-pipelined circuits. Synthesis of control units for pipelined data
paths with fixed data rates (hence involving operations with data-independent delays)
can be achieved by extending the techniques shown in Sections 4.7.1 and 4.7.3.

Example 4.8.3. Consider the example shown in Figure 4.22. For §; = 2 there are two
control steps. Assume resources are dedicated. The controller will activate the resources
scheduled in each step of both stages concurrently. Namely, the first control state (or
microword) will activate operations {v;, vs, vg, Vs, V0. vy}, the second state operations
{vs, v7, v, vy, ws).

In the general case, when considering pipelined circuits with variable data rates
and/or data-dependent delays (that may require stalling the pipeline), synthesis and
even estimation of the control unit is much more complex. Architectural exploration
of pipeliped circuits becomes even harder, when general circuits (not necessarily
resource dominated) are considered. Synthesis and optimization of pipelined circuits
with advanced features is still the subject of ongoing research.

4.9 PERSPECTIVES

Architectural synthesis provides a means of constructing the macroscopic structure
of a circuit, starting from a behavioral model, while exploring the trade-off among
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the figures of merit. The importance of architectural exploration goes beyond its
application in CAD synthesis systems, because it supports a way of reasoning about
multiple objectives in digital design. Thus it is also an important means of analysis
in the design conceptualization phase.

Several CAD synthesis systems are available today that incorporate the ideas
presented in this chapter. Architectural synthesis has shown to be beneficial not only in
producing optimized designs in a short time but also in raising the modeling abstraction
level of digital designers to that of hardware languages.

Dedicated architectural synthesis tools for specific circuit applications have also
been developed, for example, in the area of digital image processing. Whereas specific
architectural synthesis tools can yield higher quality solutions in restrictive domains, as
compared to general purpose architectural synthesis tools, it is not obvious if such tools
should be developed for all major classes of circuits. The debate between supporters
of general purpose HDLs and synthesis tools and those advocating specific ones is
still open today.

Few problems in architectural synthesis have not yet found satisfactory solutions.
Examples are synthesis of pipelined circuits with advanced features and synthesis of
memory subsystems, including automatic partitioning into memory hierarchies, Most
architectural synthesis techniques have considered single-chip implementations. Nev-
ertheless architectural synthesis is very appealing for large-system design, where the
implementation may require several chips, possibly embedding existing components.
Modeling multiple-module circuits and their environmental constraints, as well as
synthesis from these models, is still the subject of ongoing research.
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4.11 PROBLEMS

1.

Consider the sequencing graph of Figure 4.2. Assume you have a resource that performs
the operations {+, —, <, %) in one cycle and that occupies 1 unit of area. Determine the
area/latency trade-off points. Consider the circuit as resource dominated with no overhead.

Consider the sequencing graph of Figure 4.2. Consider a Partial binding of operations
{vy, vz} and {vs, ve} t0 two resources. Draw the sequencing graphs with task serialization
edges corresponding to this binding that resolve the potential conflicts. Rank the sequencing
graphs in terms of minimum latency. Assume all operations have unit delay.

Consider the loop of the differential equation integrator. Assume a word length of 8 bits
in the data path. Consider the binding shown in Figure 4.5. Perform connectivity synthesis
and show a diagram with the detailed interconnection among the building blocks of the
data path. Estimate the area, including resources, multiplexers and registers. (Assume that
the areas of the multiplier and ALU are 5 and 1, respectively, that of a multiplexer is 0.1
unit per input and thar of each register is 0.2 unit.)

Consider the full example of the differential equation integrator. Assume a word length
of 8 bits in the data path. Consider an implementation with one multiplier and one ALU.
Complete the connectivity synthesis sketched in Figure 4.12 by showing all connections in
detail. Construct the state diagram of a finite-state machine controller for the circuit.

. Consider a data path modeled by the following assignments:

a=14+ j; b=k +1; c=a+ b, d=b -n; e =c+m; £ =0c 4+ e;
The only available resource type is a two-input adder. Its delay is 50 nsec. Ignore overflow
problems and assume that the input carry is unused.

Consider the circuit as resource dominated. Determine a minimum-latency schedule
for 100-nsec cycle-time, with the reduction of resource usage as a secondary goal. Deter-
mine then a minimum-latency schedule with two resources, Draw the corresponding data
path showing the resources, registers and multiplexers.
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Assuming that multiplexers have 10-nsec delay, reschedule the operations to meet
the cycle-time constraint.

Consider the following set of scheduled operations:

tl: ol o6 ol0

£t2: 02 o8
£3: ol o8
td: 03 o5
£t5: o4

th: 02 oB
£7: o7 o9

£8: ol olo
t9: o7 o8
£l10: 0%
tll: ob

Draw the operation conflict graph and outline a minimum vertex celoting.

Derive the personality matnx of a microcode ROM for a corresponding control
unit. Use an encoding scheme for the activation signals of the operations that preserves
operation concurrency while reducing its width. Minimize the number of decoders. Report
the encoding of the signals and the ROM.

. Consider the full differential equation integrator. Assume that the ALU executes in one

cycle and that the multiplier uses an iterative algorithm with data-dependent delay. A com-
pletion signal is provided by the multiplier. Assume dedicated resources. Draw a diagram
showing an implementation of the control unit using the adaptive scheme, and derive a set
of logic equations specifying the controller.

Consider the full differential equation integrator. Assume that the ALU executes in one
cycle and that the multiplier uses an iterative algorithm with data-dependent delay. A
completion signal is provided by the multiplier. Assume one multiplier and one ALU are
used. Draw the state diagram of the finite-state machine implementing the control unit,
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SCHEDULING
ALGORITHMS

There’s a time for all things.
Shakesp_gare. The Comedy of Errors.

5.1 INTRODUCTION

Scheduling is a very important problem in architectural synthesis. Whereas a se-
quencing graph prescribes only dependencies among the operations, the scheduling of
a sequencing graph determines the precise start time of each task, The start times must
satisfy the original dependencies of the sequencing graph, which limit the amount of
parallelism of the operations, because any pair of operations related by a sequency
dependency {or by a chain of dependencies) may not execute concurrently.

Scheduling determines the concurrency of the resulting implementation, and
therefore”it affects its performance. By the same token, the maximum number of
concurrent operations of any given type at any step of the schedule is a lower bound
on the number of required hardware resources of that type. Therefore the choice of a
schedule affects also the area of the implementation.

The number of resources (of any given type) may be bounded from above
to satisfy some design requirement. For example, a circuit with a prescribed size
may have at most one floating point multiplier/divider. When resource constraints
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are imposed, the number of operations of a given type whose execution can overlap
in time is limited by the number of resources of that type. A spectrum of solutions
may be obtained by scheduling a sequencing graph with different resource constraints.
Tight bounds on the number of resources correlate to serialized implementations. As
a limiting case, a scheduled sequencing graph may be such that all operations are
executed in a linear sequence. This is indeed the case whcn only one resource is
available to implement all operations.

Area/latency trade-off points can be derived as solutions to constrained schedul-
ing problems for desired values of the cycle-time. As mentioned in Section 4.4, the
area evaluation is just a weighted sum of the resource usage for resource-dominated
circuits. When considering other circuits, an additional component must be taken into
account, corresponding to steering logic, registers, wiring and control area.

In this chapter we medel the scheduling problem and we describe the major
algorithms for scheduling. We consider first sequencing graphs that are not hierar-
chical, hence not modeling branching or iterative constructs, and representative of
the model data flow. Such graphs represent non-pipelined circuit models. We address
unconstrained, timing-constrained and resource-constrained problems by presenting
some algorithms to solve them (Sections 5.3 and 5.4). We consider then the exten-
sions to the full hierarchical model in Section 5.5 as well as scheduling techniques
for pipelined circuits (Section 5.6).

5.2 A MODEL FOR THE SCHEDULING
PROBLEMS

We use in the following sections a non-hierarchical sequencing graph modet, as intro-
duced in Section 3.3.4. We recall that the sequencing graph is a polar directed acyclic
graph G, (V. E), where the vertex set V = {v;; i =0, 1,..., n} is in one-to-one corre-
spondence with the set of operations and the edge set E = {(v;. v;); i, j =0, 1,..., 1]
represents dependencies. We recall also that n = n,,,+1 and that we denote the source
vertex by vy and the sink by v,; both are No-Operarions. Let D = {d;; i = 0. 1,..., 1}
be the set of operation execution delays; the execution delays of the source and sink
vertices are both zero, i.e., dp = d, = 0, We assume in this chapter that the delays are
data independent and known. Extensions are described in Section 5.3.4. To be concrete,
we assume a synchronous mono-phase circuit implementation. Therefore the execution
delays are integers representing clock cycles. We denote by T = {t;; i =0,1,..., 1}
the srart time for the operations, i.e., the cycles in which the operations start. We use
often the vector netation t to represent all start times in a compact form. The latency
of the schedule is the number of cycles to execute the entire schedule, or equivalently
the difference in start time of the sink and source vertices: A = t, —#fy. Without loss of
generality, in our examples we assume f, = 1, i.e., the first operations start execution
in the first cycle.

The sequencing graph requires that the start time of an operation is at least as
large as the start time of each of its direct predecessor plus its execution delay, i.e.,
that the following relations hold:

rEn+d Yijo (vj,wm)e K (5.1)
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An unconstrained schedule is a set of values of the start times T that satisfies
the above relation. An unconstrained minimum-latency schedule is one such that its
latency A attains a minimum value, Note that in this case the latency of the schedule
equals the weight of the longest path from source to sink, defined by the execution
delays associated with the vertices. More formally, the unconstrained minimum-latency
scheduling problem can be defined as follows.

Definition 5.2.1. Given a set of operations V with integer delays D and a partial order
on the operations E, find an integer labeling of the operations ¢ : V — Z7 such that
t=ev) > 4+d; Vi j o (v.y) € E and 1, is minimum.

We analyze the unconstrained scheduling problem and its extensions in Sec-
tion 5.3.

Let us consider now the hardware resources that implement the operations. We
assume that there are n,.; resource types, and we denote by function 7 : V —
{1,2,..., R} the unique resource type that implements an operation. A resource-
constrained scheduling problem is one where the number of resources of any given
type is bounded from above by a set of integers {ax; kK = 1,2,. .., nye). Therefore
the operations are scheduled in such a way that the number of operations of any given
type executing in any schedule step does not exceed the bound. The minimum-latency
resource-constrained scheduling problem can be defined more formally as follows.

Definition 5.2.2. Given a set of operations V with integer delays D, a partial order on
the operations E and upper bounds {a; k = 1,2, ..., R}, find an integer labeling of
the operations ¢ : V — Z* such that t; = @(w), ; = ¢, +d; ¥ i, j st (v;,v) € E,
Hvi : T(yy=kand ; <1 < & +d;i}| = a for each opétation type k = 1,2,..., Ny
and schedule step { = 1,2, ..., t,, and ¢#, is minimum.

If all resources are of a given type (e.g., ALUs), then the problem reduces to
the classical multiprocessor scheduling problem. The minimum-latency multiprocessor
scheduling problem is intractable.

53 SCHEDULING WITHOUT RESOURCE
CONSTRAINTS

Before considering the algorithms for unconstrained scheduling, we would like to
comment on the relevance of the problem. Unconstrained scheduling is applied when
dedicated resources are used. Practical cases leading to dedicated resources are those
when operations differ in their types or when their cost is marginal when compared
to that of steering logic, registers, wiring and control.

Unconstrained scheduling is also used when resource binding is done prior to
scheduling, and resource conflicts are solved by serializing the operations that share
the same resource. In this case, the area cost of an implementation is defined before
and independently from the scheduling step.

Eventually unconstrained scheduling can be used to derive bounds on latency for
constrained problems. A lower bound on latency can be computed by unconstrained
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scheduling, because the minimum latency of a schedule under some resource constraint
is obviously at least as large as the latency computed with unlimited resources,

5.3.1 Unconstrained Scheduling: The ASAP
Scheduling Algorithm

The unconstrained minimum-latency scheduling problem can be solved in polynomial
time by topologically sorting the vertices of the sequencing graph. This approach is
called in jargon as soon as possible (ASAP) scheduling, because the start time for
each operation is the least one allowed by the dependencies.

We denote by 15 the start times computed by the ASAP Algorithm 5.3.1, ie.,
by a vector whose entries are {£’;i =0,1,...,n}.

5.3.2 Latency-Constrained Scheduling:
The ALAP Scheduling Algorithm

We consider now the case in which a schedule must satisfy an upper bound on the
latency, denoted by A. This problem may be solved by executing the ASAP scheduling
algorithm and verifying that (5 — ¢3) < A.

If a schedule exists that satisfies the latency bound , it is possible then to explore
the range of values of the start times of the operations that meet the bound. The ASAP
scheduling algorithm yields the minimum values of the start times. A complementary
algorithm, the as late as possible (ALAP) scheduling Algorithm 5.3.2, provides the
corresponding maximum values.

We denote by t© the start times computed by the ALAP algorithm.

The ALAP scheduling algorithm is also used for unconstrained scheduling. In
this case, the latency bound 2 is chosen to be the length of the schedule computed by
the ASAP algorithm, ie, A =5 — 3.

An important quantity used by some scheduling algorithms is the mobility (or
slack) of an operation, corresponding to the difference of the start times computed by
the ALAP and ASAP algorithms. Namely p; = ¢ —¢%; i =0,1,....n.

ASAP ( G,(V,EN{
Schedule vo by setting r{f =1;
repeat {
Select a vertex v; whose predecessors are all scheduled:

Schedule »; by setting rf = max rf +d;;
il u)EE

1
until (v, is scheduled) ;
return (t%);

}

ALGORITHM 5.3.1
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ALAP( G, (V, E}, ) {
Schedule v, by setting t* =3 + I;

repeat {
Select vertex v; whose successors are all scheduled;
Schedule v; by setting t* =  min rI.L —d

Filvi v EE
}
until {vg 1s scheduled) ;
return (t%);
}

ALGORITHM 5.3.2
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Zero mobility implies that an operation can be started only at one given time
step in order to meet the overall latency constraint. When the mobility is larger than

zero, it measures the span of the time interval in which it may be started.

Example 5.3.1. Consider the sequencing graph of Figure 3,12, reported here again

for convenience in Figure 5.1. Assume all operations have unit execution delay. The
ASAP algorithm would set first £§ = 1. Then, the vertices whose predecessors have been
scheduled are {v(, vz, vg, vg, v1o}. Their start time is set to t(f +dyg=14+0=1. And so
on. Note that the start time of the sink t,,s =5, and thus latency is A =5 -1 = 4, An
example ASAP schedule is shown in Figure 5.2 (corresponding to Figure 4.3).
Consider now the ALAP algorithm with A = 4. The algorithm would set first
t,f = 5. Then, the vertices whose successors have been scheduled are {vs, va, v1;). Their
start time is set (0 X — 1 = 4. And so on. An example ALAP schedulc is given in
Figure 5.3.

Y

10

11

FIGURE 5.1
el Sequencing graph.
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TIME 3

TIME 4 [

‘NoP}” FIGURE 52
' ASAP schedule.

By comparing the two schedules, it is possible to deduce that the mobility of
operations {»;;i = 1,2,3,4,5} is zero, i.e, they are on a critical path. The mobility

of operations v and v; is 1, while the mobility of the remaining ones is 2.

The ASAP and ALAP algorithms can be implemented in slightly different ways,
according to the data-structure used for storing the sequencing graph. Their computa-
tional complexity varies accordingly. At best, it matches that of topological sort, ie.,

O(VIED.

53.3.3 Scheduling Under Timing Constraints

The scheduling problem under latency constraints can be generalized to the case in
which deadlines need to be met by other operations, or even further by considering
release times for the operations. The release times and deadlines are nothing but

absolute constraints on the start time of the operations,
A further generalization is considering relative timing constraints that bind the

time separation between operations pairs, regardless of their absolute value. Note that
absolute timing constraints can be seen as constraints relative to the source operation.
_Relative constraints are very useful in hardware modeling, because the absolute

start times are not known a priori. Minimum timing constraints between any two
operations can be used to ensure that an operation follows another by at least a
prescribed number of time steps, regardless of the existence of a dependency between
them. It is often also important to limit the maximum distance in time between two

operations by means of maximum timing constraints. The combination of maximum

and minimum timing constraints permits us to specify the exact distance in time

between two operations and, as a special case, their simultaneity.
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Example 5.3.2. Consider a circuit that reads data from a bus, performs a computation
and writes the result back onto the bus. The bus interface prescribes that the data are
written exactly three cycles after it is read. This specification can be interpreted by setting
a minimum and a maximum {iming constraint of three cycles between the read and the

write operations.
Consider now another circuit with two independent streams of operations that are

constrained to communicate simultaneously to the external circuits by providing two
pieces of data at two interfaces. The cycle in which the data are made available is
irrelevant although the simultaneity of the operations is important. This requirement can
be captured by setting a minimum and a maximum timing constraint of zero cycles

between the two write operations.

We define formally the relative timing constraints as follows.

Definition 5.3.1. Relative timing constraints are positive integers specified for seme
operation pair v, v;;4, j € {0, 1, ..., n}.
« A minimum timing constraint {;; > 0 requires: £; > ; + 1.
* A maximum timing constraint ¥;; > 0 requires: #; < 1, 4+ u;;.
A schedule under relative timing constraints is a set of start times for the oper-
ations satisfying the requirements stated in Definition 5.2.1 and in addition:

t; >t +1; ¥ specified [;; (5.2

4 <t +u;; ¥ ospecified u;; (5.3)

A consistent modeling of minimum and maximum timing constraints can be
done by means of a constraint graph G.(V,, E.), that is, an edge-weighted directed
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graph derived from the sequencing graph as follows. The constraint graph G (V,, E,)
has the same vertex set as G (V, E) and its edge set includes the edge set £. Such
edges are weighted by the delay of the operation corresponding to their tail. The
weight on the edge (v;, v;) is denoted by wy;. Additional edges are related to the
timing constraints. For every minimum timing constraint f;;, we add a forward edge
(vi, v;) in the constraint graph with weight equal to the minimum value, ie., w; =
f;; = 0. For every maximum timing constraint u;;, we add a backward edge (v;, v;)
in the constraint graph with weight equal to the opposite of the maximum value, i.e.,
wy; = —u;; = 0, because t; < #; + w;; implies 4 > ¢; — u;;. Note that the overall
latency constraint can be modeled as a maximum timing constraint A = ug , between
the source and sink vertices.

Example 5.3.3. Consider the example in Figure 5.4. We assume one cycle for addition
and two for multiplication. A minimum timing constraint requires operation vy to execute
at least loy = 4 cycles after operation vy has started. A maximum timing constraint
requires operation v, to execute at most #;; = 3 cycles after operation v; has started.
Note that the constraint graph has a backward edge with negative weight (e.g., —3).

The presence of maximum timing constraints may prevent the existence of a
consistent schedule, as in the case of the latency constraint. In particular, the require-
ment of an upper bound on the time distance between the start time of two operations
may be inconsistent with the time required to execute the first operation, plus possi-
bly the time required by any sequence of operations in between. Similarly, minimum
timing constraints may also conflict with maximum timing constraints.

A criterion to determine the existence of a schedule is to consider in turn each
maximum timing constraint u;;. The longest weighted path in the constraint graph
between v; and v; (that determines the minimum separation in time between operations
v; and v;) must be less than or equal to the maximum timing constraint u;;. As
a consequence, any cycle in the constraint graph including edge (v;, v;) must have
negative or zero weight. Therefore, a necessary condition for the existence of the

TN 0
{NOP' -
Y
TIME
MAX 4
TIME
3 .
N OERO)
,’"“‘:n - ":
INOP} /NOP}

FIGURE 5.4
Example of a constraint graph, with minimum and maximum relative timing constraints.
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schedule is that the constraint graph does not have positive cycles. The condition is
also sufficient, as stated by Theorem 2.4.1 in Section 2.4.1.

The existence of a schedule under timing constraints can be checked using the
Bellman-Ford algorithm, described in Section 2.4.1. It is often the case that the number
of maximum timing constraints is small when compared to the number of edges in
the constraint graph. Then, relaxation-based algorithms like Liao-Wong’s can be more
efficient. When a schedule exists, the weight of the longest path in the constraint graph
from the source to a vertex is also the minimum start time, as shown in Section 2.4.1.
Thus the Bellman-Ford or the Liao-Wong algorithm provides also the schedule.

Example 5.3.4. A schedule for the constraint graph of the Example 5.3.3, satisfying
timing constraints, is given by the following table:

Vertex  Start time

ty
)

h—

v2
b3
vq

S o —

Uy

Note that operation vy is delayed by two cycles when compared to the unconstrained
case. The difference in start times of operations v,, ¥; is two cycles, less than the required
upper bound. The latency is A =1¢1, -1y =6—1=235.

5.3.4 Relative Scheduling* -

We extend scheduling to the case of operations with unbounded delays. We assume
that these operations issue completion signals when execution is finished. We associate
also a start signal to the source vertex, which is also its completion signal (because
the source is a No-Operation), that represents a means of activating the operations
modeled by the graph. The scheduling problem can still be modeled by a sequencing
graph G;(V, E), where a subset of the vertices has unspecified execution delay. Such
vertices, as well as the source vertex, provide a frame of reference for determining
the start time of the operations.

Definition 5.3.2. The anchors of a constraint graph G{V. E) consist of the source vertex
vy and of all vertices with unbounded delay. Anchors are denoted by A C V.

The start time of the operations cannot be determined on an absolute scale in
this case. Nevertheless, the start times of the operations can be computed as a function
of the completion signals of the anchors and of the schedule of the operations relative
to the anchors.

Example 5.3.5. Consider the sequencing graph of Figure 4.8 (a), reported again in Fig-
ure 5.3. There are three operations with known delays vy, v2, v3 and one synchronization
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n FIGURE 5.5
:'Nop‘. Example of a sequencing graph, with a synchronization operation with
O unknown delay.

operation, denoted by a. We assume again one cycle for addition and two for multipli-
cation. The start times of the operations depend on the start time of the source vertex #,
and the completion signal of the synchronization operation. Such a signal arrives at time
t, + d,, where 1, is the time at which the synchronizer is activated and d,, is the unknown
synchronization delay. The start times of v, and v, can be computed with reference to
to- Namely, v can start at fq and v, can start at fp + 2. The third operation can start no
earlier than the synchronization signal at time ¢, + ¢, and no earlier than 7 + 2, i.e., its
start time is max{fy + 2: ¢, + d.].

We summarize now a method, known as relative scheduling [10, 11], to schedule
the sequencing graph relative to the anchors. We require the following definitions.

Definition 5.3.3. A defining path g(a. v;) from a_rlchor a to vertex v; € V is a path in
G,(V, E) with one and only one unbounded weight d,.

Definition 5.3.4. The relevant anchor set of a vertex v; € V is the subset of anchors
R{v;} € A such that ¢ € R(y,) if there exists a defining path p{a, v;).

The defining path denotes the dependency of the operation v; on a given anchor
a. Note that when considering one path only and when anchors are cascaded along
the path, only the last one affects the start time of the operation at the head of the
path. This motivates the restriction to at most one unbounded weight on the path. In
addition, not all relevant anchors may affect the start time of a vertex, Some relevant
anchors may still be redundant for the computation of the start time of a vertex. Let
us denote by |p(a. v;}| the weight of the longest defining path, excluding d,.

Definition 5.3.5. An anchor a is redundant for vertex v; when there is another relevant
" anchor b € R{¥;) such that jp(a, v;)] = |pla, B)| + {p(b, v)].

For any given vertex v; € V, the irredundant relevani anchor set I R(v;) € R{v;)
represents the smallest subset of anchors that affects the start time of that vertex.

Example 5.3.6. Consider again the sequencing graph of Figure 5.5. The relevant anchor
sets are as follows: R(v)) = {w}; R(v2) = {ve}; R(vs) = {vo, v.}. They correspond to
the irredundant anchor sets,
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For the sake of the example, assume that operation v, executes in zero cycles.
Then the source vertex is redundant for v;, because operation vs can never be activated
sooner than the completion time of v,. Hence T R(v3) = {v,}.

The start times of the operations are defined on the basis of partial schedules
relative to the completion time of each anchor in their irredundant relevant anchor sets
as follows. Let ¢7 be the schedule of operation v; with respect to anchor a, computed
on the polar subgraph induced by a and its successors, assuming that @ is the source
of the subgraph and that all anchors have zero execution delay. Then:

= max {t; +d, +1]} (5.4)
aefR(wv;)

Note that if there are no operations with unbounded delays, then the start times
of all operations will be specified in terms of time offsets from the source vertex,
which reduces to the traditional scheduling formulation.

A relative schedule is a collection of schedules with respect to each anchor, or
equivalently a set of offsets with respect to the irredundant relevant anchors for each
vertex. Thus relative scheduling consists of the computation of the offset values ¢ for
all irredundant relevant anchors a € R(v;) of each vertex v;;i =0, 1,...,n. From a
practical point of view, the start times of Equation 5.4 cannot be computed. However,
the offset values and the anchor completion signals are sufficient to construct a control
circuit that activates the operations at the appropriate times, as shown by the following
example.

-

Example 5.3.7. Consider the graph of Figure 5.5. The irredundant relevant anchor sets
and the offset with respect to the anchors vp and a are reported in the following table:

Vertex  Irredundant relevant anchor set  Offsets

v IR(”U,’) tp ta
a [1.‘0] 0

vy {vo} 0

L7 {uvo} 2 -
3 (vp. a} 2 0

A control unit, corresponding to a relative schedule, can be thought of as a set of relative
control blocks, each one related to an anchor of the sequencing graph, and a set of
synchromnizers. Each relative control unit can be implemented by microcode or be hard
wired. Each block implements the schedule relative to an anchor and it is started by
thé corresponding completion signal. Each operation, with two or more elements in its
irredundant relevant anchor set, has a synchronizer circuit that activates the operation
in response to the conjunction of the arrival (past or present} of the relative activation
signals coming from the relative control blocks.

A control unit for the graph of Figure 5.5 is shown in Figure 5.6. For the sake of
the example, the first relative control unit is shown in a microcode-based implementation,
while the second is trivial. Other styles of implementing control units based on relative
scheduling are described in reference [11].
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Example of a control unit, consisting of two relative
control blocks and a synchronizer. The second relative
3 control block is trivial.

RELATIVE SCHEDULING UNDER TIMING CONSTRAINTS.* Scheduling under tim-
ing constraints is more complex in the presence of operations with unbounded delays,
The constraint graph formulation still applies although the weights on the edges whose
tails are anchors are unknown. The definitions of anchor sets and defining paths are
then extended to the constraint graph in a straightforward way.

Also in this case a schedule may or may not exist under the timing constraint.
It is important to be able to assess the existence of a schedule for any value of the
unbounded delays, because these values are not known when the schedule is computed.
For this reason, we introduce the following definitions.

Definition 5.3.6. A constraint graph is feasible if all timing constraints are satisfied when
the execution delays of the anchors are zero.

Feasibility is a necessary condition for the existence of a relative schedule, and
it can be verified by the Bellman-Ford or Liao-Wong algorithm. Unfortunately it is not
sufficient to guarantee the satisfaction of all constraints for all possible delay values
of the anchors.

Definition 5.3.7. A constraint graph is well-posed if it can be satisfied for all values of
the execution delays of the anchors.

Note that well-posedness implies feasibility.

* Example 5.3.8. The graph of Figure 5.7 (a} is ill-posed. Indeed, the maximum timing
constraint bounds from above the time separation between operations v; and v;, while the
time separation between these two operations depends on the unknown delay of anchor
a. Therefore the constraints may be satisfied only for some values of d,, if any at all.

The graph of Figure 5.7 (b) shows two operations in two independent streams, A
maximum timing constraint bounds again from above by the time separation between
operations v; and v;. The constraint graph is ill-posed, because there may be delay values
of anchor g, that would violate the constraint.
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(a) (b} (c)

FIGURE 5.7
Examples of ill-posed timing constraints (a, b) and a well-posed constraint (c).

Let us assume now that the graph of Figure 5.7 (c) admits a schedule for d,, = 0.
Then it is possible to verify that the graph has a schedule for any value of d,,. It is
interesting to note that this graph can be derived from the second one by adding a
sequencing dependency from as to ;.

Relative schedules can be defined only for well-posed graphs. Some feasible
graphs that are not well-posed can be transformed into well-posed ones by serializing
some operations. This transformation can be applied under the assumptions of the
following theorem.

Theorem 5.3.1. A feasible constraint graph G (V,, £} is well-posed or it can be made
well-posed if and only if no cycles with unbounded weight exist in G (V., E.).

Proof. The proof is reported in reference [10].

Example 5.3.9. Refer again to the three graphs of Figure 5.7. The first graph has an
unbounded cycie and cannot be made well-posed. The second graph can be made well-
posed by adding the edge (a2, v;).

Ku developed polynomial-time aigorithms for detecting well-posedness and for
making a graph well-posed (when possible) as part of a comprehensive theory of
relative scheduling [10, 11].

The minimum-latency schedule of an operation with respect to an anchor can be
computed as the weighted longest path from the anchor to the corresponding vertex
when all unbounded delays are set to zero. Therefore the offsets with respect to the
anchors can be computed by repeated applications of the Bellman-Ford or the Liao-
Wong algorithm or by an iterative incremental algorithm presented in reference [10].
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Once the offsets have been computed, the start times of the operations can be derived
by Equation 5.4. We refer the interested reader to [10, 11] for further details.

54 SCHEDULING WITH RESOURCE
CONSTRAINTS

Scheduling under resource constraints is an important and difficult problem. Resource
constraints are motivated by the fact that the resource usage determines the circuit area
of resource-dominated circuits and represents a significant component of the overall
area for most other circuits.

The solution of scheduling problems under resource constraints provides a means
for computing the (area/latency) trade-off points. In practice two difficulties arise.
First, the resource-constrained scheduling problem is intractable, and only approximate
solutions can be found for problems of reasonable size. Second, the area-performance
trade-off points are affected by other factors when considering non-resource-dominated
circuits.

We consider first modeling and exact solution methods for the resource-
constrained scheduling problem. We describe then heuristic algorithms.

5.4.1 The Integer Linear Programming Model

A formal model of the scheduling problem under resource constraints can be achieved
by using binary decision variables with two indices: X = {x;;;i = 0, 1,...,n;] =
1,2,..., % + l}. (The range of the indexes is justified by the fact that we consider
also the source and sink operations and that we start the schedule on cycle 1. We
use the set notation for the variables in X, rather than a matrix notation, because
the expressions based on scalar variables are easier to understand.) The number A
represents an upper bound on the latency, because the schedule latency is unknown,
The bound can be computed by using a fast heuristic scheduling algorithm, such as a
list scheduling algorithm (Section 5.4.3).

The indices of the binary variables relate to the operations and schedule steps
respectively. In particular, a binary variable, x;;, is 1 only when operation v; starts in
step I of the schedule, i.e., I =1;. Equivalently, we can write x; = §, ; by using the
Kronecker delta notation. ,

We denote the summations over all operations as 3, (instead of 37 ;) and

those over all schedule steps as 3, (instead of Zf‘:) for the sake of simplicity. Note
that upper and lower bounds on the start times can be computed by the ASAP and
ALAP algorithms on the corresponding unconstrained problem. Thus x;; is necessarily
zero for I < ¢ or ! > i} for any operation v;; i = 0,1,...,n. Therefore the
o . . . 1t

summations over the time steps { with argument x;; can be restricted to Zf: s for any
i;i=0,1....,n.

We consider now constraints on the binary variables X to model the resource-
constrained scheduling problem. First, the start time of each operation is unique:

Zx,-, =1, i=01,....n (5.5)
i
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Therefore the start time of any operation v; € V can be stated in terms of x; as
=21 xi.

Second, the sequencing relations represented by G,(V, E) must be satisfied.
Therefore, #; = ; +d; Vi, j : (v;, v;) € E implies:

SNloxuzd loxp+di ij=01,....n (v, v)€E (5.6)
i ! N

Third, the resource bounds must be met at every schedule time step. An operation
v; is executing at time step [ when ZL:F gyl Xim = 1. The number of all operations
executing at step !/ of type k& must be lower than or equal to the upper bound a;.

Namely:
!

S xmsan k=12 ne, [=12..,%+1 (5.7)
T (v)y=k m=l—di+1

Let us denote by t the vector whose entries are the start times. Then, the
minimum-latency scheduling problem under resource constraints can be stated as
follows:

minimize ¢7t such that

Sxa =1 i=01...,n (5.8)
! .

El.x”_zi.xﬂ_dj
! !

i

Z Z Xim =< ag. k=1,2“--,nr63s L= 172”x+1 (510)
T )=k m={—di+]

v

0. I._}ﬂO],n :(Uj,U,')EE (59)

xi € {01}, i=0,1,....n, I=1,2,...,x+1 (511)

Note that it suffices to require the variables in X to be non-negative integers to
satisfy 5.11. Hence the problem can be formulated as an ILP and not necessarily as
a ZOLP. (See Section 2.5.3))

The choice of vector ¢ € Z" relates to slightly different optimization goals,
Namely ¢ = [0,...,0, 1] corresponds to minimizing the latency of the schedule,
because ¢/t = ¢, and an optimal solution implies o = 1. Therefore the objective
function in terms of the binary variables is ) ,/ - x,y. The selection of ¢ = 1 =
[1,...,1}7 comesponds to finding the earliest start times of all operations. This is
equivalent to minimizing Y, 3,1 - xi.

This model can be enhanced to support relative timing constraints by adding
the correiponding constraint inequality in terms of the variables X. For example, a
maximum timing constraint «;; on the start times of operations v;, v; can be expressed

as Zil-xj; lel-x”-i-ujj.

Example 5.4.1. Let us consider again the sequencing graph of Figure 5.1. We assume
that there are two types of resources: a multiplier and an ALU that performs addi-
tion/subtraction and comparison. Both resources execute in one cycle. We also assume
that the upper bounds on the number of both resources is 2; i.e., gy =2 and a; = 2.
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By using a heuristic (list scheduling) algorithm we find an upper bound on the
latency of . = 4 steps, We defer a detailed description of such an algorithm to Example
5.4.7. By applying the ASAP and ALAP algorithms on the corresponding unconstrained
model, we can derive bounds on the start times. Incidentally, by noticing that the latency
computed by the unconstrained ASAP algorithm matches the upper bound computed
by the heuristic algorithm, we realize that the heuristic solution is an optimum. We
pretend now not to pay attentien to this fact, for the sake of showing the 1LP constraint

formulation.
Let us consider the constraint sets one at a time. First, all operations must start
only once:
Xo =1
xip =1
X0 =1
32 =1
x3 =1
x54 = 1

X1+ Xe2 =1

X2+ xzy =1

xg 1+ xzot+ag3 =1
X921+ x93+ x94 = 1
X + X022 + X0 :_‘1
Xt xna+ang =1

Ans = 1

We consider then the constraints based on sequencing. We report here the non-
trivial constraints only, i.e., those invelving more than one possible start time for at least
one operation:

207243075 — x5 — 2xe2— 1 2 0

2xg 2+ 3xg3+dugy —xg —2x37—3xz3—1 >
2oz + x4 — X0 — 2x02 — 3x03— 1 = 0
dx54—2x72—3x33—-1 20

Sk — 2xe2—3xg3 —dxga—1 >0
Sxa5—2xp2—3xp3—drpg—120

Finally we consider the resource constraints:

Xatxar+xet+xg <2
Yot xsatXia+xg, <2
X133+ xg3 < 2
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IA

X10.1

Xg2+ X0+ X2

A

2

2

Xaa+ st sty <2
Xsa+tXgat x4 <2

Any set of start times satisfying these constraints provides ys with a feasible
solution. In this particular case, the lack of mobility of the sink (x, s = 1) shows that

any feasible solution is optimum for e = [0, .... 0, 1717.
On the other hand, when considering ¢ = [1, ..., 117, an optimum solution mini-
mizes ) Y [-xy, or equivalently:

Xg, + 2X6,2 + 2x70 4+ 3x7.3 + xg + 2xg2 + 3xg s + 2xy 5 + g 3+

+ 4xga+ xw +2x02 43X+ 2x02+ 3x0 3+ dxn g
A solution is shown in Figure 5.8.

We consider next the minimum-resource scheduling problem under latency con-
straints, which is the dual of the previously considered problem.

The optimization goal is a weighted sum of the resource usage represented by
a. Hence the objective function can be expressed by ¢’ a, where ¢ € R™= is a vector

whose entries are the individual resource (area) costs. Inequality constraints 3.8, 5.9
and 5.10 still hold; in the last inequality the resource usage a; k = 1,2,.

AR | an’S?
are now unknown auxiliary (slack) vanables. The latency constraint is expressed by
Zi‘ Ixg <A+ 1.

Example 5.4.2. Let us consider again the sequencing graph of Figure 5.1. We assume
again two types of resources: a multiplier and an ALU, Both executing in one cycle.

TIME | QI @2 P @10
TIME 2 3 @6 én

TIME3 bcz é7 @8 !

TIME 4 5

n, FIGURE 5.8

Optimum schedule under resource
constraints.
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Let us assume that the multiplier costs five units of area and the ALU one unit. Hence
¢ =[5, 1]7. We assume that an upper bound on the latency is r=4

The uniqueness constraints on the start time of the operations and the sequencing
dependency constraints are the same as those shown in Example 5.4.1. The resource
constraints are in terms of the unknown variables @, and a:

Tatxitxtgi—a 0
Gatxer+xia+x2—a =0
3t xsa—a <0

X1 —ax <0

Xga+ X2 taxp2—a <0
Xa3+Xoz+xppa+ans—a <0
Xsa+Xoa+xa—a <0

The objective function to minimize is ¢’a = 5-a; + 1 - a;. A solution is shown
in Figure 5.8, with cost equal to 12 units.

ILP SOLUTION. The ILP formulation of the constrained scheduling problems is at-
tractive for three major reasons, First it provides an exact solution to the scheduling
problems. Second, general purpose software packages can be used to solve the ILP,
Last, additional constraints and problem extensions (e.g., scheduling pipelined circuits)
can be easily incorporated. The disadvantage of the TLP formulation is the computa-
tional complexity of the problem. The number of variables, the number of inequalities
and their tightness affect the ability of computer programs to find a solution.

Gebotys et al. analyzed the ILP model of the scheduling and binding problems
in detail, They developed a set of tighter constraints for these problems that reduce
the feasible solution region and as a consequence the computing time of an optimum
solution [4]. Moreover, the addition of these constraints have the desirable property
that the computed solution is often integer (and in particular binary valued) even
when the integer consiraints on the decision variables are relaxed. This allows us to
use linear program (LP) solvers, instead of ILP solvers, to compute the exact solution
in shorter time in some cases or bounds on the exact solution in the general case.
These bounds can be used as a starting point for computing an optimum solution by
a subsequent application of an ILP solver.

Practical implementations of ILP schedulers have been shown to be efficient
for medium scale examples but to fail to solve problems with several hundreds of
variables or constraints.

5.4.2 Multiprocessor Scheduling and Hu’s
Algorithm

Resource-constrained scheduling problems have been the subject of intensive investi-
gation due to their relevance to the field of operations research and to the challenge
posed by their intrinsic difficulty. When we assume that all operations can be solved by
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the same type of resource, the problem is often referred to as a precedence-constrained
multiprocessor scheduling problem, which is a well-known intractable problem. The
problem remains difficult to solve even when all operations have unit execution delay.
With both these simplifications, the resource-constrained minimum-latency scheduling
problem can be restated as follows:

minimize ¢’t such that

Yoxy =1, i=01,...,n (5.12)
i
Zl xu—Zl-xj; =1, i,j=0,1,....n : (vj, ) € E (5.13)
7 1
Zx” S a, t=1,2!"',x+] (514)

xi € {01}, i=0,1,....n, I=12,....,%+1 (515

where ¢ is a suitable vector. The latency-constrained minimum-latency problem can
be restated in a similar way.

Despite the simplifications, these two scheduling problems are still relevant in
architectural synthesis. For example, all operations in a DSP may be implemented by
ALUs having the same execution delay. '

We compute first a lower bound on the number of resources required to schedule
a graph with a latency constraint under these assumptions. The bound was derived
first by Hu [8]. We use the sequencing graph model where the source vertex is ignored,
because it is irrelevant as far as this problem is concerned.

Definition 5.4.1. A labeling of a sequencing graph consists of marking each vertex with
the weight of its longest path to the sink, measured in terms of edges.

Let us denote the labels by {a;;i =1,2,....n} and let ¢ = 1m.ax o;. Let p(j)

be the number of vertices with label equal to j, ie., p(j)} = [{v; evV: o = jH. It
is obvious that the latency is greater than or equal to the weight of the longest path,
ie, A= '

Example 5.4.3. Let us consider the graph of Figure 5.1, where we assume that all
operations can be executed by a general purpose ALU with a unit execution delay. A
labeled sequencing graph is shown in Figure 5.9. In this example, ¢ = 4 and obviously
Az 4 Also p(0)=1,p(1) =3, p(2)=4,p(3) =2, p(d) =2

Theorem 5.4.1. A lower bound on the number of resources to complete a schedule with

latency A is

¥ -

L ple+1-7

= max {Z"‘ -‘ (5.16)
¥ y+i—o

where y is a positive integer.
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FIGURE 5.9
Labeled scheduled sequencing graph. Labels
are shown instde the vertices.

Progf. Let

platl—j
y* = arg max [Zf——]‘/ii_—a”—’ (5.17)

For the sake of contradiction, let us assume that a schedule exists with @ resources that
satisfy the latency bound A, where:

Y opla+1—j)
< [Z“pa J] (5.18)

Y +A—o

The vertices scheduled up to step [ cannot exceed a - /. At schedule step [ = y*+ 1 —a
the scheduled vertices are at most: -

-
a -y +i-a) <« Zp(ot+l—j) (5.19)
j=l

This implies that al least a vertex with label @; = p(a 4+ 1 — y*) has not been scheduled
yet. Therefore, to schedule the remaining portion of the graph we need at least o + 1 — y*
steps. Thus, the schedule length is at least:

Y 4+i—a+a+l—-y" = A+1 (5.20)

which contradicts cur hypothesis of satisfying a latency bound of A. Therefore, at least
a resources are required.

Example 5.4.4. Consider again the problem of Example 5.4.3, where & = 4. Let us
compute a resource lower bound to achieve a latency x = 4 cycles. Then:

- (max{ P& p@+p3) p@+ P +p2) p@+pG)+ p@) + p(D)
1 2 ’ 2 ’ 4 ’

P4+ p(3) + p(2y + p(1) + p(0) ”
5

= [max{2,2, 8/3, 11/4, 12/5}]
=3
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HU( GV, E),a )|

Label the vertices;

=1

repeat {
U = unscheduled vertices in V without predecessors

or whose predecessors have been scheduled; .

Select § € U vertices, such that || = ¢ and labels in § are maximal;
Schedule the S operations at step / by setting ; =1 Vi : v; € §;
I=14+1,

}

until (v, is scheduled);

return (t);

}

ALGORITHM 5.4.1
Hence, 3 resources are required to schedule the operations in 4 steps.

This theorem can be applied to derive resource bounds even when operations
take more than one cycle, by modeling them as sequences of single-cycle operations.

In the remaining part of this section, we assume that the sequencing graph
G, (V, E) (after the source vertex has been deleted) is a tree. Under this additional
simplification, the problem can be solved exactly in polynomial time. This new as-
sumption makes the problem less relevant to hardware synthesis, because sequencing
graphs are not trees in general. Indeed, such a model applies well to the assembly
line problems, where products are constructed by assembling subcomponents and the
composition rules form a tree. We present here the algorithm proposed by Hu [8]
for two major reasons. First, Hu’s algorithm is one of the few exact polynomial-time
algorithms for resource-constrained scheduling. Second, some heuristic algorithms for
solving the general scheduling problem are based on Hu’s ideas.

Hu’s Algorithm 5.4.1 applies a greedy strategy. At each step, it schedules as
many operations as possible among those whose predecessors have been scheduled.
In particular, the selection is based on the labels. Vertices with the largest labels are
chosen first. Let @ denote the upper bound on the resource usage. The computational
complexity of the algorithm is O(n).

Example 5.4.5. Let us consider the labeled graph of Figure 5.9, with a resource bound
a = 3. Then, the first iteration of Hu's algorithm would select U = {v, va, vs, s, V10}
and schedule operations {v,, v2, vy} at the first time step, because their labels {a; =
4,07 = 4, ¢ = 3} are not smaller than any other label of unscheduled vertices in U,
At the second iteration U = {vs. v7, vy, v1p} and {vs, v7, vg} are scheduled at the second
time step. Operations {v4, vg, v19} are scheduled at the third step, {vs, v} at the fourth
and {v,} at the last.

Whereas the idea in Hu'’s algorithm is very simple and intuitive, its power lies in
the fact that the computed solution is an optimum one. We analyze here the algorithm
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in a formal way. We show first that the algorithm can always achieve a latency A
with @ resources, where @ is defined as in Theorem 5.4.1. Note that @ is a function of
A. Since the number of resources used by the algorithm is equal to the lower bound
for the problem (Theorem 5.4.2), the algorithm achieves an optimum schedule with
minimum resource usage under latency consiraints. As a consequence, the algorithm
achieves also the minimum-latency schedule under resource constraints, as shown by
Corollary 5.4.1. ' .

Let us consider the operations scheduled by the algorithm. The algorithm sched-
ules a operations at each step, starting from the first one until a critical step, after
which less than a resources can be scheduled due to the precedence constraints. We
denote by ¢ the critical step. Then ¢ + | is the first step in which less than a opera-
tions are scheduled. The vertices scheduled up to the critical step are ¢ - ¢ and those
scheduled up to stepec+ 1 area - (c+8) where ) < § < 1.

We denote by ' the largest integer such that all vertices with labels larger than
or equal to & + 1 — ' have been scheduled up to the critical step and the following
one, i.e., up to step ¢ + 1.

At any schedule step following the critical step, all unscheduled vertices with
the largest label will be less than @ in number. Then & — ¥’ schedule steps are used
by the algorithm to schedule the remaining operations after step ¢ + 1.

Example 5.4.6. Consider the schedule computed by Hu’s algorithm in Example 5.4.5.
The critical step is the third one, i.e., ¢ = 3, because thereafter fewer than @ = 3 resources
are assigned to each step. When considering the steps up to ¢ + 1 = 4, all vertices with
Iabels larger than or equal to 2 have been scheduled.

Hence ' =3. Thus ¢ — y' = 4 — 3 = 1 step is needed to complete the schedule
after step ¢ + 1 = 4. Another way of saying this is"that only vertices with label 0 are
left to be scheduled.

The number of steps to reach the critical point is derived analytically by the
following theorem.

Theorem 5.4.2. Hu’'s algorithm achieves latency A with as many resources as:

L platl—j :
@ = max [_Zf" Pl ’)—l (5.21)

y y+i-a
where y is a positive integer,

Proof. The resource constraint implies that:
¥ .
- ple+1-— 7
az 1';4—— (5.22)
Yy +i—a
and therefore:

,
a0 Hr-a) =Y pla+l-j) (5.23)

J=1
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Since ):f;. pla+ 1~ j)y=a-(c+ §) by definition of y', then
Y +h—azc+d (5.24)

which implies that ¢ < A —a+y’— 1+ (1 —&). By noting that all quantities are integers,
except 4, which satisfies 0 < § < 1,

c<hi—a+y —1 (5.2%)

c+l<r—a+y (5.26)

By recalling that the @ — 3’ schedule steps -are used by the algorithm te schedule the
remaining operations after step ¢ + 1, the total number of steps used by the algorithm is:

A—a+y 4+ a—y = i (5.27)

We turn now to the minimum-latency scheduling problem under resource con-
straints. We show that Hu’s algorithm gives the minimum-length schedule for a given
resource constraint.

Corollary 5.4.1. Let & be the latency of the schedule computed by Hu's algorithm with
a resources, Then, any schedule with a resources has latency larger than or equal to A.

Proof. Let us assume first that A = ¢. Then the computed number of steps is minimum,
because it is equal to the weight of the longest path. Let us assume that 4 > o. Select
the smallest integer A’ > « such that

Y . ¥ -
o ple+1-p) L pla+1—j)
max | == < g <« max L (5.28)
¥ y+A-—a ¥ Yy+A —a—1

Then by Theorem 5.4.2 we know that Hu's algorithm can schedule all operations with
latency A = A", By Theorem 5.4.1 we know that no schedule exists with ¢ resources and
latency A’ — 1. Then the algorithm schedules all operations with a minimum latency.

It is important to remark that a key factor in achieving the optimality in Hu’s
algorithm is to have single paths from each vertex to the sink with monotonically
unit-wise decreasing labels. For generic sequencing graphs (i.e., not restricted to be
trees) and multiple-cycle operations (which can be modeled by a sequence of unit-
delay operations), the lower bound of Theorem 5.4.1 still holds. However, it is easy
to verify that the algorithm does not meet the bound for some cases.

5.4.3 Heuristic Scheduling Algorithms:
List Scheduling

Practical problems in hardware scheduling are modeled by generic sequencing graphs,
with (possibly) multiple-cycle operations with different types, With this model, the
minimum-latency resource-constrained scheduling problem and the minimum-resource
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LISTL{ G(V.E),a){
=1

repeat {
for each resource type k = 1,2, ..., i, {
Determine candidate operations Uy 4;
Determine unfinished operations 77 y;
Select Sp < U} ; vertices, such that |8 | + | T &| < ay:
Schedule the 5; operations at step ! by setting ; =1 ¥i : v; € $;
}
I=1+1;

}
until (v, is scheduled);

return (t);

}

ALGORITHM 54,2

latency-constrained problem are known to be intractable. Therefore, heuristic algo-
rithms have been researched and used. We consider in this section a family of algo-
rithms called list scheduling algorithms.

We consider first the problem of minimizing latency under resource constraints,
represented by vector a. Algorithm 5.4.2 is an extension of Hu's algorithm to handle
multiple operation types and multiple-cycle execution delays.

The candidate operations Uy  are those operations of type k whose predecessors
have already been scheduled early enough, so that the corresponding operations are
completed at step [. Namely: Uy = {v; e V: T(y) = kand t; +d; = Vj:
(vj, v) € E} for any resource type k = 1,2, ..., n,.;. The unfinished operations 7} ;
are those operations of type k that started at earlier cycles and whose execution is not
finished at step 1. Namely: Ty ¢ = {v; € V : T(v;) = k and 1; + d; > I}. Obviously,
when the execution delays are 1, the set of unfinished operations is empty.

The computational complexity of the algorithm is O (r). It constructs a schedule
that satisfies the resource constraints by construction. However, the computed schedule
may not have minimum latency.

The list scheduling algorithms are classified according to the selection step. A
priority list of the operations is used in choosing among the operations, based on some
heuristic urgency measure.

A common priority list is to label the vertices with weights of their longest
path to the sink and to rank them in decreasing order. The most urgent operations
are scheduled first. Note that when the operations have unit delay and when there is
only one resource type, the algorithm is the same as Hu’s and it yields an optimum
solution for tree-structured sequencing graphs.

Scheduling under resource and relative timing constraints can be handled by
list scheduling [12]. In particular, minimum timing constraints can be dealt with by
delaying the selection of operations in the candidate set. The priority list is modified
to reflect the proximity of an unscheduled operation to a deadline related to a maxi-
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mum timing constraint. Schedules constructed by the algerithms satisfy the required
constraints by construction. Needless to say, the heuristic nature of list scheduling
may prevent finding a solution that may exist.

Example 54.7. Let us consider the sequencing graph of Figure 5.1. Assume that all

operations have unit delay. Assume that @¢; = 2 multipliers and a; = 2 ALUs are
available. The priority function is given by the labeling shown in Figure 5.9.

At the first step for k = 1, U, = {v, v, v, vg}. The selected operations are
{r), vz} because their label s maximal. For k = 2, U/;; = {v;g}, which is selected and
scheduled.

At the second step for k = 1, Ua) = {v3, vs, 3). The selected operations are
{v3, vg} because their label is maximal. For & = 2, U/», = {v,}, which is selected and
scheduled.

At the third step for k = 1, /5| = {v7, v}, which are selected and scheduled. For
k =2, U;; = {v,}, which is selected and scheduled.

At the fourth step {vs. vy} are selected and scheduled.

The schedule is shown in Figure 5.8.

Example 5.4.8. Let us consider the sequencing graph of Figure 5.1. Assume we have
a; = 3 multipliers and a, = 1 ALU. Let us assume that the execution delays of the
multiplier and the ALU are 2 and 1, respectively.

A list schedule, where the pricrity function is based on the weight of the longest
path to the sink vertex, is the following:

Operation
Multiply ALU Start time
fvi, vz, v6} vio 1 -
— v 2
{v3. vy, vg} - 3
- — 4
- N 5
- vs 6
—_ vg 7

The scheduled sequencing graph is shown in Figure 5.10. It is possible to verify
that the latency of this schedule is minimum.

Assume now that another priority function is used that assigns operations vy, vg, Ug
to the first step. Then the schedule would require at least 8 steps, and it would not be
minimum.

List scheduling can also be applied to minimize the resource usage under latency
constraints. At the beginning, one resource per type is assumed, i.e., a is a vector with
all entries set to 1. For this problem, the slack of an operation is used to rank the opera-
tions, where the slack is the difference between the latest possible start time {computed
by an ALAP schedule) and the index of the schedule step under consideration. The
lower the slack, the higher the urgency in the list is. Operations with zero slack are
always scheduled; otherwise the latency bound would be violated. Scheduling such
operations may require additional resources, i.c., updating a. The remaining operations
are scheduled only if they do not require additional resources (see Algorithm 5.5.1).
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L NOP

TIME 1 /'\ 1 mz
* *

TIME 2

A
MY
V

|

TIME 4

TIME 5 4

TIME 6 8:55
TIME 7 (_')9
\ + .

FIGURE 5.10
Optimum schedule under resource constraints.

Note that the algorithm exits prematurely when tl{“ < 0, i.e., when the ALAP

algorithm detects no feasible solution with dedicated resources. Hence the latency
bound is too tight for the problem.

Example 5.4.9. Let us consider the sequencing graph of Figure 5.1. Assume that all
- operations have unit delay and a latency of 4 cycles is required. The corresponding ALAP
schedule is shown in Figure 5.3.
Let a ={1, i]” in the beginning,

At the first step for k = 1, U} = {vy, v, vg, vg}. There are two operations with
zero slack, namely {i, v}, which are scheduled. Thus vector a = [2,1]7. For k = 2,
Uy 2 = {vyp}, which is selected and scheduled.

At the second step for k = 1, U, = {us, vs, vg}. There are two operations with

zero slack, namely {vs, v}, which are scheduled. For k = 2, U; = {v);}, which is selected
and scheduled.
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LISTR( G(V,E}, A ) {

a=1;
Compute the latest possible start times t by ALAP ( G(V, E), &);
if (1l <0)
retorn (M),
I=1;
repeat {
for each resource type k = 1.2, ... ., {
Determine candidate operations U
Compute the slacks {s; =t — I Vo; € Uy ks
Schedule the candidate operations with zero slack and update a;
Schedule the candidate operations requiring no additional resources;
H
=141,

}
umtil {v, is scheduled);
return (t. a);

}

ALGORITHM 5.4.3

At the third step for & = 1, Ui, = {vy. vz}, which are selected. For & = 2,
Us.5 = {v.}, which is selected and scheduled.

At the fourth step Us> = {vs.wy). Both operations have zero slack. They are
selected and scheduled. Vector a is updated to = [2, 2)7. Hence two resources of each
type are required. The schedule is shown in Figure 5.8. Inthis case, it matches the one
computed in Example 5.4.7. In general, schedules computed with different list scheduling
algonithms may differ.

Overall list scheduling algorithms have been widely used in synthesis systems,
because the low computational complexity of the algorithm makes it applicable to large
graphs. Solutions have been shown not to differ much in latency from the optimum
ones, for those (small) examples whose optimum solutions are known.

5.4.4 Heuristic Scheduling Algorithms:
Force-directed Scheduling*

Force-directed scheduling algorithms were proposed by Paulin and Knight [15] as
heuristic approaches to solve both the resource-constrained and the latency-constrained
scheduling problems. Paulin called force-directed list scheduling the algorithm for the
former problem (because it is an extension of list scheduling) and force-directed
scheduling the algorithm for the latter. Before describing both algerithms, we explain
the underlying concepts.

The time frame of an operation is the time interval where it can be scheduled,
Time frames are denoted by {[t%,1/1;i = 0,1,...,n}. The earliest and latest start
times in a frame can be computed by the ASAP and ALAP algorithms. Thus the
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width of the time frame of an operation is equal to its mobility plus 1. The operation
probability is a function that is zero outside the corresponding time frame and is
equal to the reciprocal of the frame width inside it. We denote the probability of
the operations at time { by {p;({);i = 0,1,...,n}. The significance of operation
probability is as follows. Operations whose time frame is one unit wide are bound
to start in one specific time step. For the remaining operations, the larger the width,
the lower the probability that the operation is scheduled in any given step inside the
corresponding time frame.

The type distribution is the sum of the probabilities of the operations imple-
mentable by a specific resource type in the set {1,2, ..., 1.} at any time step of
interest.! We denote the type distribution at time ! by {q: ({1 &k = 1,2, ..., fyes). A
distribution graph is a plot of an operation-type distribution over the schedule steps.

The distribution graphs show the likelihood that a resource is used at each
schedule step. A uniform plot in a distribution graph means that a type is evenly
scattered in the schedule and it relates to a good measure of utilization of that resource.

Example 5.4.10. Consider the sequencing graph of Figure 5.1 with two unit-delay
resources (a multiplier and an ALU)., We consider the time frames related to a latency
bound of 4 steps, which can be derived from the ASAP and ALAP schedules of Figures
5.2 and 5.3, respectively, and the mobilities computed in Example 5.3.1.

Operation v; has zero mobility. Hence p((1}) = 1, p1(2) = ;1 (3) = ;(4) = 0.
Similar considerations apply to operation v,. Operation v, has mobility 1. Its time frame
is [1, 2]. Hence ps(1) = pe(2) = 0.5 and pe(3) = pe(4) = 0. Operation vg has mobility
2. Its time frame is {1, 3]. Hence ps(1l) = p3(2) = ps(3) = 0.3 and pg(4) = 0. Thus the
type distribution for the multiplier (k = 1) at step lis u{(1)=1+14+054+03=28.

Figure 5.11 shows the distribution plots for both the multiplier and the ALU.

In force-directed scheduling the selection of a candidate operation to be sched-
uled in a given time step is done using the concept of force. Forces attract (repel)
operations into (from} specific schedule steps. The concept of force has a direct me-
chanical analogy. The force exerted by an elastic spring is proportional to the dis-
placement of its end points. The elastic constant is the proportionality factor. Paulin
and Knight [15] envisioned forces relating operations to control steps. The assignment

0 1 2 3 0 i 2 3
T I O O B O
1 N _
2 I > I FIGURE 5.11
3 . 3 I Distribution graphs for the multiplier
4 4 TN and the ALU types.

I'The type distribution is not bound 10 be between zero and unity unless it is normalized. We do
not consider a normalization for compatibility with the work of Paulin and Knight, who referred to it as a
distribution graph.
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of an operation to a control step corresponds to changing its probability. Indeed such
a probability is | in that step and 0 elsewhere once the assignment has been done,
The variation in probability is analogous to the displacement of a spring. The value
of the type distribution given by the distribution graph at that step is analogous to the
elastic constant.

The value of the mechanical analogy is limited as far as gaining intuition into the
problem, An important point to remember is that forces are related to the concurrency
of operations of a given type. The larger the force, the larger the concurrency. Thus
measuring the forces is useful as a heuristic to assign operations to time steps.

For the sake of simplicity, we assume in this section that operations have unit
delays. The formalism can be extended to multi-cycle operations as well. The assign-
ment of an operation to a step is chosen while considering all forces relating it to
the schedule steps in its time frame. Forces can be categorized into two classes. The
former is the set of forces relating an operation to the different possible control steps
where it can be scheduled and called self-forces. The latter is related to the operation
dependencies and called predecessor/successor forces.

Let us consider self-forces first. To be more specific, let us consider operation
v; of type k = 7 (v;) when scheduled in step !. The force relating that operation
to a step m € [#7, 1] is equal to the type distribution g¢(m) times the variation in
probability 1 — p;(m). The self-force is the sum of the forces relating that operation
1o all schedule steps in its time frame. Namely: '

l,L

self-force(i,l) = Z g (m) (8 — pi(m)) (529

g
",‘Jl -

where 8;, denotes a Kronecker delta function.
This expression can be rewritten as:

;‘l'
] i
self-force(i, 1) = qu() — ——— Y, qe(m) (5.30)
#V 1 m::i'.‘g

by noticing that: p,;(m) = ‘%H vm € [17, _tiL].
Example 5.4.11. Consider the operation v in Figure 5.1. Its type is multiply (i.e., £ = 1).
It can be scheduled in the first two schedule steps, and its probability is p; = 0.5 in
those steps and zero elsewhere. The distribution graph of Figure 5.11 yields the type
probability, that is, ¢,(1} = 2.8 and ¢, (2) = 2.3. When the operation is assigned to step
1, its probability variations are 1 —0.5 for step 1 and 0—0.5 for step 2. Therefore the self-
force is 2.8 * {1 — 0.5) 4+ 2.3 % {0 — 0.5) = 0.25. Note that the force is positive, because
the concurrency at step | of the multiplication is higher than at step 2. Similarly, when the
operation is assigned to step 2, its self-force is 2.8 % (0 — 0.5) + 2.3 % (1 — 0.5) = —0.25.

It is important to note that assigning an operation to a specific step may reduce
the time frame of other operations. Therefore, the effects implied by one assignment
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must be taken into account by considering the predecessor/successor forces, which
are the forces on other operations linked by dependency relations.

Example 5.4.12. The assignment of operation ve to step 2 implies the assignment of
operation vy to step 3. Therefore the force of v, related to step 3, i.e., ¢, (2)(0— p,(2)) +
g (31— p (3N =23 (0 —0.5 +08%(1 —0.5) = —0.75 is the successor force of
ve. The total force on ve at step 2 is the sum of its self-force and successor force, i.e.,
—0.25-075=-1. '

The total forces on v, at step 1 and 2 are 0.25 and —1, respectively. Scheduling
ve at step 1 would thus increase the concurrency as compared to scheduling vg at step 2.

In general, the predecessor/successor forces are computed by evaluating the
variation on the self-forces of the predecessors/successors due the restriction of their

time frames. Let [z, t*] be the initial time frame and {t?, r*] be the reduced one.

i iP5

Then, from Equation 5.30, the force variation is:

f" fL
] 1 1 i

-force(i, 1) = = m) — —— m 5.31

ps-force(i, /) A E;; i () P mé,; gi(m) ( )

Example 5.4.13. The assignment of operation v; to step 2 implies the assignment of
operation vg to step 3 or 4. Therefore the variation on the force of vy is 1/2{g2(3) +
$2(4) — 1/3(g2(2) + ¢2(3) + () = 0.5(2+ 1.6) — 0.3(1 + 2+ 1.6) = 0.3.

The total force on an operation related to a schedule step is computed by adding
to its self-force the predecessor/successor forces of-all its predecessors and successors
(whose time frame is affected).

We consider now the scheduling algorithms. The force-directed list scheduling
algorithm addresses the minimum-latency scheduling problem under resource con-
straints. The outer structure of the algorithm is the same as the LIST_L algorithm.
A specific selection procedure is used to select the §; € U, operations of type
k=1,2,...,n,, at each schedule step /. Namely the selected candidates are deter-
mined by reducing iteratively the candidate set Iy ; by deferring those operations with
the least force until the resource bound is met. The rationale is to maximize the local
concurrency (by selecting operations with large forces) while satisfying the resource
bound.

Note that force calculation requires the computation of the time frames, or their
update, at each outer iteration of the algorithm, and when all candidate operations are
¢ritical (i.e., their mobility is zero) and one {or more) must be deferred, thus causing
a latency increase. The computational compiexity of the aigorithm is quadratic in the
number of operations, because the predecessor/successor force computation requires
considering operation pairs.

The force-directed scheduling Algorithm 5.4.3 instead addresses the minimum-
resource scheduling problem under latency constraints. The algorithm considers the
operations one at a time for scheduling, as opposed to the strategy of considering each
schedule step at a time as done by list scheduling. At each iteration, the time frames,
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FDS( G(V, E). %) {

repeat |
Compute the time-frames;
Compute the operation and type probabilities;
Compute the self-forces, predecessot/successor forces and total forces;
Schedule the operation with least force and update its time-frame;

}

until (all operations are scheduled);

return (t);

}

ALGORITHM 5.4.4

probabilities and forces are computed. The operation with the least force is scheduled
in the corresponding step. The rationale is to minimize the local concurrency (related
to the resource usage) while meeting the latency bound that is satisfied by construction
because operations are always scheduled in their time frames.

The computational complexity of the algorithm is cubical in the number of op-
erations, because there are as many iterations as operations and each requires the
calculation of the forces. The algorithm may be enhanced by an efficient force com-
putation, leading to an overall quadratic complexity in the number of operations. The
algorithm can also be applied to more complex graph models. We refer the interested
reader to reference [15] for further details.

The force-directed scheduling algorithun has been implemented in different de-
sign systems. The results have been shown to be superior to list scheduling. However,
its run times tend to be long for large graphs, limiting its practical use for large
designs.

5.4.5 Other Heuristic Scheduling Algorithms*

Several other heuristic scheduling algorithms have been proposed. Some are derived
from software design techniques, such as frace scheduling [3] and percolation schedul-
ing [16]. The latter has been used in different forms in various synthesis systems,
even though some of its implementations are more restrictive in scope and power
than the original algorithm. We comment here briefly on scheduling algorithms using
a transformational approach, where an initial schedule is improved upon in a stepwise
fashion. These methods have to be contrasted to the list and force-directed scheduling
algorithms, which are constructive.

In percolation scheduling, operations are assigned initially to some time steps
and the schedule is iteratively refined by moving operations from one step to an-
other. For example, an initial schedule may place the operations in a linear or-
der, i.e., requiring full serialization. Operations can be rescheduled to share con-
trol steps when this is allowed by sequencing, timing and resource constraints. Then
unused schedule steps may be removed. Rules may be used to define the valid
transformations.
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The scheduling problem can obviously be solved by general iterative methods,
like simulated annealing [2]. Also in this case, an initial scheduling is refined by
moving operations from one step to another. Moves are generated randomly and
accepted when the cost function (latency or resource count) decreases. Uphill moves
(i.e., causing a cost increase) are also accepted, but with a probability that depends on
some parameters of the algorithm and that decreases monotonically with the execution
of the algorithm. This reduces the probability of finding a local minimum solution,
and hence the likelihood of finding an exact solution with this approach is ofien higher
than with other heuristic algorithms. Experiments have shown that this approach yields
results that are close in quality to those computed by list scheduling, with possibly
much higher computing time.

5.5 SCHEDULING ALGORITHMS FOR
EXTENDED SEQUENCING MODELS*

When considering hierarchical sequencing graphs, scheduling and latency computation
can be performed bottom up, as mentioned in Section 4.3.3. The computed start times
are relative to those of the source vertices in the corresponding graph entities.

Whereas unconstrained hierarchical scheduling is straightforward, timing and
resource-constrained scheduling is not. Satisfaction of relative timing constraints is
hard to verify when the constraints are applied to operations in different graph entities
of the hierarchy [1])]. Similar considerations apply to resource constraints. Obvious
eXceptions are cases when the model is a tree-structured hierarchy of submodels that
can be flattened explicitly or implicitly.

The difficulties of hierarchical scheduling can-be avoided under the restrictive
and simplifying assumption that no resource can be shared across different graph
entities in the hierarchy, and that timing and resource constraints apply within each
graph entity. In this case, each graph entity can be scheduled independently. Otherwise,
gither the entities are scheduled concurrently or each scheduled sequencing graph
entity poses some restriction on the time-step assignment and resource usage of the
others.

A very relevant problem is scheduling graph models expressing conditional
constructs, which are very common in behavioral circuit models. Operations (or a
group of operations) may represent alternatives of a branching choice. Alternative
operations can share resources even when their execution time frames overlap, This
factor may affect scheduling under resource constraints.

5.%.1 Scheduling Graphs with Alternative Paths*

We assume in this section that the sequencing graph contains alternative paths related
to branching constructs. This extended sequencing graph model can be obtained by
expanding the branching vertices, i.e., by replacing them by the corresponding graph
entities, The mutual exclusive execution semantics of the graphs representing the
branching bodies gives rise to alternative paths in the graph,
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An exact formulation of the scheduling problem can be achieved by modifying
the IL.P model of Section 5.4.1. In particular, the resource constraints represented by
inequality 5.7 must express the fact that operations in alternative branches can have
overlapping execution intervals without affecting the resource usage.

We consider here the special case in which the graph can be partitioned into
n. groups of mutually exclusive operations and let C : V — {1,2,...,n.} denote
the group to which an operation belongs. Then, inequality 5.7 can be restated as
follows:

Xim =< Qi k=12,... n.,
0T (u)=k and C(v;}=¢ m=i—d;+1

I=1,2,...,4a41, ¢c=1,2,...,n (532

Obviously more complex constraints can be constructed for more general cases.

Example 5.5.1. Consider the graph shown in Figure 5.1, where all operations have unit
delay. Assume that the path (v, vg, v9, v,) is mutually exclusive with the remaining op-
erations. The constraints related to the uniqueness of the start times and to the sequencing
constraints are the same as those of Example 5.4.1.

The non-trivial resource constraints are the following:

Xp+ X2+ Xe

1A

ap

X3z + xg 2+ X722

1A

a

1A

Xip2+ Xz = @& o

A

X433+ Xipat X3 <

1A

Xs54+ X314 = ay

The list scheduling and the force-directed scheduling algorithms can support
mutually exclusive operations by modifying the way in which the rescurce usage is
computed at each step. For example, Wakabayashi and Yoshimura [19] extended list
scheduling by adding a condition vector to each vertex, whose entries encode the
branching conditions taken to reach the corresponding operation. Condition vectors
and branching probabilities are used to determine the urgency of the operations for
candidate selection.

In the case of force-directed scheduling, attention needs to be paid to the com-
putation of the type distribution. When two mutually exclusive operations of the
same type can occur in a time step, their probability is not added together to com-
pute the type distribution, because it is impossible that they are both executed at
that time step. Instead, the maximum of their values contributes to the type distribu-
tion [15].

Camposano proposed a specialized scheduling algorithm for graphs where all
paths from source to sink represent alternative flows of operations, called as fast as
possible, or AFAP [1]. In addition, operation chaining may also be considered. The
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method is a two-step procedure. First, all paths are scheduled independently. Then,
the scheduled paths are merged,

When scheduling each path, resource and timing constraints are taken into ac-
count. Resource constraints may limit the amount of operation chaining in any single
step, because each resource can execute once in any given time step. Camposano
proposed a path scheduling algorithm based on the search for the intersection of the
constraints that delimit the time-step boundaries. Scheduling each path corresponds to
determining the cuts in each path, where a cut is a subset of adjacent operations in a
path such that any can define a schedule step boundary.

Once the paths are scheduled, they are merged together. Another graph is de-
rived, where the cuts are represented by vertices and their intersection by edges.
A clique in the graph corresponds to a subset of operations that can be started
at some time step. Therefore a minimum clique partitioning of the graph provides
a minimum latency solution. The computational complexity of the approach is re-
lated to solving the clique partitioning problem, which is intractable, and to the fact
that the number of paths may grow exponentially with the number of vertices in
the sequencing graph. However, an implementation of this algorithm with an exact
solution of the clique partitioning problem has given good results [1). The path-
based scheduling formulation fits well with processor synthesis problems, where
a large amount of alternative paths is related to executing different (alternative)
instructions.

Example 5.5.2. Consider the example of Figure 5.12 (a), where all paths are alternative
execution streams. The numbers inside the circles denote the propagation delay. The
required cycle-time is 60 nsec. -~

There are four alternative paths: (v, vy, vs, vg); (v, v3, U5, V70 (V2. Uy, Us, Up)s
(v2, va4. s, 07). By analyzing the first path, it is clear that a cut is required. It can
be done after operation v; or after v3 or after vs. We indicate this cut by ) = {1, 3, 5}.
A similar analysis of the second paths suggests that a cut is required after v; or vs, i.e.,
¢z = {3,5}. The other cuts are ¢; = {2}, ¢4 = {2} and ¢5 = {4, 5]}. Note that the two
last cuts are related to the last path. Cuts are shown in Figure 5.12 (b). Let us consider
now the intersection graph corresponding to the cuts and shown in Figure 5.12 (c). The
clique partition indicates that operations v; and w5 are the last before starting a new time
step. This yields a schedule, as shown in Figure 5.12 (d).

5.6 SCHEDULING PIPELINED CIRCUITS*

We consider in this section extending scheduling algorithms to cope with pipelined
circuits. In general, the specification of a pipelined circuit consists of a sequencing
graph model and a corresponding data rate. For hierarchical models, the submodels
can be pipelined or not.

We present here specific subproblems and solutions. First we consider non-
pipelined sequencing graphs whose operations can be bound to pipelined resources
(i.e., pipelined submodels). Second, we consider non-hierarchical pipelined models
with non-pipelined resources. These two problems are referred to in the literature as
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structural pipelining and functional pipelining, respectively. Last, we consider the use
of pipelining to speed up the execution of loops. This technique is also called loop
winding and loop folding.

5.6.1 Scheduling with Pipelined Resources*

Pipelined resources consume and produce data at time intervals that are smaller than
the execution delays. The intervals, called data introduction intervals, of the resources
are assumed here to be constant. In the limiting case of non-pipelined resources, the
data introduction interval is equal to the execution delay.

Example 5.6.1. A typical example is provided by parallel multipliers that have an exe-
cution delay of two cycles. One cycle is spent in the Wallace-tree reduction of the partial
products into two summands. The second cycle is spent in the final addition and round-
ing. Since the partial-product reduction and the final addition can overlap execution, data
can be preduced and consumed at every cycle, i.e., the data introduction interval is 1.

Pipelined resources can be shared, even when the corresponding operations
overlap execution. In this case, necessary requirements are that no data dependency
exists between the operations and that the operations do not start in the same time
step. The former requirement is due to the unavailability of data, the latter to avoid
overlapping of data.

Example 5.6.2. Consider operations v, > and v; inthe sequencing graph of Figure 5.1.
Assume thai a pipelined multiplier resource is available, with execation delay of 2 and
a data introduction interval of 1. Then operations v; and v can overlap execution by
starting at steps | and 2 of the schedule. However, operations v, and w3 cannot overlap
execution, because the result of v, (and of ;) are inputs to vs.

The list scheduling algorithm can be extended to handle pipelined resources by
allowing the scheduling of overlapping operations with different start times and no data
dependencies. Assume for the sake of simplicity that the data introduction intervals of
the resources are 1. Then, the resource-constrained list scheduling atgorithm LIST_L
can be used while assuming that the set of unfinished operations is always empty,
because all resources are ready to accept data at each cycle.

‘Example 5.6.3. Let us consider the sequencing graph of Figure 5.1, with a; = 3
multipliers and a; = 1 ALU as resources. Let us assume that the execution delays of
the multiplier and the ALU are 2 and 1, respectively, and that the multiplier is pipelined
with a unit data introductien interval. Note that the last assumption differentiates this
example from Example 5.4.8.

Multiplications {vi.v>.vs} are scheduled at the first step. Multiplication vg can
start at the second step, but {vs, v7} must be delayed until the third step due to data
dependencies.
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A schedule is summarized by the following table:

Operation
Multiply ALU Start time
{v, v2, vgl vy 1
g U1 2
{vs, w7} - 3
_ Vo 4
— v 5
— U5 6

Note that the latency is 6 cycles, one cycle less than in Example 5.4.8. The
scheduled sequencing graph is shown in Figure 5.13.

Other scheduling algorithms can be extended to cope with pipelined resources.
We refer the interested reader to reference [9] for an enhanced ILP model and to
reference [15] for the extensions to the force-directed scheduling algorithm.
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Scheduled sequencing graph with
pipelined resources.
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5.6.2 Functional Pipelining*

We consider here scheduling sequencing graphs under a global data introduction inter-
val (8p) constraint, representing the time interval between two conseculive executions
of the source vertex. We assume that 8, is constant and that it is smaller than the
latency. We assume also that resources are not pipelined and that the graph model is
not hierarchical for the sake of simplicity. .

The number of required resources in pipelined implementations depends on &y.
The higher 8y, the larger is the number of operations executing concurrently, and
consequently the larger is the resource requirement. Conversely, an upper bound on
the resource usage implies a lower bound on §;. For example, assume unit execution
delays. Let us denote by n; the number of operations of type &k, k = 1,2, ..., n...
Then, for maximum-rate pipelining (8, = 1) and for any resource type, the resource
usage a; equals ng, because all operations are concurrent. For larger values of &, a
lower bound on the resource usage is @; = [ng /o] for any type k. This result can be
understood by thinking that we can serialize at most 8y operations of each type when
we assign them to a single resource. This relation was introduced first by Park and
Parker [14].

When considering scheduling pipelined circuits, it is convenient to preserve
the notation used for non-pipelined circuits. Thus we represent the start times of the
operations {v;,i = 0,1,...,n} in the interval {1,2,..., % + 1}. Nevertheless, the
pipelined nature of the circuit requires simultaneous activation of the operations with
start times: [+ pdg; Vi, peZ:1<l+4 pdy < % + 1. Therefore, a control unit for a
pipelined circuit with this model will have §; control steps.

The 1LP formulation can be extended to cope with functional pipelining. In
particular, inequality 5.7 representing the resource bounds is modified to reflect the
increased concurrency of the operations:

[4/3u]~1 H+p&
>y Y xm<an k=12 e I=1.2,...,8 (533)

p=0  T(w)=k m=l—d+1+pdy

Example 5.6.4, Consider the sequencing graph of Figure 5.1, where all resources have
unit execution delay. Assume 8y = 2.

Then a lower bound on the resource usage is @; = [6/2] = 3 multipliers and
@2 = [5/2] = 3 ALUs. Assume then that a schedule with a = [3, 3] resources is
sought for.

The uniqueness constraints on the start time of the operations and the sequencing
dependency constraints are the same as those shown in Example 5.4.1. The resource
constraints can be derived by inequality 5.33, which can be simplified for unit-delay
resources to:

Ms]—t

E Xifhpig S, k=12, .0, I=12,....8
p=0  ET{y)=k
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Assuming a latency bound of 4, the constraint for this example is:

Zl: Z Xiivap = g, k=12 =12

p=0 0T (v =k

Thus yielding:

X+ Xz +xe +xg+ X3 +xp3 <3
Xatxertxs2t g2 3

X+ X3+ X3+ Xt xns =3
xoa+ X b xpatasat ot xng =3

A schedule is shown in Figure 5.14,

The heuristic scheduling algorithms can be extended to support functional pipe-
lining. For example, the list scheduling algorithm can be used to solve the resource-
constrained scheduling problem for a given &p. Inequality 5.33 can be used to check
whether the resource bound is violated at any given step and therefore to determine
the schedulable candidates. An example of such a list scheduling algorithm was imple-
mented in program SEHwa [14] (with operation chaining), where the priority function
is based on the sum of the operation propagation delays from the candidate to the sink
vertex. The force-directed scheduling algorithm can also support functional pipelining.
The type distribution at a given step must be computed differently to take into account
the actual operation concurrency in the pipelined implementation [15].

TIME 1
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FIGURE 5.14
Scheduled sequencing graph with §g = 2 and three resources per type.
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5.6.3 Loop Folding*

Loop folding is an optimization technique to reduce the execution delay of a loop.
It was first introduced as a method for optimizing software compilation. It can be
applied to hardware optlimization as well.

Let us consider a loop with a fixed number of iterations, say n;. The execution
delay of the loop is equal to n; - &;, where A; is the latency of the loop body. If it
is possible to pipeline to the loop body itself with local data introduction interval
8; < A, then the overall loop execution delay is approximately r; - §; < »; - A;. More
precisely, some overhead has to be accounted for in starting the pipeline, and thus the
loop execution delay is (n, + [A, /8] — 1) - &,

Example 5.6.5. Consider the sequencing graph of Figure 5.15 (a). Assume that all oper-
ations take one unit of time. Then the loop body executes one iteration in 4 steps, i.e,, its
latency is 4. Figure 5.15 (b) shows a folded loop implementation with §; = 2. Each itera-
tion requires & = 2 control steps. Starting the pipeline requires {A;/8;]1— 1 = 1 iteration.
To execute n; = 10 iterations, 22 time steps are needed in the folded implementation,
while 40 steps are needed in the original one.

Therefore loop folding can reduce the latency of a scheduled sequencing graph
that contains loops, possibly nested loops. When considering the hierarchical nature
of sequencing graphs, loop folding can be viewed as pipelining the graph entity of the
loop body with the goal of reducing the execution delay of the corresponding iteration
vertex at the higher level in the hierarchy. Note that this vertex (representing the loop
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FIGURE 5.15
(a) Sequencing graph of a loop body. (b) Sequencing graph after loop folding.
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as a whole} is not a pipelined operation, because it can consume new data only when
the loop exit condition is met.

5.7 PERSPECTIVES

Scheduling is a fascinating problem, because many creative solutions can be researched
to address several related problems. Examples are scheduling under timing constraints,
data-rate constraints, and scheduling with unbounded-delay operations. Specialized
algorithms have been proposed to address each of these issues.

In practice, most scheduling problems are computationally hard because of the
constraints on the resource usage. Recent interest in exact solution methods, based
on the [LP formulation, has been successful in providing us with schedules with
global minimum-latency or minimum-resource usage. Unfortunately, the potentially
explosive computational cost of solving ILPs has precluded the use of these methods
for large-scale graph models.

Heuristic algorithms, and in particular list scheduling algorithms, have been
found adequate for most practical applications. Even though the optimality of the
solution is not guaranteed, list schedules offer a good compromise between comput-
ing time and latency (or resource usage). Many flavors of list scheduling algorithms
exist, with support for conditional constructs, timing and data introduction interval
constraints and other features. .

It is important to remember that the value of a solution to a scheduling problem
for architectural synthesis depends on the underlying assumption of modeling the
operations by execution delays and area costs. While this model fits well with resource-
dominated circuits, the actual area and performance of other circuit implementations
may differ from those estimated by scheduling. Thus both The area and the cycle-time
have to account for the components contributed by registers, steering logic circuits,
wires and control circuits. For this reason, the value of the scheduling algorithms must
always be considered in the context of the other tasks of architectural synthesis and
optimization.
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5.9. 'PROBLEMS

1. Consider the graph of Figure 5.1. Assume the execution delays of the multiplier and of
the ALU are 2 and 1 cycle, respectively. Schedule the graph using the ASAP algorithm.
Assuming a latency bound of A = 8 cycles, schedule the graph using the ALAP algorithm.
Determine the mobility of the operations.

2. Consider the graph of Figure 5.1, Assume the execution delays of the multiplier and of the
ALU are 2 and 1 cycle, respectively. Consider the following timing constraints between
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the start times of the operations:

e Operation v starts at least 1 cycle after v, starts.
e Operations vs and vy start simultaneously.
« Operation vy starts at most 2 cycles after operation vy starts.

Construct a constraint graph. Schedule the operations by assuming that t, = 1.

. Consider operations v;;{ = 1,2,...,7, with the comresponding execution delays D =

{0,1,3, 1, 1. 1, 4]. Assume the dependencies £ = {(v|, v3), (v, v3), (1)5, vg)} and the fol-
lowing constraints:

Operation v, has release time 1.

Operation vs has release time 4.

QOperation v; has release time 8.

Operation v, starts at least 4 cycles after operation v, starts.

Operation v, starts at most 1 cycle after operation vy starts.

Operation v, starts at most 2 cycles after operation v, starts.

Operation s starts at least 2 cycles before and at most 2 cycles after operation v, starts.

Construct a constraint graph. Schedule the operations by assuming that 7, = | with the
Liao-Wong algorithm. Show all steps.

. Let 6F(V, E) be the subgraph of G.(V,. E,) after having removed all edges corresponding

fo maximum timing constraints. Assume G.(V, E) is acyclic and assume G.(V., E.) is
feasible. Let the anchor set A(y;) © A of a vertex v; € V be the subset of A such that
a € A(y;) if there is a path in G (V, E) from « to v; with an edge weighted by d,.

Prove that a feasible maximum timing constraint u;; is well-posed (i.e., satisfiable
for any value of the ancher delays) if and only if A(v;) € A{v;).

Using the definition of Problem 4, show that in a well-posed constraint graph the anchor
sets on a cycle are identical.

Using the definition of Problem 4, show that in a well-posed constraint graph the weight
of any cycle is bounded.

. Under the definitions and assumptions of Problem 4, show that a constraint graph is well-

posed if and only if R(v;) € A(yy) Vv, € V.
Consider the sequencing graph of Figure 5.1. Assume that all operations have unit delay.

Formulate the 1LP constraint inequalities with a latency bound 4 = 5. Write the objective
function that models latency minimization.

Determine the type distributions for the scheduled sequencing graph of Figure 5.8,

Explain how you would extend the force-directed scheduling algorithm to multi-cycle
operations. Describe the extensions to the computation of the time frames, operation and
type probabilities and forces.

Write the pseudo-code of a list scheduler for the minimum-latency problem under resource
and relative timing constraints.

Consider the problem of unconstrained scheduling with chaining. Assume that the propa-
gation delay of the resources is bounded by the cycle-time. Show how o extend the ASAP
scheduling algorithm to incorporate chaining.

Consider the ILP formulation for the minimum-latency scheduling problem under resource
constraints and with alternative operations. Assume that the groups of alternative operations
do not form a partition of the set V. Determine an inequality constraint representing resource
usage bounds.
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14. Consider the ILP formulation for scheduling with pipelined resources. Derive a set of in-
equality constraints for the case of multi-cycle resources. Apply the inequalities to Example
5.6.3.

15. Determine the type distributions for the pipelined scheduled sequencing graph of Figure
5.14.

16. Consider the sequencing graph of Figure 5.1. Assume that the multiplier and the ALU have
execution delays of 2 and 1 cycle, respectively. Formulate the ILP constraint inequalities
for a pipeline schedule with éy = 1.



CHAPTER

RESOURCE
SHARING
AND BINDING

In der Beschrdnkung zeigt sich erst der Meister. -
The master distinguishes himself in coping with the limitations.
Y. Goethe. Epigrammatisch: Natur und Kunst.

6.1 INTRODUCTION

Resource sharing is the assignment of a resource to more than one operation. The
primary goal of resource sharing is to reduce the area of a circuit, by allowing multiple
non-concurrent operations to share the same hardware operator. Resource sharing is
often mandatory to meet specified upper bounds on the circuit area (or resource usage).

Resource binding is the explicit definition of a mapping between the operations
and the resources. A binding may imply that some resources are shared. Resource
binding (or partial binding) may be part of the original circuit specifications, and
thus some sharing may be defined explicitly in the hardware model. Resource usage
constraints may infer implicitly some resource sharing, even though they do not imply
a particular binding,

Resource binding can be applied to sequencing graphs that are scheduled or
unscheduled. Specific strategies for architectural synthesis, as described in Section 4.5,
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use either approach. In the former case, the schedule provides some limitations to the
extent to which resource sharing can be applied. For example, concurrent operations
cannot share a resource. In the latter case, resource binding may affect the circuit
latency because operations with a shared resource cannot execute concurrently, and
therefore some operations may have to be postponed.

When considering resource-dominated circuits that have been scheduled under
resource constraints, the area is already determined by the resource usage. Thus bind-
ing and sharing serve just the purpose of refining the structural information so that
connectivity synthesis can be performed. On the other hand, for general circuits, the
overall area and performance depend on the resource usage as well as on registers,
wiring, steering logic and control circuits. Then binding and sharing affect the figure
of merit of the circuit. Obviously, when considering sequencing graphs that are not
scheduled, sharing and binding affect both area and performance.

Different binding and sharing problems can be defined according to the types of
operations and resources being considered. The simplest case is when operations can
be matched to resources with the same type. A slight generalization being considered
in this chapter is when operations with different types can be implemented (covered)
by one resource of appropriate type. Examples are operations with types addition,
subtraction and comparison being implemented by a resource with type ALU. These
two cases are modeled by using a single-valued function 7 : V — {1,2,..., ne}
that associates with any operation the resource type that can implement it. A further
generalization is the case when any operation can be implemented by more than orie
resource Lype, possibly with different area and performance. An example is given
by an addition operation that can be implemented by different types of adders. The
choice of such a resource type, called a resource-type ¢or module) selection problem,
is described in Section 6.6.

In this chapter we consider primarily sharing functional resources, called briefly
resources, for non-pipelined circuit models. We address also the problems of sharing
registers and of using memory arrays efficiently, as well as sharing interface resources
such as busses. First we present resource sharing models and algorithms for resource-
dominated circuits in Section 6.2. Then we extend the analysis to general circuits
and comment on the impact of sharing on area and performance in Section 6.3, We
then revisit the relations between scheduling and binding and we present methods for
concurrent scheduling and binding in Section 6.4 and for binding unscheduled models
in Section 6.5. We conclude the chapter by considering other extensions, such as the
module selection preoblem and resource sharing and binding for pipelined circuits as
well as relations between sharing and testability.

6.2 SHARING AND BINDING FOR
RESOURCE-DOMINATED CIRCUITS

We consider sharing and binding problems for resource-dominated circuits modeted
by scheduled sequencing graphs G.(V, E). In this chapter, we drop from consideration
the source and sink vertices vg, v, that are No-Operations. Hence the operation set of
interest is {v;,f = 1,2,...,n}
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Two (or more) operations may be bound to the same resource if they are not
concurrent and they can be implemented by resources of the same type. When these
conditions are met, the operations are said to be compatible. Two operations are not
concurrent when either one starts after the other has finished execution or when they
are alternative, i.e., they are mutually exclusive choices of a branching decision. There-
fore, an analysis of the sequencing graph is sufficient to determine the compatibility
of two or more operations for sharing. We postpone this analysis to the following two
sections and we concentrate now on the compatibility issue.

Definition 6.2.1. The resource compatibility graph G . (V. E) is a graph whose vertex

set V= {v,i=12,...,n,/ is in one-to-one correspondence with the operations and
whose edge set E = {{v;,,v;} i, j = 1,2,.... M,pe} denotes the compatible operation
pairs.

The resocurce compatibility graph has at least as many disjoint components as the
resource types. A group of mutually compatible operations corresponds to a subset
of vertices that are all mutually connected by edges, ie., to a clique. Therefore a
maximal set of mutually compatible operations is represented by a maximal clique in
the compatibility graph.

An optimum resource sharing is one that minimizes the number of required
resource instances. Since we can associate a resource instance to each clique, the
problem is equivalent to partitioning the graph intc a minimum number of cliques.
Such a number is the cligue cover number of G, (V, E}, denoted by « (G (V, E)).

Example 6.2.1. Let us consider the scheduled sequencing graph of Figure 5.8, which
we repeat in Figure 6.1 for convenience. We assume agiin that there are two resource
types: a multiplier and an ALU, both with 1 unit execution delay. The compatibility
graph is shown in Figure 6.2. Examples of compatible operations are {v;, v3} and {vs, vs}
among others. Examples of cliques are the subgraphs induced by {v(, vs. v}, {v2, vs. va}
and {vs, vs, V0. 11 }. These cliques, in addition to {vy}, cover the graph. Since they are
disjoint, they form a clique partition. The clique cover number x is then equal to 4,
corresponding to two multipliers and two ALUs. Edges of the cliques are emboldened
in Figure 6.2

An alternative way of looking at the problem is to consider the conflicts between
operation pairs, Two operations have a conflict when they are not compatible. Conflicts
can be represented by conflict graphs.

Definition 6.2.2. The resource conflict graph G_(V, E) is a graph whose vertex set

V= {u,i=12, -..i fgps} 18 in one-to-one correspondence with the operations and
whose edge set £ = {{v;,v;} i, = 1.2,..., n,p} denotes the conflicting operation
pairs.

It is obvious that the conflict graph is the complement of the compatibility graph.
A set of mutually compatible operations corresponds to a subset of vertices that are
not connected by edges, also called the independent ser of G_(V, E). A proper vertex
coloring of the conflict graph provides a solution to the sharing problem: each color
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Compatibility graph.

corresponds to a Tesource instance. An optimum resource sharing corresponds to a
vertex coloring with a minimum number of colors. Such a number is the ckromatic
number of G_(V, E) and is denoted by x(G_(V, E)). Note that x(G_(V, E)) is
equal to x(G(V, E)).

Since operations with different types are always conflicting, it is convenient
to tonsider the conflict graphs for each type independently. Such graphs are the
complements of the corresponding compatibility subgraphs for operations of that type.
The overall conflict graph can be obtained by adding edges joining any vertex pair
with different types to the union of all partial conflict graphs.

Example 6.2.2. Consider again the scheduled sequencing graph of Figure 6.1, We show
in Figure 6.3 the conflict graphs for the multiplier and ALU types. Examples of indepen-
dent sets are {v, v3, v7} and {uy, vs, vyg. vy1}, among others. Each graph can be colored
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FIGURE 6.3
Conflict graphs for the multiplier and ALU types.

with two colors, yielding an overall resource requirement of 4. Different shadings of the
vertices show a minimum coloring in Figure 6.3.

The cligue partitioning and vertex coloring problems have been studied exten-
sively. (See Sections 2.4.4 and 2.4.3.) Both problems are intractable for general graphs,
and exact and heuristic solution methods have been proposed. According to the spe-
cific circuit type under consideration, the compatibility graph may be sparser than the
conflict graph (or vice versa). In this case, clique partitioning (or vertex coloring) may
be easier to solve.

In some particular cases, it is possible to exploit the structure of the sequencing
graph to derive compatibility and conflict graphs with special properties that make the
partitioning and coloring tractable. This will be considered in the following section.

6.2.1 Resource Sharing in Non-Hierarchical
Sequencing Graphs

We consider here non-hierarchical sequencing graphs, i.e., we exclude for now al-
ternative paths, and each path from source to sink represents a parallel stream of
operations. We recall that the resource type implementing an operation is denoted
byl U =t By Nops, the start times by T = {f;; §| = 1,2,...,n,,} and
the execution delays by D = {d;; i = 1,2,..., n,,}. Recall also that an operation
v; with execution delay d; starts executing at f; and completes at t; + &; — 1. Data-
dependent delays are not considered here, because the sequencing graph is assumed to
be scheduled. Resource sharing for unbounded-latency sequencing graphs is described
in Sectien 6.5.

Two operations are compatible if they can be implemented by resources of the
same type and if they are not concurrent. Therefore, the compatibility graph G.(V, E)
is described by the following set of edges: E = {{v;, v;}| T (v;) = 7 (v;) and ((f;+d; <
f)or (i +d; < 1)), i,j = 1,2,....n4). Such a graph can be constructed by
traversing the sequencing graph in O(|V[*) time. This graph is a comparability graph
because it has a transitive orientation property, Indeed, a corresponding directed graph
could be derived by assigning an orientation to the edges consistent with the relations
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(G +d <t)or (G +d; <), i, j=1.2,..., 0.}, which are transitive. (See
Section 2.2.3.)

The search for a minimum clique partition of a comparability graph can be
achieved in polynomial time, as mentioned in Section 2.4.4,

Example 6.2.3. Consider again the scheduled sequencing graph of Figure 6.1, where all
operations have unit execution delay. Let us consider operation v, with {; = 1. Now
T () = multiplier. Then, all operaticns whose type is a multiplier and whose start
time is larger than or equal to 2 are compatible with v;. (Obviously, no operation can
be compatible by having a start time less than or equal to zero.) Such operations are
{1, ve, v, vg}. The corresponding vertices are incident to edges that stem from v. The
compatibility graph can be constructed by visiting each operation and checking for others
with the same type with non-overlapping execution intervals.

Note that a directed graph could be constructed having the compatibility graph
as the underlying graph. The orientation is determined by comparing the start times.
In this case, it would have the edges {(v1, v3), {(v1, vs), (v1. ¥7), (14, v5)}, among others.
Note also that the relations {(v. vs), (v, v7)} imply [(v:, v7)}, because ordering is a
transitive relation. Hence the compatibility graph is a comparability graph. The transitive
orientation of the compatibility graph is shown in Figure 6.4.

Let us consider now the conflict graphs for each resource type. The execution
intervals for each operation are {[t;,t, + & — 1]; i = 1,2,...,n,,} and the edges
of the conflict graphs denote intersections among intervals; hence they are interval
graphs. The search for a minimum coloring of an interval graph can be achieved in
polynomial time. A few algorithms can be used, including the LEFT_EDGE algo-
rithm described in Section 2.4.3. Usually, resource™sharing and binding is achieved
by considering the conflict graphs for each type, because resources are assumed to
have a single type. Thus, the overall conflict graph is of limited interest, even though
it can be derived from the conflict graphs of each resource type in a straightforward
way.

Example 6.2.4. Consider again the scheduled sequencing graph of Figure 6.1, where all
operations have unit execution delay. The set of intervals cormresponding to the conflict

FIGURE 64
Transitive orientation of the compatibility graph.
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FIGURE 6.5
Intervals corresponding to the conflict graph.

graphs is shown in Figure 6.5. Overlapping intervals correspond to edges in the conflict
graph for each type. When considering the multiplier, the conflict edges are {vy, v},
{vs, vs} and {vq, vz}. When considering the ALU, the conflict edge is {vs, vo}.

It is instructive to show that the binding problem can be formulated with an
ILP model. We consider a similar framework to the one presented for scheduling
in Section 5.4.1. For the sake of simplicity, we assume first that all operations and
resources have the same type. We use a set of binary decision variables with two
indices, B = {b;,;i = 1,2,....n5:r = 1,2,...,a}, and a set of binary decision
constants with two indices, X = {x;;5i = 1,2,..., Ropsi L= 152, 005K + 1), where
@ < Ngps 1s an upper bound on the number of resources to be used. We use the
set notation for the variables in B, rather than a matrix notation, because we do not
make use of matrix operations. The binary variable, b;,. is 1 only when operation
v; is bound to resource r, i.e., B(v;) = (l,r). The binary constant, x;;, is 1 only
when operation v; starts in step [ of the schedule, i.e., [ = 1;, as defined in Section
5.4.1. These values are known constants, because we consider scheduled sequencing
graphs.

Searching for a binding compatible with a given schedule (represented by X)
and a resource bound a is equivalent to searching for a set of values of B satisfying
the following constraints:

doby =1, i=1,2,.. Mops (6.1)
=l
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b, € 0,1}, $=1,2- 0 Bupei r=1,2v0.008  (63)

Constraint 6.1 states that each operation v; should be assigned to one and only
one resource. Constraint 6.2 states that at most one operation can be executing, among
those assigned to resource r, at any time step. Note that it suffices to require the
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variables in B to be non-negative integers to satisfy 6.3. Hence the problem can be
formulated as an ILP and not necessarily as a ZOLP.

This model can be easily extended to include multiple operation types. Never-
theless, the disjointness of the types makes it easier to formulate and solve as many
independent binding problems as each type.

Example 6.2.5. Consider again the scheduled sequencing graph of Figure 6.1. The oper-
ations have two types (labeled 1 for the multiplier and 2 for the ALU} and unit execution
delays. Therefore a feasible binding satisfies the constraints:

Zb.-, =1, Vi :T@w)=1

Y by oxa sl I=12 . A+1, r=12...a
T (=1

az

Zb[, =1, Vi :T(n)=2

r=1

blr ):1151‘ 121!2‘ A-+] r=l!29 y &2
T (v)=2

The constants in the set X are all zero, except for x; |, X2,1, X3.2, X33, X5.4, X6.2, X7.3, X8.3»
Xg 4, X10.1, X11.2, Which are 1. -

Then, an implementation with ¢; = | multiplier would correspond to finding a
solution to:

by =1, Vie{l, 2,3,6,78)

by xy <1, I=1.2,....5
ie(1.2.3.6.7.8)

Such a solution does not exist, because the second constraint would imply by 1 + by < 1,
which contradicts the first one,

An implementation with @, = 2 multipliers would correspond to finding a solution
to:

bi+by=1, Vie{l 2,367 8)

b o<1, I=1,2,...,5
ie{l.2.3.6.7.8]

b;‘z i =<1 I=12,...,5

ig{l.2.3,6.7.8}

which admits the solution b, | = 1,bys = 1, b3y = 1, by = 1,071 = 1,bg; = 1, all
other elements of B with first subscript ¢ € {1, 2, 3,6, 7, 8} being zero. The tabulation
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of the binding is the following, where the binding of the ALUs can be computed in a
similar way. The bound sequencing graph is shown in Figure 6.6.

Blwy) 3
Bla) (T 2)
) (1,1
Blva) (2, 1)
Bvs) (2, 1)
Blvg) (1,2)
Blvs) (1. 1)
Blug) (1,2)
Blvg)  (2,2)
Blvw) (2, 1)
Bvi1) (2, 1)

Note that in the particular case of a non-hierarchical graph, solving the ILP
problem may be far less efficient than coloring the corresponding interval graph.

6.2.2 Resource Sharing in Hierarchical
Sequencing Graphs

Let us now consider hierarchical sequencing graphs. A simplistic approach to resource
sharing is to perform it independently within each sequencing graph entity. Such an
approach is overly restrictive, because it would not allow sharing resources in different
entities. Therefore we consider here resource sharing across the hierarchy levels.

FIGURE 6.6
Scheduled and bound sequencing
graph.
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Let us first restrict our attention to sequencing graphs where the hierarchy is
induced by model calls. When two link vertices corresponding to different called
models are not concurrent, any operation pair implementable by resources with the
same type and in the different called models is compatible. Conversely, concurrency
of the called models does not necessarily imply conflicts of operation pairs in the
models themselves.

Example 6.2.6. Consider a model a consisting of two operations: an addition followed
by a multiplication, Consider also a model b consisting of two operations: a multiplication
followed by an addition. Assume that the addition has 1-unit delay and the multiplication
2-unit delay. When a model m1 has a call to model a followed by & call to model b, a and
b are not concurrent and the corresponding additions and multiplications are compatible.

Consider another model #2 with two calls to @ and b that overlap in time, say
with start times #, = | and #, = 3. Then we cannot say a priori that the operations of a
and b are conflicting. Indeed the multiplications are not compatible while the additions
are! Both situations are shown in Figure 6.7.

Therefore the appropriate way of computing the compatibility of operations
across different levels of the hierarchy is to flatten the hierarchy. Such an expansion
can be done explicitly, by replacing the link vertices by the graphs of the corresponding
models, or implicitly, by computing the execution intervals of each operation with
respect to the source operation of the root model in the hierarchy.

To determine the properties of the compatibility and conflict graphs, we need to
distinguish the cases when models are called once or more than once. In both cases,
model calls make the sequencing graph representation medular. In the latter case,
model calls express also the sharing of the applicatiorrspecific resource corresponding
to the model.

ml m2
TIME 1 A TIME 1 f
TIME 2 . * TIME 2 ( ) |
TIME 3 ' TIME 3 \/ b .
TIME 4 A , TIME 4 * ( \
TIME 5 . \{/
FIGURE 6.7

Hierarchical conflicts and compatibility.
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When all models are called only once, the hierarchy is only a structured rep-

resentation of the data-flow information. Thus compatibility and conflict graphs have
the special properties described in the previous section.

Let us consider now multiple calls to a model. We question the compatibility

or conflict of the operations in the called model with those in the calling one, and the
properties of the corresponding graphs.

Example 6.2.7. Consider again model a consisting of two operations: an addition fol-
lowed by a multiplication. By assuming that the addition has 1-unit delay and the multi-
plication 2-unit delay, model & has an overall delay of 3 units. Consider then model m3
with two calls to model a that are not concurrent scheduled at times t and 5, respectively.
Assume also that model m3 has three other multiplication operations. We question the
sharing of the multipliers across the hierarchy.

A sequencing graph fragment (related to m3), the execution intervals and the
conflict graph for the multiplier type are shown in Figure 6.8. Note that the double call
to ¢ results in two non-contignous execution intervals for the multiplication in a. As
a result, the conflict graph is not an intersection among intervals and therefore not an
interval graph. It is not even a chordal graph, as shown in Figure 6.8 (c).

Whereas the computation of the compatibility and conflict graphs is still straight-

forward, the resulting graphs may no longer have special properties. Therefore their
clique partitioning and vertex coloring are now intractable problems. Heuristic algo-
rithms may be used, as described in Section 2.4.3.

TiMEbK_) \) . L*J

(a) (b (c}

FIGURE 6.8
Hierarchical conflicts. (a) Sequencing graph fragment. (b} Execution intervals. (c) Non-chordal conflict

graph.



240  ARCHITECTURAL-LEVEL SYNTHESIS AND OPTIMIZATION

The compatibility of the operations across the hierarchy can be computed in a
similar way in the presence of iterative constructs that can be unrolled. Note that a
resource bound to one operation in a loop corresponds to a resource bound to multiple
instances of that operation when the loop is unrofled. Moreover, that resource may be
bound to other operations outside the loop model. Note also that a single model call
inside a loop body becomes a multiple call when the loop body is unrolled.

Let us consider now branching constructs. When considering operation pairs
in two alternative branching bodies, their compatibility corresponds to having the
same type. The computation of the compatibility and conflict graphs can still be
done by traversing the hierarchy and using Definitions 6.2.1 and 6.2.2. The resulting
compatibility and conflict graphs may not-have any special property, as shown by the
following example.

Example 6.2.8. Consider the sequencing graph of Figure 6.9 (a). We assume that all
operations take 2 time units to execute and that the start times are the following: £, =
1:#, = 3: 1. = t; = 2. The intervals are shown in Figure 6.9 {b) and the conflict graph
in Figure 6.9 (c). Note that the alternative nature of operations ¢ and d makes them
compatible and prevents a chord {v,, ¥4} to be present in the conflict graph. Hence the
conflict graph is not an interval graph.

6.2.3 Register Sharing

We consider in this section those registers that hold the values of the variables. Recall
that each variable has a lifetime that is the interval from its birth to its death, where
the former is the time at which the value is generated as an output of an operation
and the latter is the latest time at which the variable is referenced as an input to
another operation. We assume that those variables with multiple assignments within
one model are aliased, so that each variable has a single lifetime interval in the frame
of reference corresponding to the sequencing graph entity where it is used. Note
that the lifetimes can be data dependent, for example, due to branching and iterative
constructs. '

TIME 1

TIME 2

TIME 3

TIME 4

~(prr

(c)

FIGURE 69
Conditional execution. (a} Sequencing graph fragment. (b) Execution intervals. (c) Non-chordal conflict
graph.
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Whereas an implementation that associates a register with each variable suffices,
it 1s obviously inefficient. Indeed, variables that are alive in different intervals or under
alternative conditions can share the same register. Such variables are called comparible.

The register compatibility and conflict graphs are defined analogously to the
resource compatibility and conflict graphs. The problem of minimizing the number of
registers ¢an be cast in a minimum clique partitioning problem of the compatibility
graph or into a minimum coloring problem of the conflict graph. We consider now
how these graphs are generated and their properties.

Let us consider first non-hierarchical sequencing graphs. In this model, a conflict
between two variables corresponds to a lifetime overlap. Since in this model the vari-
able lifetimes are intervals, the conflict graph is an interval graph and its complement is
a comparability graph. Therefore, optimum register sharing can be computed in poly-
nomial time, for example, by optimum coloring using the LEFT_EDGE algorithm [6].

Example 6.2.9. Consider just a portion of the sequencing graph of Figure 6.1, shown
in Figure 6.10 (a). There are six intermediate variables, named {z;;f = 1,2, ..., 6}, that
must be stored in registers. The lifetime of three pairs of these variables is conflicting,
as shown by the conflict graph in Figure 6.10 (¢). These variables can be implemented
by two registers, which is the chromatic number of the conflict graph.

Let us now consider sequencing models of iterative bodies. In this case, some
variables are alive across the iteration boundary, for example, the loop-counter vari-
able. The cyclicity of the lifetimes is modeled accurately by circular-arc graphs that
represent the intersection of arcs on a circle.

Example 6.2.10. We consider the full differential equation integrator. There are 7 in-
termediate varables {z;,{ = 1,2, ..., 7}, 3 loop vadables (x, ¥, &) and 3 loop invariants
(@, 3. dx). We consider here the intermediate and loop variables and their assignment
to registers. The data-flow graph is shown in Figure 6.11 (a) along with the explicit

71y 2 .

TIME 2
TIME3 . -

faR W i)

5 s

TIME 4

(a) (3] (3]
FIGURE 6.10

(a) Sequencing graph fragment. (b} Variable intervals. (¢) Conflict graph.
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annotation of the variabies. The variable lifetimes are shown in Figure 6.11 (b) and are
represented as arcs on a circle in Figure 6.12. The corresponding circular-arc conflict
graph is shown in Figure 6.13. Five registers suffice to store the 10 intermediate and
loop variables.

The register sharing problem can then be cast as a minimum coloring of a
circular-arc graph that unfortunately is intractable. Stok [15] has shown that this
problem can be transformed into a multi-commeodity flow problem and then solved
by a primal algorithm.
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FIGURE 6.11

(a) Sequencing graph. (b} Variable lifetimes.
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] Variable lifetimes as arcs on a circle.
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FIGURE 6.13
Circular-arc conflict graph.

The register sharing problem can be extended to cope with hierarchical models.
The register compatibility and conflict graphs can be derived by traversing the hier-
archy and comparing the variable lifetimes. The properties of these graphs depend on
the structure of the hierarchy, as in the case of the resource compatibility and conflict
graphs. In particular, interval conflict graphs can be derived from hierarchical models
with only single model calls by considering the variable lifetimes with reference to
the start time of the sequencing graph entity in the root model of the hierarchy. In the
general case, register compatibility and conflict graphs may not have any special prop-
erty, and therefore the corresponding optimum register sharing problem is intractable.
Springer and Thomas [14] have shown that polynomial-titme colorable conflict graphs
can be achieved by enforcing some restrictions on the model calls and on the branch
types.

The register sharing problem can be formulated by ILP constraints, rmutatis
mutandis, similarly to the resource sharing problem.

6.2.4 Multi-Port Memory Binding

We consider now the problem of using muiti-port memory arrays to store the values of
the variables. Let us assume a memory with ¢ ports for either read or write requiring
one cycle per access. Such a memory array can be a general purpose register file
common to RISC architectures. We assume the memory to be large enough to hold
all data. We consider in this section non-hierarchical sequencing graphs; extensions
are straightforward and similar to those presented in the previous sections.

A first problem corresponds to computing the minimum number of ports a
required to access as many variables as needed. If each variable accesses the memory
always through the same port, then the problem reduces to binding variables to ports.
Thus the considerations for functional resource binding presented in Section 6.2.1 can
be applied to the ports, which can be seen as interface resources.
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On the other hand, if the variables can access the memory array through any port,

Hear

the minimum number of ports is equal to  max E xi1, where n,,, is the total number
1<l<At]
=T

of variables and X is a set of binary constants determined by scheduling, where x;;

is 1 when the access of variable i.i = 1,2, ... , myr, isatstep,/=1,2,..., A+ 1.
In other words, the maximum number of concurrent accesses is the minimum number
of ports.

Balakrishnan et al. [2] considered the dval problem. They assumed a fixed num-
ber of ports and maximized the number of variables to be stored in the multi-port
memory array, subject to the port limitation. They formulated the problem as follows.
Let b € {0, 1}™= be a binary-valued vector whose entries denote whether the corre-
sponding variable is stored in the array or not. Let 1 be a n,,,-dimensional vector of
all 1s. Then the desired variables are indicated by a solution to:

max 1¥b such that
Migr
Zbixi; < g, I=1,2,....x+1 (6.4)

i=l
This problem can be extended easily to handle separate read and write ports

and to the interconnect minimization problem [2].

Example 6.2.11. This example is borrowed from reference [2]. Consider the follow-
ing scheduled sequence of operations, which requires the storage of variables {z;,i =
| T, 15}

Time-step I: =21+ zn =4

Time-step 2: zs=23+241 I1=23% 25 I13 = 23
Time-step 3: g —=23+2s: Zo=21+27: 20 = Z10/%s
Time-step 4: Zu=zZnAZg: Z1Is=2n2V

Time-step 5: 21 =214 7 22 = 215

Let us consider a memory array with @ ports. Then, the problem can be represented by
s 5 . .
maximizing Zj:l b; under the following set of constraints:

bitb:tby+by <a

byt by +bs+b+by+ by < a

by + by + by + by = by + bo + bio + by < a
by + bo + by + biz + bua + bs < a
bi+bt+bytbs <a

This problem with a one-port memory (i.e., @ = 1) yields a sclution where only
{by, by, bg} are non-zero, i.e., where only variables z., z4 and z3 are stored in the memory.
Increasing the number of ports helps in storing more variables into the array. For example,
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with a two-port memory (i.e., @ = 2), variables z;, 24, 25, Z10, 212 and 2,4 can be stored
and with a three-port memory (i.e., a = 3), variables 2;, 22, Z4. 26, 28, 210, Z12- 213 and z14
can be stored.

6.2.5 Bus Sharing and Binding

Busses act as transfer resources that feed data to functional resources. The operation
of writing a specific bus can be modeled explicitly as a vertex in the sequencing graph
model. In this case, the compatible (or conflicting) data transfers may be represented
by compatibility (or conflict) graphs, as in the case of functional resources. Alterna-
tively, busses may not be explicitly described in the sequencing graph model. Their
{optimum) usage can be derived by exploiting the timing of the data transfers. Since
busses have no memory, we consider only the transfers of data within each schedule
step (or across two adjacent schedule steps, when we assume that the bus transfer is
interleaved with the computation).

Two problems then arise: first, to find the minirmum number of busses to accom-
modate all (or part of) the data transfers and, second, to find the maximum number of
data transfers that can be done through a given number of busses. These problems are
analogous to the multi-port binding problem and can be modeled by ILP constraints.

Example 6.2.12. Consider the sequencing graph fragment of Figure 6.10 (a). Let us

assume that the variables of interest are {z;,{ = 1, 2, ..., 6} and that busses can transfer
the information across two adjacent steps. Let the timing scheduled data transfers be
modeled by constants X = {xy, i = 1.2.....6;1 = 1,2,...,5}. The values of the
elements of X are all Os, except for x|, x21, X33, X42, X353, Xe3. Which are ts. Then Equation
6.4 yields: -

b[ —+ bg < d

b3 + b4 =< d

b5 + bb < a
Let us consider first the case of @ = [ bus. Then at most three variables can be transferred

on the bus, for example {z,, z3, z5}. With @ = 2 busses all variables can be transferred.

6.3 SHARING AND BINDING FOR GENERAL
CIRCUITS*

We consider now general circuit models where area and performance do not depend
solely on the resource usage. We extend our considerations to include the influence of
steering ogic and wiring on the binding choices that optimize area and performance.
In particular, we consider multiplexers whose area and propagation delays depend on
the number of inputs and wires whose lengths can be derived from statistical models
{see Section 4.4). We neglect the control unit when considering scheduled models,
because its contribution to the overall area and performance is affected marginally by
resource binding.

As mentioned in Section 4.5, the scheduling and binding problems are inter-
twined for general circuit models. We present in this section the binding problem
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for scheduled sequencing graphs and we defer the considerations about concurrent
scheduling and binding to Section 6.4.

We consider first functional resource binding, and we revisit the unconstrained
minimume-area binding problem in Section 6.3.1. We then consider performance issues
in Section 6.3.2. Eventually, we comment on register, multi-port memory arrays and
bus binding in Section 6.3.3.

6.3.1 Unconstrained Minimum-Area Binding*

We consider the unconstrained minimum-area binding problem for scheduled graphs.
Whereas compatibility and conflict graphs, as defined in Section 6.2, still model] the
latitude at which sharing can be performed, the area cost function depends on sev-
eral factors (e.g., resource count, steering logic and wiring). In some limiting cases,
resource sharing may affect adversely the circuit area.

Example 6.3.1. Assume here, for the sake of simplicity. that the circuit area depends on
the resources and muitiplexers only.

Consider a circuit with n 1-bit add operations. Assume that the area of a I-bit
adder resource is area,.. and the area of a multiplexer is ared,.., which is a function
of the number of inputs, namely are@m,. = areas, . (i — 1), where areay,, is a constant
that relates the increase in size of the multiplexer to the number of its inpuls {. Note that
a one-input mux has zero cost, because it is redundant.

Then the total area of a binding Wwith a resources is a(aréed, s + aregp,,) =
alared, s, — areal, )+ n-areas, .. which may be an increasing or decreasing function

A

of a according to the value of the relation area,u > area), .

In general, the optimum sharing problem can be cast as a non-linear optimization
problem under linear constraints, expressed by inequalities 6.1 and 6.2 in the case
of non-hierarchical graphs. The area cost function may include dependence on the
components of interest. While such an optimization problem can be solved by standard
nonlinear program solvers, this approach is practical for small-scale circuits only.

The minimum-area binding problem can be modeled by a weighted compatibility
graph. Different types of weighted compatibility graphs can be defined. For example,
weights may be associated with cliques and model the cost of assigning the subgraph
to a single resource, the cost being comprehensive of the related steering logic and
wiring cost components. Thus, eptimum binding can be modeled as a weighted clique
partitioning problem. Note that an optimum solution to this problem may involve more
¢liques than the clique-cover number of the graph, because non-maximal cliques may
be chosen.

With this formulation, two difficulties must be overcome. First is solving the
weighted clique partitioning problem, which is intractable, Heuristic algorithms are
commonly used for this purpose. Second is assigning weights to vertices and cliques
that model correctly the problem objective. Heuristic methods have been proposed to
assign weights to the compatibility graph, representative of the desired factors to be
taken into account in sharing.
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Springer and Thomas proposed a weighted compatibility graph model based
on the use of a set inclusion cost function [14]. In this model each vertex of the
compatibility graph is given a set of weights, called a cost ser. The cost set of any
clique is the union of the cost sets of the corresponding vertices, and its weight is
the sum of the elements in its cost set. The overall cost is the sum of ali weights
associated with the cliques of a partition.

The cost-set model is very general and it allows us to compute weights on the
cliques from the attributes of the vertices. Note that the clique weight is not necessarily
the sum of the weight on the vertices. Thus, this model can be useful to represent
the steering logic and wiring area, which depend on the grouping of operations and
their binding to a shared resource. This model applies very well to other more general
binding problems. We refer the interested reader to reference [14] for details.

Example 6.3.2. We model the total area as a weighted sum of resource usage and
multlplexmg cost. We assume that the cost of multiplexing a sngndls 15 AT elmux =

area’, (a — 1) and is expressed as areay, + ) . areal,. where area,,, = ared, =

— aredyy, 1 <i <a. The purpose of the model is to spread the muttlp]exer cost over

the operations.

Consider four operations of the same type (e.g., addition}, namely vy. vz, vy and
s, and their compatibility graph, shown in Figure 6.14. We assume that the cost set of
each vertex v;;4 = 1.2, 3. 4 consists of the triple {area,.areal;, areal,). The area of
the corresponding adder resource is area.; the other elements relate to the offset and
incremental costs of the multiplexers.

Let us assume first the use of dedicated resources. Then the overall cost is 4 -
(area, +arealy) + ) :_ ared, = 4 area,.

Let us assume instead that v, v; and vs share a resousce. Then the cost is {area, +

arealy, + Z 1a:?r.mw] + larea,, areau areay) =2 area, +area’, (3 — 1.

A different approach for resource sharing was proposed by Tseng and Siewiorek
[18], who devised a heuristic clique partitioning algorithm that constructs cliques from
compatible pairs of operations. Thus they used edge weights as representative of the
level of desirability for sharing. Even though edge weights may be related to the cost
of steering logic and wiring, the overall area cost of the circuit cannot be inferred from
the weights. The edge-weighted compatibility graph is denoted here by G .(V, E, W).

Tseng and Siewiorek’s algorithm considers repeatedly the subgraphs induced
by the vertices that are end-points of edges with the same weights for decreasing
values of the weights. The algorithm performs unweighted clique partitioning of these
subgraphs by iterating the following steps until the subgraph is empty.

o ° FIGURE 6.14
Compatibility graph,
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TSENG( G(V. E, W} ) {
while (£ + if) do {

Iw = max w; : /* largest edge weight */
wel

E' = {{v;, v;} € E such that w;; = Jw}:
G (V' E’. W) = subgraph of G (V. E, W) induced by E";
while (E’ # /) do { )
Select {v;. v;) € E' such that »; and 1 have the most neighbors in common:
C= [U,‘. U_,'];
Delete edges {vr. ;) if {vr, v] ¢ E' Viy € V',
Delete vertex v; from V',
while (one vertex adjacent to v; in G (V', E', W')) do |
Select vy such that {g;, v} € E' and v and vy have the
most neighbors in common;
C=CU{un}h
Delete edges {v, v} if (v, w} € E' Yo e V',
Delete vertex vy from V';
}
Save clique C in the cligue list;
}

Delete the vertices in the clique list from V'

]

ALGORITHM 6.3.1

-

The two vertices in the subgraph with most common neighbors (i.e., adjacent
vertices) are merged and the edges from any vertex, say vy, to the merged pair are
deleted unless v, was incident to both vertices before merging. The two merged vertices
form the seed of a clique. The seed is then expanded by selecting iteratively other
vertices having the most neighbors in common with the clique seed, The selected
vertices are merged with the clique seed and the graph is updated accordingly. When
no more vertices can be added to the clique, the clique is saved on a list and the
process is repeated. (See Algorithm 6.3.1.)

Example 6.3.3. Consider the compatibility graph of Figure 6.2 and let us focus on the
subgraph related to the multiplication type, i.e., induced by vertices {vy, va, v3, v, U7, Vg}.
Such a subgraph is shown in Figure 6.15 (a). Assume first all edges have unit weight.
Thus, the first step of the second loop of Tseng and Siewiorek’s algorithm would select

vertices {vy, v3) as clique seed, because they have two common neighbors (i.e., vg and
v9). Then, edge {v;, v} is removed, because edge {vs, ve} is not in the graph. Vertex v3
is deleted (with all edges incident to it). The corresponding graph is shown in Figure 6.15
(b). Another vertex is then sought in the remaining graph. Vertex v, is selected, because
it is adjacent to v, and added to the clique seed. Then, edge {v|, vs} is deleted as well
as v7. A clique is then identified as {v, v3, v;}. A new vertex pair is then searched for
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(a) (c)

FIGURE 6.15

(a) Compatibility graph for the multiplier type. (b) Reduced compatibility graph with clique seed. (c)
Fragment of compatibility graph after one clique has been removed. (d) Reduced fragment with clique
seed.

in the remaining graph, shown in Figure 6.15 (c). Let us say {ve, vs} is chosen as the
seed. At the next step, v2 is added to form the second clique {ve, vg, V2.

Assume now that edges {v, va}, {vi, v}, {v1, v7}, {vs, v7}, {v7, U6} have weight 2
and the remaining ones have weight 1. Then the subgraph induced by {v|, vs, vg, v7] is
considered. Assuming that vertices {v|, vs} are selected as the clique seed, because they
have one common neighbor (i.e., v;), clique {vy, vs, 17} is identified. Since there is no
edge left in E’, the algorithm would look for cliques in the graph obtained from the
original one by removing {v, vs, v7}. The second clique {vg, vs, v2} is thus found.

6.3.2 Performance-Constrained and
Performance-Directed Binding*

Whereas binding does not affect the performance of reseurce-dominated circuits, in
the general case it changes the path delay between register boundaries. Since we
consider here scheduled graphs, we must ensure that such path delays are bounded
from above by the cycle-time. Otherwise, the computed schedule is invalid.

For the sake of simplicity, consider combinational resources with propagation
delays {d;: i = 1,2, ..., n,,} bounded from above by the cycle-time ¢. Operations
can be chained together. Let us call a parh a maximal set of vertices that induce a
path in the sequencing graph and that are scheduled in the same time step. (In the
limiting case where chaining is not applied, each path degenerates to a single vertex.)
The path delay is:

Z a: + multiplexer delay(B) + wiring delay(B) (6.5)

tepath

where B denotes the binding.
Then, minimum-area resource sharing under timing constraints can be solved
by a non-linear program by adding the constraint

Z di — multiplexer_delay(B) + wiring_delay(B) < ¢ Vpath (6.6)

iepath

to those represented by inequalities 6.1 and 6.2. Note that both the objective function
and the constraints are now non-linear.
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The dependency of the cycle-time on the binding allows us to define a
performance-oriented binding problem, where the goal is to find a sharing that mini-
mizes the cycle-time. Such a problem can be formalized as one where the maximum
path delay is minimized subject to the constraints 6.1 and 6.2.

In this problem, steering logic and wiring delay play conflicting roles. Indeed,
if wiring delays were negligible, then fully dedicated resource implementations would
optimize the cycle-time, because no multiplexing would be required. Unfortunately,
the choice of dedicated resources correlates to more subcircuits, a larger physical
layout and longer wiring delays. Conversely, if steering logic delays were negligible,
then full sharing may reduce the delay because of the reduction in area. The optimum
solution that can be achieved by solving a general non-linear problem reflects a trade-
off between wiring and multiplexing delays.

6.3.3 Considerations for Other Binding
Problems*

Let us consider register sharing first, as described in Section 6.2.3. Sharing of a
register involves steering data to and from a register. Therefore the area and delay of
the steering logic, e.g., multiplexers, should be taken into account when considering
optimum register sharing. The considerations on functional resource sharing reported
in the previous sections can be extended, mutatis mutandis, to register sharing.

In the multi-port memory binding problem, it is also important to consider the
steering logic and wiring costs. Wires connect the memory ports to the functional
resources that have as inputs and/or outputs those variables stored in the array. A
particular optimization problem is related to maximizing the assignment of the same
port to all those variables having the same source and/or destination. This correlates
to reducing both the wiring and steering logic cost. Balakrishnan er a/. considered
this problem and solved it by an integer linear program formulation, We refer the
interested reader to [2] for further details.

Finally we comment here on sharing of busses. Busses provide distributed mul-
tiplexing and wiring, and therefore their area and delay cost captures the steering
logic and wiring delays. The cost of the bus drivers (in terms or area and delay) and
the physical length of the bus affect the overall design objectives. The problems of
optimizing the bus usage, described in Section 6.2.5, can be extended to cope with
these factors. In particular, analogous to the multi-port memory binding problem, it is
convenient to maximize the assignment to the same bus of those variables having the
same source andfor destination. This correlates to reducing both the bus length and
the number of bus drivers.

6.4 CONCURRENT BINDING AND
SCHEDULING

We comment here on a general framewark that can be used to unify the binding and
scheduling problems. For the sake of simplicity, we consider operations with one type
and non-hierarchical graphs.
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We use two sets of binary decision variables with two indices: B = {b;,;i =
L2, ngesr=12...@ and X = {xp5i =0, L....m 0 =1,2,..., A+ 1},
where @ and A are upper bounds on resource usage and latency, respectively. (Note
that we consider variables to represent the start times of the source and sink operations,
but we do not consider their binding, because they are No-Operations. Recall also that
= Hypys + 1')

The binary variable &;, is | when operation v; is bound td reseurce r, ie.,
Btvi) = (1,r). The binary variable x;; is | when operation v; starts in step [ of the
schedule,

We can write the set of constraints in terms of B and X as follows:

Z_r,—,: 1. r:O,ln (67)
i
Y loxy =Y Ioxy—dp 20, i j=01....n:(.v)€eE (6.8)
! !
Zbir = 1, i = 1.2. ceen Rops (69)
r=1
Ropy !
Zbir Z .x,:mEl. I=]‘2‘_X+1. r=l,2,....a_ (6-10)
i=1 m=l—d;+1

e (001, i=0.1,....n, I=12,.. ., A+1(61D
bi, € {0.1}). i=1.2..... Rops, r=1,2,....a@ (6.12)

m

where constraint 6.7 states that each operation has to be Started once, 6.8 states that
the sequencing constraints must be satisfied, 6.9 states that each operation has to be
bound to one and only one resource and 6.1() states that operations bound 1o the same
resource must not be concurrent. The bounds on the summations in 6.7 and 6.8 have
been discussed in Section 5.4.1. Note that it suffices to require the variables in X and
in B to be non-negative integers to ensure that their value is binary valued.

Consider the search for area/latency trade-off points for a given cycle-time.
Latency is determined by the variables X, namely as & = >, /x,, — Y, Ixy. The area
is determined as a function of B.

Let us review briefly the case of resource-dominated circuits. The execution
delays D do not depend on the binding B and are constant for a given cycle-time,
The area depends on the resource usage a. Hence the latency (or area) minimization
problems under area (or latency) constraints can be modeled by an ILP [3]. In addition,

since:
N, /

Yo Y vm<a =12 541 (6.13)
=1 m=l-d +1
implies that constraint 6.10 can be satisfied by some binding with 4 resources, then
the overall problem can be solved by determining first the values of X satisfying
constraints 6.7, 6.8 and 6.13 and then by determining the values of B satisfying
constraints 6.9 and 6.10. This correspends to performing scheduling before binding.
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Let us turn now our attention to general (non-resource-dominated) circuits. For
a given cycle-time, the execution delays D depend non-linearly on the binding B. The
area cost function is a non-linear function of the binding B (and of the schedule X
when the control-unit cost is considered). Thus optimizing area, subject to latency con-
straints, corresponds to optimizing a non-linear function with non-linear constraints.
Optimizing latency, under area constraints, corresponds to optimizing a linear function
with non-linear constraints. Both problems can be solved by standard non-linear pro-
gram solvers, but the approach has been shown to be practical for small-scale circuits
only.

Recent research efforts have tried to model the optimization of general circuits
with linear (or piecewise linear) cost functions and/or constraints. Obviously some
restrictive assumptions are needed. If the execution delays can be assumed to be
constant (by computing them as the rounded-up quotient of the propagation delays
plus some margin to the cycle-time), then all constraints are linear. By restricting
the area computation to resources, registers and steering logic with piecewise linear
area models (excluding wiring and control cost), the combined scheduling and binding
problem can be modeled by an ILP. Gebotys showed that this approach is practical for
medium-scale circuits by using additional constraints to reduce the feasible solution
region as well as the computation time [3].

Most synthesis programs perform scheduling before binding or vice versa, some-
times iterating the two tasks. This can be seen as searching for the values of X and B
by means of a relaxation technique. In general, scheduling and binding are performed
with an educated guess on the execution delays D. The maximum path delay is eval-
uated after binding, by taking into account all factors of interest, and is compared to
the cycle-time. If the cycle-time constraint is not met, scheduling and binding are re-
peated after increasing the execution delays. Otherwise, the iterative process may stop
or another iteration tried with shorter execution delays when the cycle-time constraint
is satisfied by a wide margin. Similar considerations apply to area constraints, when
specified. Note that in the case of resource-dominated circuits, the execution delays
and area do not depend on the binding and therefore one iteration is sufficient.

Some architectural-level synthesis sysiems iterate scheduling and binding along
with an evaluation of the design objectives, and possibly a reassessment of the design
constraints. This latter approach has been named the knobs and gauges appreach [11].

6.5 RESOURCE SHARING AND BINDING
FOR NON-SCHEDULED SEQUENCING
GRAPHS

We consider in this section the problems related to applying resource sharing and
binding before scheduling a sequencing graph model. Before delving into the details,
we comment on the relevance of this approach for different classes of circuits.
Consider first resource-dominated circuits with operations having data-
independent delays. The area and latency do not depend on binding, but just on
the resource usage and on the schedule. Hence the area/latency trade-off is best com-
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puted by scheduling and preventive binding restricts the design space. Thus, applying
binding before scheduling has limited value.

When considering resource-dominated circuits with unbounded-delay opera-
tions, latency cannot be determined. Such circuits may have to satisfy some relative
timing constraints (see Section 5.3.3). The corresponding scheduling algorithms may
require that binding is performed prior to scheduling {5].

It is convenient to perform binding before scheduling for general (non-resource-
dominated) circuits, so that the steering logic and wiring area and delay can be derived
from the binding. Thus the overall area can be estimated with accuracy. Moreover the
execution delays to be used in scheduling can incorporate steering logic and wiring
delays.

6.5.1 Sharing and Binding for Non-Scheduled
Models

We consider first the two limiting cases in applying resource sharing to non-scheduled
sequencing graphs, namely, minimum-area and minimum-latency sharing and binding.
Then we comment on the intermediate solutions.

Minimum-area binding is achieved by using one resource per type. This prob-
lem can be modeled by defining two operations weakly compatible when they can
be implemented by resources of the same type and by partitioning into cliques the
corresponding weak-compatibility graph, which is obviously trivial. For each type, all
operations that are not alternative need to be serialized with respect te each other to
remove possible conflicts due to concurrency. This task is called conflict resolution,
and it can be done by adding appropriate edges to the sequencing graph.

There are many possible ways of resolving the conflicts. When all operation
delays are data independent and minimizing the circuit latency is a secondary objective,
conflict resolution is achieved by computing a minimum-latency schedule under a
single resource constraint per type. Otherwise, any operation serialization consistent
with the partial order implied by the sequencing graph can be chosen. Thus conflict
resolution can be done by sorting topologically the operations.

Example 6.5.1. Consider the sequencing graph of Figure 4.8, reported again for conve-
nience in Figure 6.16 (a), with an unbounded-delay operation. Assume one resource is
used. Then the two additions must be serialized, as shown in Figure 6.16 (b) or Figure
6.16 {c).

‘Let us consider now the case of resource sharing and binding that does not
require additional operation serialization. Thus, when all operation delays are data
independent, a subsequent scheduling can yield minimum latency. Otherwise, the
binding still guarantees the existence of a minimum-latency circuit implementation
for every possible value of the data-dependent delays. We assume here that operation
chaining is not used in scheduling.

A conservative approach is used, with a restricted notion of compatibility. Two
operations are said to be strongly compafible when they can be implemented by re-
sources of the same type and they are either aiternative or serialized with respect to
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FIGURE 6.16
(a) Sequencing graph. (b) Conflict resolution. (¢) Other conflict resolution.

each other, i.e., when the corresponding vertices are the head and tail of a directed
path. Clearly, strong compatibility implics compatibility. In addition, no resource con-
flict arises in sharing strongly compatible operations, because they are either already
constrained to be serialized with respect to each other or alternative. Therefore the
binding does not induce any serialization constraint on the schedule, which must just
satisfy the sequencing dependencies.

The strong-compatibility graph of a non-hierarchical sequencing graph is the
underlying undirected graph of its transitive closure (excluding the source and sink
vertices). Hence it is a comparability graph, and its partitioning into cliques can be
done in polynomial time. In the case of hierarchical graphs, the strong-compatibility
graph can be computed by expanding the hierarchy in a straightforward way. In
general, such graphs may not have any special property.

Example 6.5.2. Consider the example shown in Figure 6.17 (a). The strong-compatibility
graph is shown in Figure 6.17 (b) and a binding in Figure 6.17 (c).

There is a spectrum of intermediate binding solutions that trade off resource us-
age for operation serialization and hence latency. Area/delay exploration in this context
is meaningful especially for non-resource-dominated circuits. Indeed the knowledge of
a binding allows us to estimate accurately the overall area and delays. Unfortunately,
no efficient algorithm is known to compute minimum-area (or minimum-latency) bind-
ing under latency (area) constraints, aside from enumerative techniques.

The consideration of all different configurations in the design space is potentially
computationally expensive, because the size of the design space grows with a greater-
than-polynomial rate with the number of operations and resources, as shown in the next
section. The complete search is justified in the case of those circuits where the number
of operations of any given type is small and therefore the size of the design space size is
within reach. For circuit models with many possible bindings, heuristic methods have
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(b)

FIGURE 6.17
(a) Sequencing graph. (h) Compatibility graph. (c) Bound sequencing graph.

been proposed to prune the design space by selecting specific bindings that are likely
to satisfy the design goals. Once such bindings are scheduled, an accurate evaluation
of the objectives can be performed and the trade-off curve determined. Unfortunately,
the heuristic nature of pruning is such that bindings corresponding to some trade-off
point may not be considered. We refer the interested reader to reference [5] for details.

-

6.5.2 Size of the Design Space*

Different measures can be given to the size of the design space, which is the set of
all feasible implementations. For resource-dominated circuits, the design space can
be characterized by the resource usage, because the circuit objectives (area, latency)
depend on that. Characterizing the design space for general circuits is more complex.
A possible measure is the number of feasible bindings.

We consider now the enumeration of the possible bindings for a sequencing
graph and a set of resource instances. We perform first the analysis by considering
each resource type one at a time. We assume that there are n operations of a given
type and that exactly ¢ < n resource instances have to be used.

Let us consider first the number of ways m(n, a) in which the n operations can
be partitioned into a blocks corresponding to the a resource instances. Let us assume
first that the resource instances are labeled (i.e., ordered) and the operations are not.
We compute this number by means of a recursive formula:

1 when n=a (6.14)
mma,a) =11 when a =1 (6.15)
Y1 m(i,a— 1) otherwise (6.16)

i=a—1



256  ARCHITECTURAL-LEVEL SYNTHESIS AND OPTIMIZATION

The forinula can be explained as follows. When the number of operations n = 7
matches the number of resources @ = @, the only possible partition is to assign one
operation to each resource. When only one rescurce is available (¢ = @ = 1), the
only partition is the one that assigns all operations to that resource. In the remaining
cases, the number of partitions is computed by assuming that the first resource can
be assigned to a number of operations ranging from 1 to # — @ + 1 operations. (Note
that by assigning more than n — @ + | operations to the first resource, at least one of
the remaining @ — 1 resources will remain unutilized.) Then the number of cases is
computed recursively by summing the number of partitions of i operations to @ — 1
resources, where i ranges from @ — 1 (where # — @ + 1 are assigned to the first
resource) to # — | {where one operation is assigned to the first resource).

Example 6.5.3. We consider the ways in which n = 4 operations can be assigned to
a = 3 resources, called A, B and C. Assume that two operations are assigned to A.
Then the two remaining operations are assigned to B and C, one each. Suppose now that
one operation is assigned to A. Then in this case we have to assign the three remaining
operations to B and C. Assume now that two operations are assigned to B. Then the
remaining operation is assigned to C. Else, one operation is assigned to B and two to
C. Thus, there are three possible cases.

Let us use the recursive formula now. The total number of possible assignments
is m(4,3) = Z?:Zm(i, 2) = m(2,2) + m(3,2). Now m(2.2) = 1 (corresponding to
assigning two operations to A, and consequently one to B and to C). Similarly, m(3,2) =
Z§=1 m(i, 1) =m(,1) + m(2,1), where m(l, 1) = 1 (corresponding to assigning one
operation to A, one to B and consequently two to C), and m(2, 1) = 1 (corresponding to
assigning one operation to A, two to B and consequently one to C). Thus m(4, 3) = 3.

Consider now any one of the m(n, a) possible partitions of n operations to a
labeled resources and let us consider the individual operations. Letm;; j=1,2,...,a

" ) ways of

be the number of elements in each partition block. Then there are (m
1

—m . .
! ways of selecting m, operations out

, . n
selecting m, operations out of n, (

of the remaining n — m,;, and so on. The number of possible assignments of the »
individual operations to the a labeled resources is:

(”).(”“ml)...("—zf;llmf) (6.17)
mj mp mg,

The total number of bindings for n operations and a resources is then:

mn.a) (".).("—m’i)...(n—ﬁ;‘m})
peray= Y | \m ) , (6.18)

i=1 a!

where the superscript on variable m denotes the particular partition under considera-
tion. The denominator a! in Equation 6.18 represents the fact that the labeling of the
resources is irrelevant, since resources of the same type are interchangeable.
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When the exact number of resource instances is not given, the overall number
of bindings can be computed by considering the possible cases. For example, for
n operations of a given type, this number is 3 '_, p(n.i), because the number of
resources can be any ranging from 1 to n. This computation gives the number of
bindings for a given operation type. The grand total number of bindings is the product
over the different operation types.

Example 6.5.4, The following table lists some examples of partitions and the number
of bindings for different values of » operations and a resources.

n «a Partitions min,a) p{n,a)
1 1 (1) 1 1
2 1 (2 1 1
2 2 (L1 1 1
3 1 (3 1 i
3 2 (Lyhaen 2 3
33 (D 1 1
4 L 1 1
4 2 (1322 G.1) 3 7
4 3 (L.1.2) (1,2,1) (2,1,1} 3 [
4 4 (LLLD 1 1
5 1 (5 1 1
5 2 (1423324 4 15
5 3 (LIBHA3ADGLD

(122 (2,1.2) (2,2,1) 6 25
5 4 (LI (L12,azLn L)y 4 10
5 5 (1,1,1,1,1) 1 1

In the particular case of the previous example. i.e., four operations to be bound to three
resources, there are p(4, 3) = 6 possible cases. Let us call the operations vy, v2, vy and
vq. Then the cases correspond to {{vy, vz} {vah: {s}), [{en. val; {waks fval) {{vr, vals {ushs

fradhs Hez wads fwks dvall Hva walt fosds vdd) and {fos, v ok {wadh

Example 6.5.5, Consider the unscheduled sequencing graph of Figure 4.2. Assume that
we use two ALUs, Then there are p(5, 2} = 15 possible bindings for the corresponding
operations to the two ALUs. We leave as an exercise for the reader (see Problem 4) to
compute how many possible bindings exist of the six multiplications to two multipliers.

6.6 THE MODULE SELECTION PROBLEM

The resource-type selection problem, called also module selection, is a generalization
of the binding problem, where we assume that more than one resource fype can
match the functional requirements of an operation type. [n other words 7 : V —
{1,2,..., 8. |} is @ multi-valued function, ie., a relation. In the particular case that
no resource sharing is allowed, 7 is a one-to-many mapping.

We say that two resource types are compatible if they can perform the same
operation. An example is given by the addition operation and the resource types cor-
responding to ripple-carry and carry look-ahead adders. Both resource types fulfill
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the required functionality, but with different area and propagation delay parameters.
Another example is provided by different multiplier implementations, e.g., fully par-
allel, serial-parallel and fully serial. In this case the resource types differ in area,
cycle-time and execution delay.

For the sake of simplicity and illustration, we consider here the module selection
problem for resource-dominated circuits. In practice this problem often arises in con-
junction with the selection of arithmetic units in DSPs. We also assume that the cycle-
time is constant and that compatible resource types differ in area and execution delays.
Thus the resource types are characterized by the pairs {{area_typey, delay_typey);
k=1,2, ..., 0.

The compatible resource types offer a spectrum of implementations, ranging
from larger and faster implementations to smaller and slower ones.

Example 6.6.1. We consider some resource types compatible with multiplication: a fully
parallel, a serial-parallel and a fully parallel 32-bit multiplier. The first requires 1024
cycles, the second 32 and the third 1. We assume that the cycle-time is the same, because
it is dictated by other considerations. The area of the first multiplier is proportional to 1,
the second to 32 and the third to 1024,

When considering only these resource types, n,,, = 3 and the resource types are
characterized by the pairs {(1, 1024). (32.32), (1024, )}.

The module selection problem is the search for the best resource type for each
operation. Resource sharing and module selection are deeply related, because all op-
erations sharing the same resource must have the same resource lype. In addition,
scheduling and module selection are related, because the execution delays of the op-
erations depend on the chosen module.

The most general formulation is an extension of the combined scheduling and
binding formulation, presented in Section 6.4. For the sake of simplicity, let us consider
non-hierarchical graphs and only one type of operation.

Different formulations are possible. (See Problem 7.) To be compatible
with the notation of Section 6.4, given n,. resource types, we define area, =
area_type; mod n,,,y and delay, = delaviypey mod n: +=1,2,...,a}. Thus we
can pretend to have only one resource type whose instances have different area/delay
parameters. Then, the scheduling, binding and module selection problems can be for-
malized by the constraint inequalities 6.7, 6.8, 6.9 and 6.10, in addition to the execution
delay equation for each bound operation:

a
dy = by delay, : j=1,2,... 1o 6.19)

=1

Several heuristic methods have been proposed for the module selection problem.
When a minimum-latency schedule is sought, the fastest resource types are used in
scheduling. Resource sharing and module selection are then applied to minimize the
weighted resource usage corresponding to the area. Thus, slower and smaller resources
can be assigned to non-critical operations.
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Example 6.6.2. Consider the sequencing graph of Figure 4.2. Assume first that two
multipliers are available, with area and delay equal to (5, 1) and (2, 2), respectively,
and one ALU with area and delay equal to (1. 1). Assume first that a minimum-latency
implementation is sought.

Then, operations v, v» and v; must be assigned to the fastest multiplier, and two
instances are required because v, is concurrent with v.. The smaller multiplier may be
assigned to vg and to either vg or v;. However, it is not convenient to use it because
it precludes some sharing. Indeed. if only the fastest type is used, only two instances
suffice, leading to an area cost of 10 (excluding the ALU cost). Using an additional
smaller multiplier would increase the cost to 12.

Assume next that the schedule has to satisfy a latency bound of five cycles. Then
operations v, v, v3 and v; can share the fastest multiplier, while v, and vg can share
the smallest, as shown in Figure 6.18. The area cost is now 7 excluding the ALU cost
and 9 including it.

We comment now on module selection for scheduled sequencing graphs and we
concentrate on the relations between sharing and module selection in the search for
minimum-area implementations.

As an example, we consider circuit models using addition and comparison as
operations. We assume we have adder and ALU resource types, where the ALU
can perform both addition and comparison but is larger than the adder. A circuit
model with additions and without comparisons would make use of adders only. A

TIME 1 ||

TIME 2

TIME 3

TIME 4

TIME 5

FIGURE 6.18
Scheduled and bound graph with two
different maltiplier types.
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circuit model with additions and comparisons would make use of ALUs. It would also
make use of adders when some additions cannot share the ALU resources because of
conflicts. A module selection would then be finding the least-area cost implementation
by choosing among types. Again, module selection is intertwined with the resource
sharing. Springer and Thomas [14] modeled this problem by means of a weighted
clique partitioning problem, with the cost set inclusion model described in Section 6.3,

Example 6.6.3. Consider again the compatibility graph of Figure 6.14, derived after
scheduling. Assume that operations vy, v; and v; are additions and that v4 is a com-
parison. We have two resources available: an adder with area area, and an ALU with
area @redary. Let us define areq_ = areas;y — area,. Then the cost set associated
with vertices vy, 12 and v: is {area,), while the cost set associated with vertex v, is
lurea,,area }.

Let us assume that operations vy, v2 and v share an adder. The cost set associated
with the clique {v1, v3. v4} is {area. ). The cost of a clique partition is area, + (area, +
areda_) = ared, +areday.

Let us assume now that operations vy, v, share an adder and operations vs, ¥y
share an ALU. The cost set associated with clique {vy.v:} is {area,}. The cost set
associated with clique {v1. v} is {area, . area_}. The cost of a clique partition is again
area, + (area, +area_} —area, + ared, .

Finally, let us assume that the operations have dedicated resources. Then the total
cost is 4 area, +area_ =3 areas +area y.

6.7 RESOURCE SHARING AND BINDING
FOR PIPELINED CIRCUITS

We comment in this section on resource-dominated circuits only. Resource sharing in
pipelined implementations is limited by the pipeline throughput, or equivalently by
the data introduction interval 8p. Indeed, by increasing the throughput (or decreasing
8p), we increase the concurrency of the operations and therefore their conflicts, as
mentioned in Section 5.6.

To be more specific, let us consider a scheduled sequencing graph. For the
sake of simplicity, let us assume that all operations have unit execution delay. Then
operations with start time [ + pdy; VI, pe Z:1 <+ pdy < i+ | are concurrent.
Compatibility and conflict graphs are defined accordingly.

-

Example 6.7.1. Consider the pipelined scheduled sequencing graph of Figure 5.14, re-
ported again in Figure 6.19, with §; = 2. It is convenient to fold the graph as shown
in Figure 6.20, to highlight the concurrency of the operations. The corresponding com-
patibility graph is shown in Figure 6.21, where the emboldened edges denote the clique
partition. Three resource instances of each type are required.

When considering hierarchical sequencing graphs, special attention has to be
paid to branching constructs. When pipelining circuit models with branching, the
execution of a branch body may be initiated while an alternative body is still executing.
Thus, operations of alternative constructs may no longer be compatible. In particular,
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Scheduled sequencing graph with &y = 2.

TIME 1
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FIGURE 6.20
Folded scheduled sequencing graph with 8y = 2 and binding annotation.

FIGURE 6.21
Compatibility. graph for §p = 2.

they are not compatible when two pairs have twisted dependencies, and they are called
in jargon twisted pairs. Only one pair can share a resource.

Example 6.7.2. Consider the fragment of the sequencing graph shown in Figure 6.22.
The two paths are alternative. Nevertheless binding {v,. vy} to a resource and [v;, v3} to
another resource is disallowed. When two successive data forms require the execution
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FIGURE 6.22
Example of twisted pair of operations,

of different paths, there would be simultaneous access to the same resource and hence a
deadlock.

Two approaches have been proposed to cope with this problem. Park and
Parker [13] suggested limiting sharing to alternative operations in the same sched-
ule step, thus avoiding twisted pairs. Hwang et al. |7] did not accept this limitation
and developed an algorithm to detect and avoid the twisted pairs.

6.8 SHARING AND STRUCTURAL
TESTABILITY*

Testability is a broad term that relates to the ease of testing manufactured circuits [9].
We consider here testability of the data path only, which we assume to be an intercon-
nection of combinational resources and registers, with data steered by multiplexers.
We are interested in testing the combinational logic blocks (consisting of resources
and steering logic) between register pairs. We defer consideration on synthesis for
testability of combinational circuits to Sections 7.2.4 and 8.5. We concentrate here
on structural testability issues, i.e., on circuit testability as related to the macroscopic
circuit structure in terms of registers and combinational blocks.

Architectural synthesis for testability is the subject of ongoing research and only
few results are available at present. We shall restrict our comments to some issues
related to resource and register sharing of scheduled sequencing graphs, as suggested
by Papachristou er al. [12] and Avra [1]. To be more concrete, Papachristou et al. and
Avra dealt with testability analysis for circuits with a built-in self-test (BIST) mode
[9]. With this testing strategy, the data path must be reconfigured in the testing mode
so that each combinational logic block can accept inputs from one or more registers
(which are also reconfigured to generate pseudo-random patterns) and feed its output
to another register (that compresses the output data into a signature [9]).

Problems arise when a register stores both an input and an output of a com-
binational logic block. In this case the register is called self-adjacent, and it must
be replaced by a complex circuit (providing concurrently for pattern generation and
signature compression). Thus some strategies propose to avoid self-adjacent registers
completely [12], while others try to minimize their occurrences [1]. The rationale
depends on the actual areas of the subcircuits being involved.
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FIGURE 6.23
(a) Self-testable resource. (b) Partially testable resource, due to a self-adjacent register (shaded). (c) Testable
resource pair. (d) Partially testable combinational logic block, due to a self-adjacent register (shaded).

There are two situations leading to self-adjacent registers: first, sharing a register
that holds both an operand and the result of an operation and, second. binding a shared
resource to two operations with data dependency and in consecutive schedule steps.

Example 6.8.1. Consider the circuit of Figure 6.23 (a) and an implementation in which
the right operand and the result share a register [Figure 6.23 (b)]. This register is self-
adjacent.

Consider now two cascaded operations in adjacent control steps [Figure 6.23 (c)]
and a shared resource implementation [Figure 6.23 (d)]. The register storing the result is
self-adjacent, because it is simultaneously the source and destination of data traversing
the combinational logic block consisting of the adder and the multiplexer.

Papachristou et al. [12] proposed both an exact and a heuristic resource sharing
method that avoids self-adjacent registers. Both algorithms prohibit data-dependent
consecutively-scheduled operations of the same type to share resources. Avra [1]
investigated a register sharing method based on coloring a conflict graph, where ap-
propriate testability conflict edges model those assignments of variables to registers
that would become self-adjacent. Avra’s approach tolerates self-adjacent registers due
to resource sharing, but it attempts to minimize their count. Recently, Papachristou er
al. [12] as well as Lee ef al. [8] investigated testability-oriented scheduling techniques
such that the corresponding scheduled data path can be made testable. We refer the
interested reader to the specialized literature for details.

6.9 PERSPECTIVES

Resource sharing is an important problem of data-path synthesis that allows us to
leverage on the multiple use of hardware resources for implementing the operations.
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Different types of resources can be shared, such as functional resources, registers,
busses, ports, etc. The complexity of the binding and sharing problems depends on
modeling. For resource-dominated circuits, where optimum binding corresponds to a
minimum-resource usage, sharing can be solved in polynomial time for circuits mod-
eled by non-hierarchical graphs. For more general circuits and graph models, the op-
timum sharing problem is computationally intractable and strongly tied to scheduling.

Resource sharing can be extended to cope with different operation and resource
types and generic relations that represent the possible assignments of resources to
operations. A family of problems that go under the name of module selection have
been proposed and partially investigated. When operations can be implemented by
more than one resource type, with different areas and execution delays, the module
selection problem affects the schedule as well as the possible sharing.

Scheduling, binding and module selection can be formulated as a single problem.
The advantage of dealing simultaneously with all decisions about a circuit implemen-
tation is offset by the computational cost of searching for a solution under a large set
of constraints. Thus most architectural synthesis systems decompose these problems
as a sequence of subproblems to be solved independently. This approach is justified
by the fact that most subproblems are still intractable and are solved by heuristic
algorithms when considering circuit models that are detailed encugh to represent the
features of practical circuits.
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6.1 PROBLEMS

1.

Draw the compatibility and conflict graphs for the scheduled sequencing graph of Figure
5.2. Determine an optimum clique partition of the former and a coloring of the latter. How
many resources are required for each type?

Assume only one resource type. Determine a property of the conflict graphs related to the
hierarchical sequencing graph when all operations have unit execution delay.

Consider the register assignment problem of Example 6.2.10. Assume that the intermediate
variables are labeled as in Example 6.2.10 and that the inner loop of the differential equation
integrator is scheduled as in Figure 4.3. Determine the circular-arc conflict graph of the
intermediate and loop varables and a minimum coloring.

Consider the unscheduled sequencing graph of Figure 4.2. Assume that we use two ALUs
and two multipliers. Compute how many possible bindings exist of the six multiplications
and the overall number of bindings when using two resources per type.

Consider non-hierarchical sequencing graphs with one resource type and unbounded delays.
Propose a method to determine a bound on the minimum number of resources needed, so
that the overall execution delay for any values of the unbounded delays is the same as
when all resources are dedicated. Extend the analysis to hierarchical graphs and to multiple
resource types.

Formulate the concurrent scheduting and binding problems in the case of multiple resource
types by extending inequalities 6.7, 6.8, 6.9 and 6.10. Apply the formulation to the se-
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quencing graph of Figure 4.2, while assuming that multipliers have two-unit delay and
adders one-unit delay. Determine a minimum-latency solution with two resources per type.
Formulate the concurrent scheduling, binding and module selection problems by an ILP
model by rewriting inequalities 6.7, 6.8, 6.9, 6.10 and 6.19 in terms of »,,, explicit resource
types that can implement an operation type. Assume a single operation type.

Draw the compatibility and conflict graphs for the scheduled sequencing graph of Figure
5.2 assuming that it is pipelined with 8, = 2. Determine an optimum clique partition of
the former and a coloring of the latter. How many resources are required for each type?
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This part deals with synthesis and optimization of circuits at the logic level, which
are represented by abstract models such as those described in Section 3.3. In par-
ticular, we distinguish between sequential and combinational circuits, whose behavior
can be captured by finite-state machine state diagrams or by Boolean functions and
relations. Often, sequential and combinational circuits are represented conveniently
by mixed structural/behavioral models, such as logic networks. We assume that the
abstract models either are derived from HDL models by compilation or are the result
of synthesis from architectural-level models.

The goal of logic-level synthesis and optimization is to determine the micro-
scopic structure of a circuit, i.e., its gate-level representation. This is accomplished
through the application of several techniques. For example, a common design flow for
sequential circuit synthesis is first to optimize the corresponding finite-state machine
representation by state minimization and encoding, second to minimize the related
combinational component and last to bind it to cells of a given library. Alternative
flows do exist, because the circuit may be specified in terms of a network, where
states are already encoded implicitly.
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C'est la possibilité permanente du non étre . .. qui conditionne nos questions sur l'éfre. . . ..
Quelle que soit cette réponse, elle pourra se formuler ainsi: “L'étre est cela et, en dehors de
cela, rien.”
The permanent possibility of nan-being . . . canditions our guestions about being. ... Whatever
being is, it will allow this formulation: “Being is that and outside of that, nothing.”

I.P. Sartre, L’étre et le néant,

71 INTRODUCTION

This chapter deals with the optimization of combinational logic circuits, modeled by
two-level sum of products expression forms, or equivaiently by tabular forms such
as implicant tables. The translations between these two formats is straightforward
in either direction, Therefore we assume that circuit representations in swm of prod-
ucts forms are available. Transformations of two-level forms into multiple-level forms
and vice versa will be described in the next chapter.
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Two-level logic optimization is important in three respects. First, it provides
a means for optimizing the implementation of circuits that are direct translations of
two-level tabular forms. Thus two-level logic optimization has a direct impact on
macro-cell design styles using programmable-logic arrays (PLAs). Second, two-level
logic optimization allows us to reduce the information needed to express any logic
function that represents a component of a multiple-level representation. Specifically,
a module of a logic network may be associated with a Jogic function in two-level
form, whose optimization benefits the overall multiple-level representation. Thus, two-
level optimizaton is of key importance to multiple-level logic design. Last but not
least, two-level logic optimization is a formal way of processing the representation of
systems that can be described by logic functions. Hence its importance goes beyond
logic circuit design.

The bulk of this chapter is devoted to exact and heuristic minimization methods
for two-level forms. The exact algorithms find their roots in early work on logic design
by Quine [21] and McCluskey [15]. Several heuristic logic minimization algorithms
have been proposed, mostly based on iterative improvement strategies. Examples of
heuristic minimizers are programs MIN1, PRESTO and EsPrESsO, the last being con-
sidered today as the standard tool for two-level logic optimization. The underlying
principles of exact and heuristic logic optimization are described first, followed by
the algorithmic details of the procedures for manipulating Boolean functions. This al-
lows the reader to appreciate the overall architecture of the Boolean optimizers before
delving into the details.

The last part of this chapter is devoted to extensions of two-level logic optimiza-
tion to symbolic functions and to the optimization of Boolean relations. Even though
these methods find their application in sequential ang multiple-level logic design, they
are presented here because they extend the methods presented in the earlier parts of
this chapter.

7.2 LOGIC OPTIMIZATION PRINCIPLES

We present in this section the major ideas of both exact and heuristic two-level logic
minimization, while the algorithmic details are deferred to the following sections. The
objective of two-level logic minimization is to reduce the size of a Boolean function
in either sum of products or product of sums form. Since either form can be derived
from the other by using De Morgan's law, which preserves the number of terms and
literals, we can concentrate on the minimization of one form, in particular sum of
products without loss of generality.

. The detailed goals of logic optimization may vary slightly, according to the
implementation styles. Let us consider first the case of PLA implementations of fogic
functions [12]. A PLA is a rectangular macro-cell consisting of an array of transistors
aligned to form rows in correspondence with product terms and columns in corre-
spondence of inputs and outputs. The input and output columns partition the array
into two subarrays, called input and output planes, respectively. A symbolic diagram
and a transistor-level diagram of a PLA are shown in Figures 7.1 (b) and (c), respec-
tively, implementing the function represented by the two-level tabular representation of
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{a) Tabular representation of a three-input, two-output function: fi = a'¥’ +bc+ab; f = ¥c. (b}
Symbolic diagram of a PLA. In the input plane a circle corresponds to a {0 and a rectangle to a 1. In
the output plane a rectangle corresponds to a 1. (¢) Transistor-level schematic of a PLA core (excluding
pull-ups, drivers and output inverters). In MOS technology both sums and products are implemented as
NORs. Thus the outputs of the core need to be complemented and the transistors of the input plane are gated
by the complement of the signals related to the products.

Figure 7.1 (a). Each row of a PLA is in one-to-one correspondence with a product
term of the sum of products representation. Each transistor in the input plane is in
one-to-one correspondence with a literal of the sum of products form. Each transistor
in the output plane relates to the dependence of a scalar output on a product term.
Therefore, the primary goal of logic minimization is the reduction of terms and a
secondary one the reduction of literals.

Other optimization goals are relevant when two-level forms model functions to
be implemented differently from PLAs, For example, two-level logic representations
of single-output functions may be implemented by complex gates [12], whose size
relates to the number of literals in a factored form, as shown in Section 8.2.1. Thus
the minimization of the number of literals is the primary objective.

Logic minimization of single-output and multiple-output functions follows the
same principle, but the latter task is obviously more complex, Note that the disjoint
minimization of the scalar components of a multiple-output function may lead to
suboptimal results, because the optimization cannot exploit product term sharing. An
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important result in logic optimization, which we shall show later, is the equivalence of
multiple-output binary-valued functions with single-output multiple-valued functions.
For this reason we concentrate first on techniques for optimizing single-output func-
tions. We then extend the techniques to multiple-valued functions, and by doing so
we present the solution to the multiple-output minimization problem. This approach
not only is justified by didactic purposes, but it also parallels the operation of existing
minimizers. '

7.2.1 Definitions

‘We consider in this chapter incompletely- specified Boolean functions, because com-
pletely specified functions are the special case of functions with no don’t care condi-
tions. A Boolean function f: B" — {0, 1, *}™ can be represented in several ways, as
shown in Section 2.5.2. For each output i = 1,2. ..., m we define the corresponding
on set, off set and dc set as the subsets of B" whose image under the ith component of
f (ie., under f,)is 1,0 and *, respectively. Thus an incompletely specified function
can be seen as a triple of completely specified functions.

We represent functions as lists of implicants. The concept of multiple-output
implicant is general in nature. because it combines an input pattern with an implied
value of the function. In this chapter, we resirict the notion of an implicant to the
implication of a TRUE or don’t care value of a function. Therefore the output part of a
multiple-output implicant is binary valued, with the following meaning: a 1 implies a
TRUE or don’t care value of the function; a 0 does not imply a value of the function.

Definition 7.2.1. A mulitipfe-output implicant of a Boolean function f: B" — {0, 1, %]™
is a pair of row vectors of dimensions n and m called the input part and output part,
respectively. The input part has entries in the set {0, 1, #] and represents a product of
literals. The output part has eniries in the set {0, 1}. For each ocutput component, a |
implies a TRUE or don 't care value of the function in correspondence with the input part.

Multiple-output minterms are implicants under special restrictions.

Definition 7.2.2. A multiple-output minterm of a Boolean function f: B" — {0, 1, x}™
is a multiple-output implicant whose input part has elements in the set {0,1} (ie, a
zero-dimensional cube involving the product of exactly » literals) and that implies the
TRUE value of one and only one output of the function.

A multiple-ontput implicant corresponds 10 a subset of minterms of the function
(and of its don't care set). Therefore we can define implicant containment (or cover)
and size in a conceptual way by relating implicants to sets and to their containment
and cardinality. Similarly, we can define containment and intersection among sets
of implicants. From an operative point of view, there are efficient algorithms for
computing containment and intersection, which will be described in Section 7.3.

i :| where f| =
2

a'b'c +a'b'c+ab'c+abetabe’; f; = a'b'c+ab'c. whose implicants and the minterms

Example 7.2.1. Consider the three-input, two-output function f = |:
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Minterms and implicants of the function.
are shown in Figure 7.2. A multiple-output implicant of f is # = %01 11, which implies

both outputs to be TRUE whenever the second input is FALSE and the third one is TRUE.
Its input part corresponds to the cube b'c. The implicant corresponds to the following
four minterms: 001 10; 101 10; 001 01; 101 01.

Consider now a second multiple-output implicant, y = 1% 1 10, corresponding
to the minterms 101 10 and 111 10.

Implicant 8 = %01 11 covers minterm 101 10 but not minterm 111 10. The
intersection of B with y yields 101 10.

Definition 7.2.3. A cover of a Boolean function is a set (list) of implicants that covers
its minterms. -

We denote by F a cover of a function f. The on set, off set and dc set of a
function f can be modeled by covers, where implicants and minterms are related to
the completely specified functions that specify them. The covers of the on set, off set
and dc set of a function f are denoted by FOV, FOI'F and FPC respectively.

A cover F of a function f satisfies the bounds FOY < F c FON U FPC,
The upper bound is always satisfied by the definition of implicant. The lower bound
is directly related to the concept of cover. When dealing with completely specified
functions, F and F“" are interchangeable.

The size, or cardinality, of a cover is the number of its implicants. There may
be several covers for a Boolean function. Don't care conditions can be effectively
used to reduce the size of a cover of an incompletely specified function.

Definition 7.2.4. A minimum cover is a cover of minimum cardinality.

Note that according to the previous discussion, a minimum-cost cover may differ
from a minimum cover according to the implementation style. We shall consider the
cost of the cover as its cardinality, for the sake of simplicity and uniformity.

The objective of exact two-level logic minimization is to determine a mini-
mum cover of a function. Methods for determining a minimum cover are described
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in the next section. It is often useful to determine local minimum covers, called min-
imal covers, because their computation can be achieved with smaller memory and
computing-time requirements. The goal of heuristic logic minimization is to deter-
mine minimal covers. Such covers are often close in cardinality to minimum covers
and can provide good solutions to practical problems.

It is customary {4] to define local minimality with respect to containment.

Definition 7.2.5. A minimal, or irredundant, cover of a function is a cover that is not
a proper superset of any cover of the same function.

In other words, the removal of any implicant from a minimal cover does not
cover the function. Equivalently, no implicant is contained in any subset of implicants
of the cover.

A weaker minimality property is the minimality with respect to single-implicant
containment.

Definition 7.2.6. A cover is minimal with respect to single-implicant containment, if
no implicant is contained in any other implicant of the cover.

An irredundant cover is also minimal with respect to single-implicant contain-
ment, but the converse is not true. The reason is that an implicant may be redundant
because it is contained by a subset of implicants of the cover, but not by a single
implicant. Therefore irredundancy is a stronger property.

Jfr' ], where
2

fi=abd + a'bc + abc + abe +abc’s f = a’b’c + ab'c. A minimum cover of
cardinality 3 is given by:

Example 7.2.2. Consider again the three-input, twa-output function f = I:

00* 10
*01 11
11* 10

In expression form, it reads f; = a’d’" + b'c+ab; f, = bc.
An irredundant cover of cardinality 4 is given by:

00* 10
01 01
1*1 10
1* 10

A redundant cover of cardinality 5 that is minimal with respect to single-implicant con-
tainment is given by: )

00* 10
#0101
01 10
1*1 10

11* 10
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Note that the third implicant is contained in the union of the first and fourth implicants
and thus the cover is redundant, even though it is minimal with respect to single-implicant
containment. The covers can be visualized in Figure 7.3.
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FIGURE 7.3

(a) Minimum cover. (b) Irredundant cover. (¢) Minimal cover with respect to single-implicant containment,
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Another property of implicants and covers is primality.

Definition 7.2.7. An implicant is prime if it is not contained by any implicant of the
function. A cover is prime if all its implicants are prime.

Note that the definition of primality is related to all possible implicants of the

function, and not just to those of the cover under consideration. For single-output
functions, a prime implicant corresponds to a product of literals where no literal can
be dropped while preserving the implication property. In geometric terms, a prime
implicant corresponds to a maximal-dimension cube, where maximal means of largest
size without intersecting the off set. Moreover, for multiple-output functions, a prime
implicant implies a maximal number of outputs. Prime implicants are often called
primes for brevity.

Examptle 7.2.3. Consider again the function used in the previous examples. The follow-
ing table collects all primes:

0* 10
#0111
1*1 10
1 10

By definition, and as shown in Figure 7.3, no prime is contained in another prime of the
function. The table above represents a prime cover, but it is not minimal. Indeed the third
prime is contained in the unton of the second and fourth ones. By definition of prime
implicant, the cover is still minimal with respect to single-implicant containment. By
deleting the third prime, we obtain a minimum cover, which is necessarily irredundant.

Suppose now that the function is incompletely specified and that don’f care con-
ditions for both outputs are expressed by an implicant with input part 100. Then, the
prime implicants would be:

#0* 10
#0111
1** 10

which represent a minimum cover.

Some prime implicants have the special property that must be contained in any

cover of the function. They are called essential prime implicants.

Definition 7.2.8. A prime implicant is essential if there exists one minterm of the func-
tion covered by only that implicant among all prime implicants of the function.

Example 7.2.4. Consider again the previous function and its primes:

00* 10
*01 11
1*1 10
¥ 10

All primes but the third are essentiai. Indeed, while considering the first output, the
first prime is necessary to cover minterm 000 10 and the fourth for minterm 110 10.
The second output is implied by only one implicant. the second one, which therefore is
essential.
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7.2.2 Exact Logic Minimization

Exact logic minimization addresses the problem of computing a minimurn cover. It is
considered a classic problem in switching theory and it was addressed first by Quine
[21] and McCiuskey [15].

The solution of the problem hinges on Quine’s theorem, which delimits the
search space for an optimum solution.

Theorem 7.2.1. There is a minimum cover that is prime.

Proof. Consider a minimum cover that is not prime. Each non-prime implicant can be
replaced by a prifue implicant that contains it. Thus the resulting set of implicants is
a cover and has the same cardinality as the original cover. Hence there is a minimum
cover that is prime.

The theorem allows us to limit the search for a minimum cover to those covers
which consist entirely of prime implicants. Note that the theorem can be generalized
to handle broader definitions of minimum covers, where the cost of an implicant is
always no greater than the cost of an implicant it contains. For example, the theorem
applies to the case of literal minimization for single-output functions.

McCluskey formulated the search for a minimum cover as a covering problem
by means of a prime implicant table. We explain his formulation by considering
completely specified single-output functions.

A prime implicant table is a binary-valued matrix A whose columns are in one-
to-one correspondence with the prime implicants of the filnction f and whose rows
are in one-to-one correspondence with its minterms.! An entry a;; € A is 1 if and
only if the jth prime covers the ith minterm. A minimum cover is a minimum set of
columns which covers all rows, or equivalently a minimum set of primes covering all
minterms. Therefore the covering problem can be viewed as the problem of finding
a binary vector x representing a set of primes with minimum cardinality |x| such
that;

Ax> 1 (7.1)

where the dimensions of matrix A and of vectors x and 1 match the number of
minterms and primes.

Note that matrix A can be seen as the incidence matrix of a hypergraph, whose
vertices correspend to the minterms and whose edges correspond to the prime im-
plicants. Hence the covering problem corresponds to an edge cover of the hyper-
graph.

'Some authors [e.g., 15] use a table that is the transpose of the one used here. All algorithms still
apply, mutatis mutandis.
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Example 7.2.5. Consider the function f = a'b'¢’ + a'b'c 4+ ab'c + abe + abc’, whose
primes are:

00* 1
HOL1 gl
%l i
1% 1

S ™R

where the Greek letters are identifiers. The following is a prime implicant table for f:

@ B p 8
000 1 @ 0 J0
0L 1 1 0 0
101 0 1 1 0
111 0 @ 1 1
11G.. 0. . 0 I

Vector x = [1101]7 represents a cover, because Ax > 1. The vector selects implicants
{a, £.8}). The function and all its primes are represented in Figure 7.4 (a). The minimum
cover corresponding to x = [1101]7 is shown in Figure 7.4 (b).

Note that a hypergraph can be identified by a set of vertices corresponding to the
minterms and by a set of edges corresponding to primes, as shown in Figure 7.4 (c). In
this particular example, each edge is incident to two vertices and the hypergraph is a
graph. This is not true in general, as shown, for example, by Figure 7.5 (b).

Exact minimization can be solved by computing the prime implicant table first
and then solving the resulting covering problem. Note that the covering problem
is unate (see Section 2.5.3), because the covering clauses can all be expressed as
a disjunction of implicants. The difficulty of the approach lies in the intractabil-
ity of the covering problem and in the size of the implicant table. Indeed, an n-
input, single-output Boolean function can have as many as 3"/n prime implicants
and 2" minterms. Therefore, an exponential algorithm on a problem of exponen-
tial size is likely to require prohibitive memory size and computing time. Never-
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(a) Prime implicants of f = a'b'e’ + a’'b'c + ab'c + abe + abe’. (b) Minimum cover of f. (¢) Hypergraph
representation of the covering problem.
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theless, many instances of two-level minimization problems can be solved exactly
today by smart algorithms that exploit the nature of the problem and efficient data
structures.

The implicant table can be reduced by techniques similar to those used for the
generic covering problem described in Section 2.5.3. In particular, each essential col-
umn corresponds to an essential prime, which must be part of any solution. Row and
column dominance can be used to reduce the size of matrix A. Extraction of the essen-
tials and removal of dominant rows and dominated columns can be iterated to yield a
reduced prime implicant table. If this table happens to be void, a minimum cover has
been constructed by setting aside the essential primes. Otherwise, the reduced table is
said to be cyclic and to model the so-called eyciic core of the problem. The original
method proposed by McCluskey then resorts to branching, i.e., selecting the different
column (prime) combinations and evaluating the corresponding cost. Even though the
selection of a column (prime) may lead to simplification based on the essential and
dominance rules, the process is exponential in the size of the reduced implicant table
in the worst case.

Example 7.2.6. Consider the prime implicant table of Example 7.2.5. Implicants {c, 5}
are essentials. They are part of any cover. Therefore, the corresponding columns can be
deleted from the tables, as well as the rows incident to them. This leads to a reduced
prime implicant table:

In this case, the table states that either implicant 8 or y can be used to complete the
cover. Thus the table is not cyclic, and no branching is required.

Another classic approach, often referred to as Petrick’s method [15], consists
of writing down the covering clauses of the (reduced) implicant table in a product of
sums form. Each clause (or equivalently each product term) corresponds to a minterm
and it represents the disjunction of the primes that cover it. The product of sums
form is then transformed into a sum of products form by carrying out the products of
the sums. The corresponding sum of products expression is satisfied when any of its
product terms is TRUE. In this case, product terms represent the primes that have been
selected. The cost of a cover then relates to the number of literals in the product. As
a result, a minimum cover is identified by any product term of the sum of products
form with the fewest literals.

Exampple 7.2.7. Let us apply Petrick’s method to the full prime implicant table of the
previous examples. The clause that states the covering of the first minterm is o; the
clause related to the second minterm is o + 8, etc. The product of sums expression is
then:

(Mo + BB+ y)y +5)(8) =1

By carrying out the products, we get the corresponding sum of products form:

afst+ayd=1
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which shows that there are two minimum covers of cardinality 3. The first one is the
sum of implicants {e. 8, §} and the second of {w, ¥, 8}
Note that Petrick’s method could have been applied to the reduced prime implicant
table, yielding:
B+y=1

Thus either § or y, in conjunction with the essential primes {«, 8), provides a minimum
COVET. .

Whereas the formation of the product of sums form and the product term selec-
tion in the sum of products form are straightforward, the transformation of the product
of sums form into a sum of products form.is not as easy as it seems from a concep-
tual standpoint. Indeed, carrying out the products involves an exponential number of
operations. This limits the applicability of Petrick’s method to small-sized tables.

The Quine-McCluskey algorithm can be extended to multiple-output functions
by computing the multiple-output prime implicants and the corresponding table. Ex-
tensions to cope with incompletely specified functions are also straightforward. Details
and examples of the method are reported in standard textbooks [14, 16].

RECENT RESULTS IN EXACT MINIMIZATION. Despite the exact two-level mini-
mization algorithms that have been known for many years, several recent developments
have drastically improved the Quine-McCluskey procedure and made it applicable to
functions modeling realistic design problems. Recall that the difficulties in exact two-
level logic minimization are due to the size of the covering table and to solving
the covering problem. Thus most recent approaches have addressed both representing
efficiently the cyclic core and developing algorithms for unate covering.

Rudell and Sangiovanni improved the Quine-McCluskey algorithm and imple-
mented it in the program ESPRESSO-EXACT [23]. While the principles of exact mini-
mization in ESPRESSO-EXACT are the same as those of the Quine-McCluskey procedure,
the underlying algorithms are significantly different. The program has been shown to
be effective in minimizing exactly 114 out of 134 benchmark functions of a standard
set [23].

The description of the ESPRESSO-EXAcT algorithm of this section applies to both
single-output and multiple-output functions, which are treated as multiple-valued-
input, single-cutput functions. We shali show in Section 7.3 that the same algorithms
can be used in both cases for the generation of prime implicants and detection of
essential primes. For the time being, we assume we have a set of prime implicants of
a single-output function,

The major improvements of the ESPRESSO-EXACT algorithm over the Quine-
McCluskey algorithm consist of the construction of a smaller reduced prime impli-
cant table and of the use of an efficient branch-and-bound algorithm for covering.
Their covering algorithm was presented already in Section 2.5.2, because of its wide
applicability to covering problems.

ESPRESSO-EXACT partitions the prime implicants into three sets: essentials, par-
tially redundanr and rotally redundant. The essentials have the usual meaning, the
totally redundant primes are those covered by the essentials and the don’t care set,
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and the partially redundant set includes the remaining ones. The last set is the only
one relevant to the covering phase, and it corresponds to the columns of the reduced
implicant table.

The rows of the reduced implicant table correspond to sets of minterms, rather
than to single minterms as in the case of Quine-McCluskey’s algorithm. Namely each
row corresponds to all minterms which are covered by the same subset of prime
implicants. A method for generating the reduced implicant table is described in Sec-
tion 7.4.3.

Example 7.2.8. Consider the function defined by the following minterm table:

0000
0010
0100
0110
1000
1010
0101
0111
1001
1011
1101

— e et et b ek

The corresponding prime implicants are:

a | 0%*0 1
g | *0%0 | -
y | 01%% 1
§ | 10¥x |
e [ 1*01 1
¢ | *101 1

Prime implicants y and § are essential, because they cover minterms 0111 1 and 1011 1,
respectively, which are not covered by any other prime. The remaining primes are par-
tially redundant. The reduced prime implicant table is then:

o B e ¢
00000010 1 1 0 O
1101 6 0 1 1

Therefore the matrix is reducible. Partitioning yields two subproblems. Any cover is the
union of the first subcover (containing either @ or 8), the second subcover (containing
either € or £) and the essentials (y and §). Hence there are four different covers with
minimum cardinality. The minimum cover {a, .8, €} is shown in Figure 7.5 (b). An
alternative minimum cover {8, y, &, €} is shown instead in Figure 7.5 (c).

Dagenais, et al. suggested another method for exact minimization [8] which is
based on the Quine-McCluskey method but avoids the explicit creation of the prime
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(a) Prime implicants of the function. (b) A minimum cover. (¢) Alternative minimum cover.

1101

implicant table. The program implementation of their algorithm, called McBOOLE,
first generates the prime implicants and stores them into two lists, called retained and
undecided implicants. Storing implicants in lists is more efficient than using tables.
Initially all implicants are in the undecided list. Then, by exploiting essential and
dominance properties, some implicants are moved from the undecided to the retained
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list. Each implicant in the undecided list has a corresponding uncovered part, i.e., the
portion that is not covered by the implicants in the retained list or by the don’t care
conditions. A minimum cover is found when all uncovered parts are void.

Branching is necessary to solve the cyclic core by selecting a subset of the
elements in the undecided list and adding them to the retained list. Even though
branching is inherently a trial-and-error process with worst-case exponential com-
plexity, it is implemented efficiently in McCBOOLE by means of a graph that stores
the relations among primes, which is constructed when the primes are generated.
McBooLE has heen shown to be successful, even though only 86/134 functions of the
standard benchmark set could be minimized exact]y. We refer the interested reader to
reference [8] for further details.

Coudert and Madre [6] devised a way of representing implicitly (i.e., without
enumerating them) all prime implicants of a function using binary decision diagrams.
This avoids listing all prime implicants, which for some benchmark functions can
exceed a trillion. A major problem in exact minimization is weeding out the prime
implicants by using the dominance property to determine the cyclic core of the prob-
lem. Often, a small fraction of the primes are part of the cyclic core. Coudert er
al. [7] proposed also a new exact minimization procedure that takes advantage of a
transformation of the covering problem and that makes the computational complexity
of the algorithm independent of the number of minterms and prime implicants of the
function. With their method, all current benchmark examples in the standard set could
be minimized exactly.

An alternative approach was recently proposed by McGeer ef al. [17] which
departs from the Quine-McCluskey framework. Instead of computing all prime im-
plicants, their algorithm derives the covering problem implicitly and then generates
only those prime implicants involved in the covering problem. This avoids completely
the problem of computing {implicitly or explicitly) the set of all primes, which may
be very large. The algorithm relies on the concept of signature cubes that identify
sets of primes. Namely, a signature cube identifies uniquely the set of primes cov-
ering each minterm: it is the largest cube of the intersection of the comresponding
primes. The set of maximal signature cubes, i.e., those not singly contained within
any other, defines a minimum canonical cover of the logic function being minimized
and represents the prime implicant table implicitly. The minimum canonical cover of
a logic function is unique and irredundant. Thus exact minimization consists then in
first determining such a minimum canonical cover, computing the primes related to
each signature cube and solving the corresponding covering problem. This method
has been implemented in program ESPRESSO-SIGNATURE, which has been shown to
be nearly twice as fast as ESPRESSO-EXACT and able to solve, to date, all but three
benchmark broblems of the standard set. We refer the reader to reference [17] for
details.

7.2.3 Heuristic Logic Minimization

We describe here the major principles of heuristic logic minimization. Details of
algorithms for heuristic minimization are deferred to Section 7.4.
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Heuristic minimization is motivated by the need of reducing the size of two-level
forms with limited computing time and storage. Some minimizers, like EsPrESSO,”
yield prime and minimal covers whose cardinality is often close to minimum. Hence
such minimizers are used for most practical applications.

Many approaches to heuristic minimization have been proposed, some of which
are summarized in reference [4]. Early heuristic minimizers computed all primes and
used heuristic algorithms to cover the prime implicant table. Most recent heuris-
tic logic minimizers do not compute all prime implicants, thus avoiding the poten-
tial bottleneck of storing a large set. They compute instead a prime cover start-
ing from the initial specification of the function. This cover is then manipulated
by modifying and/or deleting implicants .until a cover with a suitable minimality
property is found. Therefore these heuristic minimizers use an iferative improvement
strategy.

Heuristic logic minimization can be viewed as applying a set of operators to
the logic cover, which is initially provided to the minimizer along with the don’t care
set. The cover is declared to be the final outcome of minimization when the available
operators cannot reduce the size of the cover any further.

The most common operators in heuristic minimization are the following:

e Expand makes a cover prime and minimal with respect to single-implicant con-
tainment. Implicants are processed one at a time. Each non-prime implicant is
expanded to a prime, i.e., it is replaced by a prime implicant that contains it
Then, all other implicants covered by the expanded implicant are deleted.

e Reduce transforms a cover into a non-prime cover with the same cardinality.
Implicants are processed one at a time. The reduce operator attempts to replace
each implicant with another that is contained in it, subject to the condition that
the reduced implicants, along with the remaining ones, still cover the function.

o Reshape modifies the cover while preserving the cardinality. Implicants are pro-
cessed in pairs. One implicant is expanded while the other is reduced subject to
the condition that the reshaped implicants, along with the remaining ones, still
cover the function.

o Irredundant makes a cover irredundant. A minimal subset of implicants is se-
lected such that no single implicant in that subset is covered by the remaining
ones in that subset.

A characterization of heuristic minimizers can be done on the basis of the oper-
ators they use and the order in which they are applied. A simple heuristic minimizer
can.be implemented by applying the expand operator once. For example, this was
the strategy used by the original PRESTO program. Primality and minimality with re-

2We refer to EsPrESSO as a heuristic minimizer and to ESPRESSO-EXACT as an exact minimizer for
consistency with the literature. More precisely, the program referenced and described here is Espresso-1Ic.
The Espresso program being distributed implements both the heuristic and exact methods. Tt performs by
default heuristic minimization and exact minimization with the option -Dexact.
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spect to single-implicant containment can be achieved in this way. Unfortunately, the
cardinality of the final cover may be much larger than the minimum cardinality.

To avoid low-quality solutions, program MINI iterates the application of opera-
tors expand, reduce and reshape. The prime cover computed by expand is manipulated
by the other two operators so that another expansion is likely to reduce its size. The
algorithm terminates when the iteration of these three operators does not reduce fur-
ther the cover cardinality. Note that this approach does not ensure the irredundancy
of the final cover. A similar approach is used by programs Pop and PrESTO-L, both
of which extend the capabilities of the original PRESTO program.

Program EsprESsO uses the irredundant operator to ensure irredundancy of a
cover. The main algorithm of the Espresso program first computes a prime and irre-
dundant cover by applying the expand and irredundant operators. Then, it improves
the cover, when possible, by computing a sequence of prime and irredundant covers
of decreasing cardinality. This is achieved by iteratively applying reduce, expand and
irredundant as well as by switching heuristics inside these operators.

Example 7.2.9. Consider the function of Example 7.2.8, its minterm list and the labels
given to the primes.

Suppose that the expand operator is applied first. Assume that the initial cover is
the list of minterms and that they are expanded in the order they are listed. Minterms
covered by the expanded ones are dropped. Thus expanding minterm 0000 1 to prime
a = 0+=x0 | allows us to drop minterms {0010 1:0100 1;0110 1} from the
initial cover. Note that minterm 0000 1 could have been expanded differently, i.e., re-
placed by another prime. Heuristic rules determine the direction of an expansion. For
example, assume that the expansion of all minterms but the last yield {«, 8, ¥, 8}. Then
the expansion of 1101 1 can yield either ¢ = 1 % 1 I or ¢ = *101 1 according
to the direction of the expansion. If we assume that € is chosen, then expand returns
the cover {a, B, ¥. 8, €} with cardinality 5. The cover is prime, redundant and mini-
mal w.r.t. single-implicant containment. Note that the cover differs from the list of all
primes.

Let us assume that reduce is applied to the primes in alphabetical order. Prime
@ can be reduced to an empty implicant. because all its minterms are covered by other
implicants of the cover. Prime # = 00 1 can be reduced to ,B = 00 %0 1, because
part of it is covered by &. Similarly ¢ = 1 %01 1 can be reduced to € = 1101 1. TFhe
averall result of reduce 1s the cover {E ¥. 8. €} with cardinality 4.

An example of reshape is the following. The implicant pair {,8 3} can be changed
into the pair {£. 5] where § = 10 % 1 1. Thus the cover is now {8, y, 6 el

Another expansmn would lead to the cover {8, ¥, 8, €}, which is prime and mini-
mum. The cover is shown in Figure 7.5 {(c). Note that neither a minimum cover nor an
irredundant cover is guaranteed by iterating the expand, reduce and reshape operators.
Irredundancy is guaranteed, though, by invoking irredundant after expand, which would
immediately detect that either & or 8 should be dropped from the cover.

It is important to realize that heuristic minimizers also differ widely in the
way in which the minimization operators are implemented, because all operators use
heuristics. For example, the order in which the implicants are considered during an
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expansion affects the size of the resulting cover, and therefore heuristic rules are used
for ordering the implicants. As a result, two implementations of the expand opera-
tor would yield both prime and minimal covers (w.r.t. single-implicant containment)
but with possibly different cardinalities. Some algorithms implementing the operators
have above-polynomial complexity. The execution times and storage requirements
depend on the heuristics, which are the key factor in making heuristic minimiza-
tion viable for large covers. We shall describe the heuristic algorithms in detail in
Section 7.4.

RECENT DEVELOPMENTS IN HEURISTIC MINIMIZATION. The discovery of the
properties of signature cubes, as described in Section 7.2.2, has led us to rethink how
heuristic minimization can be implemented [17]. Recall that a minimum canonical
cover is a set of maximal signature cubes that uniquely identify the set of primes
covering each minterm. Thus a minimum canonical cover can be computed and used
as a starting point for heuristic minimization. The application of the expand oper-
ator leads to a prime cover that in this case can be shown to be also irredundant
[17]. This allows us to skip the application of the irredundant operator after expand.
In addition, the reduce operator can be seen as a return to the minimum canonical
cover. Thus, heuristic minimization can be seen as a sequence of expansions, with
different expansion orders guided by heuristics of an initial minimum canenical cover.
The minimum canonical cover can be computed by an algorithm described in refer-
ence [17]. '

These new and revolutionary ideas [17] have been proposed at the time of this
writing and have not yet been validated by extensive expenmentauon and comparisons
against program ESPRESSO.

7.2.4 Testability Properties

When a circuit has been manufactured, it is important to test it to detect possible
malfunctions. Malfunctions are represented by fault models. Typical fault models used
in logic design include the single and multiple stuck-ar faults. A stuck-at-1 fault means
that the malfunction can be modeled as if an input to a logic gate were permanently
stuck at a logic TRUE value. A stuck-at-0 fault is similarly defined. A single- (or
multiple-) fault model means we consider a possible malfunction related to a single
fault (or to multiple faults). Even though more elaborate fault models do exist, stuck-at
models are the most common models used in testing.

In general, the restability of a circuit measures the ease of testing it [16]). It is
desirable to detect as many faults as possible. Therefore testability is a measure of
circuit quality as well as area and performance.

We are interested in relating the minimality of a two-level cover to the testability
of its implementation. Thus, we associate with the cover an equavalent circuit in terms
of AND and or gates and a specific meaning to testability. Namely a fully testable
circuit for a given fault model (e.g., single/multiple stuck-at faults) is a circuit that
has test patterns that can detect all faults. Testability of a fault relates to the capability
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of propagating a test pattern from the primary inputs to a test point of the circuit and
to the possibility of observing the different responses of a correct and faulty circuit
at their primary outputs.

The following theorem relates cover minimality to testability of its implemen-
tation.

Theorem 7.2.2. A necessary and sufficient condition for full testability for single stuck-
at faults of an AND-OR implementation of a two-level cover is that the cover is prime
and irredundant.

This theorem is a special case of Theorem 8.5.1 and the proof is reported in
Section 8.5 [2].

Example 7.2.10. Consider the function f, of Example 7.2.1 and a redundant cover
a'b’ +b'c +ac + ab, whose AND-OR implementation is shown in Figure 7.6. If any input
to the gate labeled A, in the figure is stuck at 0, no input pattern can detect that fault,
because the faulty circuit implements function a’d’ + ac 4+ ab, which is equivalent to the
behavior of the non-faulty implementation.

Consider now the irredundant cover a’b’ +»b'c+akb and its implementation obtained
by removing the gate labeled A;. It is easy to verify that test patterns exist to detect all
stuck-at faults. '

In the case of single-output circuits, full testability for single stuck-at faults
implies full testability for multiple faults [26]. Therefore, a cover that is prime and
irredundant yields a circuit that is fully testable for mulfiple faults when it has a
single output. In the case of multiple outputs, a prime and irredundant cover yields
a fully testable circuit for multiple faults when there is no product term sharing or
when each scalar output is represented by a prime and irredundant cover itself. While
these conditions are sufficient, the definition of necessary conditions is still an open
problem.

For this reason, primality and irredundancy are very important goals. They can
be achieved by using exact or {some) heuristic minimizers. Note that a minimum
prime cover (irredundant by definition) would not yield better testability properties
than a non-minimum irredundant prime cover.

FIGURE 7.6
a AND-OR implementation of redundant cover: '8’ +
b |4 bc+ac+ab.
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7.3 OPERATIONS ON TWO-LEVEL LOGIC
COVERS

The operators used in exact and heuristic logic minimization can be implemented in
different ways. Since most logic minimizers (e.g., MINI, ESPRESS0, ESPRESSO-EXACT,
etc.) use tables to represent covers, we describe in this section how operations on
two-level forms can be implemented efficiently with tabular models. We shall present
the operators in detail in Section 7.4, after having described the implementation of
the fundamental operations on logic covers,

To avoid confusion, it is important to remember the context in which operations
are performed. When we are considering a function f, its cover F is a suitable set of its
implicants. We often consider sets of cubes and operations among cube sets, without
reference to a specific function. Nevertheless, a set of cubes F defines a completely
specified function f. The cubes are implicants of such a function f. The set F is a
cover of f. For this reason, we often interchange the names “cube” and “implicant,”
as well as “set (list) of cubes” and “cover.” The precise meaning is obvious from the
context.

In the following subsections we first consider a binary encoding of implicants
that enhances the efficiency of their manipulation. We then consider list-oriented and
recursive algorithms for implicant manipulation and their extension to multiple-valued
functions.

7.3.1 The Positional-Cube Notation

The positional-cube notation is a binary encoding of implicants. Let us first consider
single-output functions. Thus a cover can be represented by just the input part of the
implicants, with the output part being implicitly 1. The symbols used in the input
part are {0, 1, x}. The positional-cube notaticn encodes each symbol by 2-bit fields as
follows:

@ 00
0 10
I 01
* 11

where the symbol @ means none of the allowed symbols. As a result, the presence of @
means that the implicant is void and should be deleted. Whereas this notation doubles
the number of columns in an implicant table, it makes the implicant manipulation
easier. For example, the intersection of two implicants in the positional-cube notation
is their bitwise product.

Example 7.3.1. Consider the function f = a'd’ +a'b +ab’ +ac'd, whose minterms and
primes are shown in Figure 7.5 (b). The corresponding implicant table in the positional-
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cube notation is:

10 11 i1 10
0 01 11 11
01 1w 11 11
or 11 1w 0

The intersection of the first two implicants is 10 01 11 18, i.e., a’bd’. The intersection
of the first and the third implicants is 00 10 11 10, i.e., it is void.

Multiple-output functions can be represented by appending the output part of
the implicant to the encoded input part. This yields a binary-valued row vector, with
as many fields as the number of inputs n# plus 1. The first n# fields have 2 bits; the last
has as many bits as the number of outputs m. Therefore the positional-cube notation
for each implicant of a binary-valued function of » inputs and m outputs requires
2n 4 m bits,

Any muliipte-output function y = f(x) can be written implicitly as x(x,y) =
1. This implicit representation of f is called the characteristic equation of f. The
positional-cube notation of an implicant of f can be seen as the input part of an
implicant of its characteristic function y (x, y).

Example 7.3.2. The positional-cube representation of the two-input, three-output func-
tion fi =a'b’ +ab;, fr=ab: f=ab +a'bis:

1010 100
10 01 001
01 10 001 .
01 01 110

7.3.2 Functions with Multiple-Valued Inputs

A multiple-valued function is a function whose input and output variables can take two
or more values. Multiple-valued functions and their optimization have been studied
for several reasons [22], originally to provide support for designing logic circuits
with more than two logic values, such as three- and four-valued PLAs and ROMs.
Recently, techniques for manipulating multiple-valued logic functions have been used
to design binary-valued circuits that implement some encoding of the multiple values.
Examples are the design of PLAs with decoders [24] and of finite-state machines (see
Sections 7.5 and 9.2.2). Overall multiple-valued logic representations provide a unified
framework for optimizing single/multiple-output binary/multiple-valued functions, as
shown iff the following subsections.

We consider a class of multiple-valued functions that have » multiple-valued

inputs and one binary-valued output. Each input i = 1,2, ..., n can take values in a
corresponding interval {0, 1. .... pi— 1. Thus £:10,1,.... ;=11 x {0, 1,..., po—
1% ...x{0,1,...,p, — I} = {0, 1.%). We call these functions mvi-functions.

{Similarly, we refer to binary-valued functions as bv-functions.) The notion of on set,
off set and dc set can be generalized to mvi-functions.
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Let x be a p-valued variable. A literal over x is a subset of values § C
{0,1,...,p — 1}, and it is denoted by x°. Hence the literal over x corresponding
to value j is denoted by x!/l. An empty literal corresponds to an empty set (i.e.,
S =% and a full literal 10 § = {0, 1,..., p — 1}, which is equivalent to a don’t care
condition on that variable. The complement of a literal is the complementary set.

Mvi-functions can be represented in different ways, including sum of products
and product of sums of literals. A literal is TRUE when the variable takes a value in the
corresponding set; otherwise it is FALSE. The concepts of minterm, implicant, prime
and essential can be extended in a straightforward way.

Example 7.3.3. Consider an mvi-function with two inputs x and y. The first input
variable is binary valued and the second is ternary valued. Thus n = 2, p; = | and
p=2.

Assume the function is TRUE under two conditions: (i) when the first input is 1
and the second input is either 0 or 1 and (ii) when the second input is 2. Thus a sum of
products tepresentation of the function is xMy@ Y 4+ x01Uy2 Literal %1 is full and
can be dropped from consideration because it represents a don't care condition on x,

An implicant of this function is x!' y!*' and a minterm x!" y!®%. Prime implicants
of this function are x'!) and y'*.

When considering any multiple-output function, it is always possible to repre-
sent it as the corresponding single-output characteristic function. In particular, when
considering a multiple-output binary-valued function, it is possible to interpret the
output part of its implicants (with m bits) as an encoding of an m-valued input of a
corresponding mvi-representation.

Indeed, the positional-cube notation can be eftended to multiple-valued rep-
resentation. Whereas a binary-valued literal can take two values (0 or 1) and be
represented by a 2-bit field, an m-valued literal is represented by an m-bit field. Value
i, i=0,1,...,m—1, corresponds to bit { of the field. For bv-functions a don’t care
condition on a vartable means either 0 or 1 and therefore the encoding 11. For mvi-
functions, a don't care on a vartable corresponds 1o any value i,i =0,1,....,m — 1,
and therefore to a field of 1s. In both cases, the corresponding literal is full. In gen-
eral, an implicant depends on a variable when the corresponding literal is not full. An
implicant with an empty literal is void. '

Given a (multiple-valued) literal or product of literals, the corresponding po-
sitional cube is denoted by C(.). For example, the positional cube for literal a is
denoted by C(a). The positional cube representing the Boolean space of interest (i.e.,
with appropriate dimensions) is denoted by U.

Example 7.3.4, The positional-cube representation of the function x!!y®1 4 x {0 Uyi2

introduced in Example 7.3.3 is: ‘

01 110
11 001

The positional cube corresponding to x!' js C(x''h =01 111.
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Conversely, the positional-cube representation of the two-input, three-output func-
tion in Example 7.3.2 can be scen as the specification of an mvi-function whose sum of
products representation is:

alU}b{UlZ[ﬂ}+a[l}lblliz{21+a|llblﬂ}zl2l+alllb{llzlﬂ-ll

where z is a three-valued output variable.

As aresult of the analogy in the representations of binary-valued multiple-output
functions with mvi-functions, minimization of mvi-functions subsumes minimization
of by-functions as a special case. In the sequel we shall describe the logic minimization
algorithms by using the positional-cube notation and the mvi-function paradigm.

7.3.3 List-Oriented Manipulation

We consider implicants in the positional-cube representation and we review some of
their properties. The size of a literal is the cardinality of its defining set §. Equivalently,
the size of the related field is the number of 1s in the field. The size of an implicant
is the product of the sizes of its literals (or of the corresponding fields). A minterm
is an implicant of unit size. Note that in the case of binary-valued functions, the size
of an implicant corresponds to the number of dor’t cares in its input part times the
number of implied outputs. It is straightforward to realize that the definitions match.

We consider implicants as sets and we apply set operators (e.g., N, U, C) to
them. Nevertheless, bitwise operations can be performed on positional cubes and their
fields. We denote bitwise product, sum and complement by -, + and ', respectively.
Note that a bitwise operation may have a different meaning than the corresponding
set operations. For example, the complement of an implicant is not represented by the
bitwise complement of its positional cube in the general case.

Let us consider first pairwise operations between implicants. The intersection
of two implicants is the largest cube contained in both. It is computed by the bitwise
product. The supercube of two implicants is the smallest cube containing both. It is
computed by the bitwise sum. The distance between two implicants is the number
of empty fields in their intersection. When the distance is zero, the two implicants
intersect; otherwise they are disjoint. An implicant covers another one when the bits
of the former cover (are greater than or equal to} those of the latter.

Example 7.3.5. Consider again the mvi-function represented by:

10 10 100
16 01 001
o1 10 001
01 01 110

The first three implicants have size 1; the fourth has size 2. None of the implicants inter-
sect: hence it is a disjoint cover. The supercube of the first two implicants is 10 11 101,
It covers the first two implicants but not the last two.
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The sharp operation, when applied to two implicants, returns a set of implicants
covering all and only those minterms covered by the first one and not by the second
one. The sharp operator is denoted by #. Namely, let ¢ = aja;...q, and 8 = b1 by...b,,
wherea; b, i =1,2,..., 7, represent their fields. An operative definition of the sharp
operation is the following:

ai- b @ a,
a#ﬁ — [4]] as 'b?_ iy (?2)
a R -

All void implicants (i.e., with an empty literal or equivalently a field equal to a string
of 0s) are dropped. Note that the operative definition, which is an algorithm by itself,
really implements the sharp operation. Indeed all and only the minterms covered by
@ and not by £ are covered by the result. When considering the implicants of a#8 as
defined above, they are all contained by «, because all fields but one match, this last
one being contained. Moreover, all implicants of e¢#8 do not intersect 3, because at
least one field doesn’t.

A similar operation, called disjoint sharp and denoted by @, yields the sharp
of two implicants in terms of mutually disjoint implicants. An operative definition of
the disjoint sharp is the following:

ay-b)  a e ay
a@ﬁ: a) -b] az-bz a, (73)
a,-bl ﬂ'z-bz ‘ a,,-b,',

The previous argument about the correctness of the result still applies. In addition, all
implicants in «@ B are disjoint, because all implicant pairs have at least a field with
void intersection. Namely, field i of implicant { (i.e., ¢; - b)) has void intersection with
field i of other implicants j > i (i.e., @; - b;).

Example 7.3.6. Let us consider the two-dimensional space denoted by U = 11 11.
Consider cube ab with C(ab) = 01 01. Let us compute the complement of cube ab by
subtracting C(ab) from ¥/ with the sharp operation:

1¢ 11
11 11 #0101 = .
11 1¢ 74

The expression form for the complement is a” + #'.
Let us use now the disjoint sharp operator:

10 11
11 11 101 = 7.5
® o010 01 10 73)

The expression form for the complement is now &’ + ab’, which is a disjoint cover.
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The consensus operator between implicants is defined as follows:

a1+b] az-bz a,,-b,,
CONSENSUS@. ) =1 @ b @by by (7.6)
a) - by a; b R A

The consensus operation among implicants is different in nature than the con-
sensus of a function with respect to a variable (see Section 2.5.1). For this reason, we
keep a separate notation. The consensus is void when two implicants have distance
larger than or equal to 2. When they have distance 1, the consensus yields a single
implicant. :

Example 7.3.7. Consider the following implicants:

a0l 10 01
glor 11 10
vy |10 01 01

The first two implicants have distance 1: CONSEN SUS(w, f) =01 10 11 = Clad).
The distance between the other pairs is 2: their consensus is void. The implicants and
CONSENSUS(w. ) are shown in Figure 7.7.

Let us consider the cofactor computation in terms of implicants. The cofactor
of an implicant & w.r.t. an implicant 8 is void when « does not intersect 8. Otherwise
it is given by the formnla:

g = a +b’l ag+bé a, :f-b:r (77)

Likewise, the cofactor of a set w.r.t. an implicant is the set of the corresponding
cofactors.

To understand the formula, let us consider the familiar case in which we take
the cofactor of a function, represented by an implicant, w.r.t. a binary-valued variable,

‘L b
a

FIGURE 7.7
{a) Three cubes. (b) The CONSEN SUS(a. B).

(@) (b)
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A single variable (or complemented variable) is represented by the positional cube
with Ol (or 10) in the corresponding field, all other entries being 1s. If the variable
appears in the function with the opposite polarity, the two implicants are disjoint and
the cofactor is empty. Otherwise, the bitwise sum with the compilemented positional
cube leaves all fields unaltered, except the one corresponding to the variable which
is set to 11 (i.e., don’t care on that variable). In the general binary-valued case, the
cofactor w.r.t. an implicant is the same as the cofactor w.r.t. all variables it represents.
The generalization to multiple-valued representations is straightforward.

Example 7.3.8. Consider the function f = a'b’ +ab, represented by the following cover
in the positional-cube notation:

10 10
01 01

The cofactor w.r.t. variable @ is equivalent to the cofactor w.rt. C(a) = 01 11. The
cofactor of the first implicant in the cover is void. The cofactor of the second implicant
is 11 01. Equivalently f, = b.

Let us consider now operations on sets of implicants, i.e., on covers of logic
functions. The union of two sets, i.e., the sum of two functions, can be obtained
by merging the sets (and removing duplicated and void implicants). The intersection
of two sets, ie., the product of two functions, is given by all pairwise implicant
intersections that are not void. The complexity of this computation is the product of
the cardinalities of the two sets.

The sharp (and the disjoint sharp) operation can.be applied to sets of implicants.
The {disjoint) sharp of an implicant and a set is computed by iteratively applying the
sharp operator between the implicant and the elements of the set (in jargon sharping
off). The (disjoint) sharp of two sets of implicants is the union of the results of
sharping off the second set from each element of the first one,

The (disjoint) sharp operation gives one way of computing the complement of
a function. The complement is the result ot applying the (disjoint) sharp operator
between implicant U representing the Boolean space and the union of the on set and
de set, namely, R = U#(FON U FPC),

Note that a double complementation of a cover of a function yie]ds again a
cover of the same function. It is possible to show that the use of the sharp operator
yields a cover in terms of all prime implicants of the function [11]. Thus the sharp
operator allows us to compute the set of all primes of a function f as P(f) =
U#(UR(FONUFDPCY), Despite the usefulness of the sharp and disjoint sharp operators
for'complementation and prime computation, today other algorithms are preferred for
these tasks for efficiency reasons.

7.3.4 The Unate Recursive Paradigm

The recursive paradigm for operating on lists of implicants exploits a corollary of the
orthonormal expansion Theorem 2.5.2. Let f and g be two mvi-functions expressed
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by an expansion with respect to the set of values that a variable, say x, can take.
Recall that the literal corresponding to the ith value (denoted by x!'!) is TRUE when
x takes value i.

Corollary 7.3.1. Let f and g be two mvi-functions. Let @ be an arbitrary binary
operator representing a Boolean function of two arguments. Let x be a p -valued variable
in the support of f and g. Then:
p-1
fog = ZI[” Ao © gow) (7.8)

k=0

The corollary reduces to Corollary 2.5.1 for bv-functions.

The meaning of this corollary is that an operation on a set of implicants can
be done on a variable-by-variable basis. An operation can be carried out by merging
the results of the operation applied to the cofactors with respect to a chosen variable.
Thus operations on sets of implicants can be computed recursively. At every level of
the recursion a simpler problem needs to be solved.

Whereas the recursive approach to handling logic functions has been known for
a long time, it was not until recently that its full power was exploited. The key lies in
the fact that operations on unate functions are simpler to be solved. While most logic
functions are not unate, the recursive decomposition may lead to cofactors that are
unate and whose processing is very efficient. The so-called unate recursive paradigm
proposed by Brayton, et al. [4] consists of exploiting the properties of unate functions
within a recursive expansion.

We shall review next the properties of unate functfons in conjunction with
Boolean operation on implicants represented in the positional-cube notation. Then we
shall consider the fundamental operations and how they are solved with the unate
recursive paradigm. The techniques presented in the rest of this section are those
implemented by program EsPrResso. They are also described in detail in reference [4]
for bv-functions and in reference [23] for mvi-functions.

UNATE FUNCTIONS AND UNATE COVERS. We recall that a bv-function f 1s posi-
tive (negative) unate in variable x if f, 2 fo (fi € f-). We extend first the unateness
concept to a cover F of a function f. A cover F is positive (negative) unate in a
variable x if all its implicants have 11 or 01 (10} in the corresponding field. If a cover
F of a function f is unate in x, so is the function f [4].

The unateness property is extended to mvi-functions as follows, Let us consider
the set of values that a p-valued variable, say x, can take and let us impose an order
on the values. Let j,k : j > k be any two values that the variable can take. A
function f is positive (negative) unate in varable x if foi 2 fow (fua © fram) ¥,
ke @l,...,p—1):j = k. This unateness property of mvi-functions, called also
strong unateness, is the counterpart of the unateness property for bv-functions.

A weaker unateness property is often very useful. A function f is weakly unate
in variable x if there exists a value j such that, for all other values k, fom 2 fru.
In other words, when a functicn is weakly unate in a variable, there exists a value j
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such that changing the value of x from j to any other value causes the function to
change, if it does, from 0 to | [23].

A cover F of an mvi-function is weakly unate in a variable x if the subset of
all implicants that depend on variable x (i.e., that do not have a full literal in the
corresponding field) has a column of Os in the field corresponding to x. If a cover F
of F is weakly unate in x. so is the function f [23].

A function or a cover is (strongly/weakly) unate if it is'(strong]y/weakly) unate
in all variables.

Example 7.3.9, The following cover is weakly unate:

1101
01 111
0t 001

Let ¢ and b be the variables associated with the two fields. Consider the matrix defined
by the fields related to a, excluding the don’t care field 11, Such a matrix has a column
of 0s und thus the function is weakly unate in 4.

Similarly, consider the matrix defined by the fields related to b, excluding the
don't care field 111. Such a matrix has also a column of 0s and thus the function is
weakly unate in b,

The following properties of weakly unate functions are important for determining
if the function represented by a cover is a tautology {23]. In this case we say that the
cover is a tautology.

Theorem 7.3.1. Let £ be a weakly unate cover in variable x and G the subset of F

that does not depend on x (i.e., where the field corresponding to x is full). Then F is a

tautelogy if and only if & is a tautelogy.

Proaof. It is obvious that if a subset of F is a tautology, then F is also a taniology.

Let us assume that F is a tautology and let j be a column of F, where all entries
are 0 except for the implicants that do not depend on x. For the sake of confradiction,
assume that G is not a tautology. Hence, there exists a minterm u of its complement
with a 1 in column j. Since F is weakly unate in x, no imphicant of F has a 1'in column
J- Hence p belongs to the complement of F and F is not a tautology.

Theorem 7.3.2. A weakly unate cover F is a tautology if and only if one of its implicants
is the universal cube I/

" Proof. Apply repeatedly Theorem 7.3.1 on all variables. The cover is a tautelogy if and
only if its subset G, consisting of the implicants that do not depend an all variables, is
a tautology. Only the universal cube U can be in G, and hence G is a tautology if and
only if F contains U.

TAUTOLOGY. Tautology plays an important role in all algorithms for logic optimiza-
tion. Despite the intractability of the problem, the question if a function is a tautology
can be answered efficiently using the recursive paradigm.
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For binary-valued functions, a function f is a tautology if and only if its co-
factors with respect to any variable and its complement are both a tautology. For
mvi-functions, a function f is a tautology if and only if all its generalized cofactors
with respect to the values of any variable are a tautology. Both statements are imme-
diate consequences of Corollaries 2.5.1 and 7.3.1, respectively, by replacing function
g by | and operator ® by @. (Thus f © g corresponds to f & 1.)

Therefore, the tautclogy question can be answered by expanding.a function
about a variable and checking recursively whether its cofactors are a tautology. Note
that when a function is binary valued and unate in a variable, only one cofactor needs
to be checked for tautology, because one cofactor being a tautology implies that the
other cofactor is a tautology as well. As an example, if a function f is positive
unate in x, then f, 2 f, and therefore f, is a tautology when f, is so. The same
argument applies to negative unate functions mutatis mutandis and can be extended
to mvi-functions which are unate in a variable.

There are six rules for terminating or simplifying the recursive procedure: two
rely on weak unateness.

e A cover is a tautology when it has a row of all 1s (tautology cube).

A cover is not a tautology when it has a column of 0Os (a variable that never takes
a value).

e A cover is a tautology when it depends on one variable only and there is no
column of Os in that field.

s A cover is not a tautology when it is weakly unate and there is not a row of all
Is (by Theorem 7.3.2).

o The problem can be simplified when the cover is weakly unate in some variable.
By Theorem 7.3.1, the tautology check can be done on the subset of the rows
that do not depend on the weakly unate variable.

e When a cover can be written as the union of two subcovers that depend on disoint
subsets of variables, the tautology question reduces to the checking tautology of
both subcovers.

When a tautology cannot be decided upon these rules, the function is expanded
about a variable. The choice of the splitting variable is very important. Brayton et
al. proposed first the unate heuristic for bv-functions [4]. The heuristic consists of
selecting a variable that is likely to create unate subproblems. Hence a binate variable
is chosen, in particular the one that has the most implicants dependent on it. In this
way, the size of the cofactors is minimized. In case of a tie, the heuristic chooses the
variable minimizing the difference between the number of occurrences with positive
polarity and the number of cccurrences with negative polarity. The rationale is to keep
the recursion tree as balanced as possible.
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Example 7.3.10. Consider the function f = ab + ac + ab'c’ + a’. We question if it is
a tautology. Let us represent it first by a cover F:

01 01 11
011101
01 10 10
10 11 11

All variables are binate. The first variable, a, affects most implicants. Let us consider it
as first splitting variable. We take then the cofactor w.rt. C(a’) = 10 11 11 and w.r.t.
Cf(a) = 01 11 11. The first cofactor has only one row, namely 11 11 11, which is a
tautology. The second cofactor is:

i1{o1 11
11{11 01
11{10 10

Let us concentrate on the right part of the array. All variables are still binate. Let us select
the second variable for splitting, i.e., let us compute the cofactors w.r.t. C(6) = 1110 1]
and to C(b) = 11 01 11. The first cofactor is:

11 11|01
11 1110

which is a tautology. The second cofactor is 11 11 11, which also is a tautology. Hence
f is a tautology.

Example 7.3.11. Let us consider now function f*=ab + ac + a', whose cover is:

01 01 1
0111031
10 11 11

A representation of the minterms and implicant is shown in Figure 7.8 (a). Assume that
the first variable is chosen for splitting. We take then the cofactor again wor.t. 10 11 11
and w.r.t. 01 11 11. The first cofactor has 11 11 11 in the first row and yields a tautology.
The second cofactor is:

1fo1 1

1111 01

The cover is weakly unate and there is not a row of 1s. Hence it is not a tautology and
f is not a tautology.

Rudell and Sangiovanni extended the heuristics for variable selection to mvi-

functions [23]. The splitting variable is the one with the most values. Ties are broken
by choosing the variable with the most Os in the corresponding field when summed
over all implicants. In the case of further ties, the selected variable has the fewest Os
in the column with the largest number of Os.

The recursive expansion of multiple-valued functions poses an additional prob-

lem. An expansion in p values leads to p children in the decomposition tree. Program
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a 010111
B 011101
¥ 1011 11

)
a

FIGURE 7.8
(a) Representation of function f = ab + ac+ a’. (b) The set of prime implicants of f.

(a)

Espresso implements the p-valued expansion by means of a sequence of binary ex-
pansions. This choice leads to heuristic decisions on how to transform the p-valued
expansion into a sequence of binary expansions. We refer the interested reader to
reference [23] for further details,

CONTAINMENT. The question of whether a cover F contains (i.e., covers) an impli-
cant ¢ can be reduced to a tautology problem by using the following result [4].

Theorem 7.3.3. A cover F contains an implicant o if and only if F, is a tautology.

Proof. Note firstthat F D o < FNa = a. Suppose: F(Mw = a holds. Let us take the
cofactor of both sides w.r.t. @. Then (F N&), = &, = TRUE. Since (F Na), = F, Nay.
F, is a tautology. Conversely, let F, be a tautology. Then F, Na = a, which implies
FNa=a.

Therefore any algorithm for verifying tautology can be used to check for con-
tainment.

Example 7.3.12. Let us consider again function f = ab + ac + a’, whose cover is
shown in Figure 7.8 (a). Let us test whether the product bc is covered. The corresponding
positional cube is C(he) = 11 01 01. By taking the cofactor, we obtain:

01 1111
01 11 11
10 11 11

which is a tautology, because the list depends on one variable and there is no column of
0s. Hence cube bc is covered by f.

COMPLEMENTATION. The complementation of a function implemented by using
the unate recursive paradigm has been shown to be very efficient. We describe first
the original complementation algorithm of program Espresso for bv-functions [4]
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and then its extension to mvi-functions [23]. The original algorithm was designed
for single-output bv-functions; complementation of multiple-output bv-functions was
achieved by repeated invocation of the algorithm for each output.

Recursive complementation exploits Corollary 2.5.1. In particular, given a func-
tion f and a variable x in its support set, the following identity holds:

fl=x-fl4x-f. 1 (7.9)

Therefore the complement of a function f can be computed recursively by using the
{complemented) covers of the cofactors of f. We denote the cover of f' by ¥ and
those of f. and f. by F, and F,. respectively. The recursive procedure terminates,
or can be simplified, when the cover of F satisfies one of the following conditions:

e The cover F is void. Hence its complement is the universal cube.

e The cover F has a row of 1s. Hence F is a tautology and its complement is void.

o The cover F consists of one implicant. Hence the complement is computed by
De Morgan’s law.

e All implicants of F" depend on a single variable, and there is not a column of 0Os.
Hence the function is a tautology, and its complement is void.

s The cover has a column of 0s, say in position j. Let & be a cube of all s, except
in position j. Then F = a N F, and F' = o' U F,,. Hence recursively compute
the complement of F, and of @ and return their umon.

Two issues are important in the implementation of the algorithm: the construc-
tion of the cover F' of f’ from its components at each step of the recursion and the
selection of the splitting vanable. -

The construction of the cover F' has to be done with care to keep its size
as small as possible, namely, F' = (C(x)" F)} U (C(x) N F.). A simple and
effective optimization step is to compare each cube of F, to each case of F|, for
pairwise containment. When this happens. the covered cube is removed from the set
and added to a new list G, Then the mergmg algorithm returns: F/' = (C{x) N F )y
{C(xHnN F ) UG, where F ' and F are the modified covers of the cofactors. Other
more qophlsncated techmques can be used, such as those described in reference [23].

The choice of the splitting variable is based upon the unate recursive paradigm.
Indeed, the computation of the complement is simpler for unate functions, as shown
by the following theorem.

Theorem 7.3.4. Let f be a posilive unate function in x. Then:

fr=r+xf (7.10)
Let f be a negative unate function in x. Then:
f=x-fl+f. .11

Proof. From the expansion theorem (2.5.1) and the positive unateness condition it follows
that f =x- fo+x'- f = x- f, + fr. By complementing the last expression, the thesis
is proven. For negative unate functions the proof is obtained by exchanging x with x’.
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This result generalizes to unate covers. Hence the computation of a cover of
the complement of a unate function is simpler than in the case of a binate function,
Since functions are in general binate, the selection of the splitting variable is done
to improve the likelihood of generating unate cofactors. The variable is then chosen
among the binate ones, as in the case of the tautology algorithm.

Example 7.3.13. Let us consider again function f = ab+ac+a’, whose cover is shown
in Figure 7.8 (a) and reported here for convenience:

01 01 11
01 11 01
10 11 11

The only binate variable is a, which is chosen for splitting. Thus we compute the com-
plement as ¥ = (C{a’y 1 F,)J (C(a) ™ F,). The computation of F, yields a tautology
(as shown in Example 7.3.11), hence F. is void. The computation of F, yields:

1101 11
i o1

which is positive unate in both the second and third variables. Let us select the second
variable, i.e., b. We compute now F; = F., U(C(5) N F., ). Now F,, is a tautology
and its complement is void. Then F,;y = 11 11 Q1 and its complement is 11 11 10,
which intersected with C(b") = 11 10 11 yields F, = 1 10 10. The complement of f is
F'=C(ayNF, =01 10 10, because C{a) =01 11 11 and F/, is emply. An expression
form for the complement is ' = ab’c’.

Let us consider now the case of mvi-functions. A muTti-way (non-binary) recur-
sive complementation algorithm could be devised to exploit directly Corollary 7.3.1.
Nevertheless the implementation of such an algorithm may be inefficient, because of
the multi-way recursion tree and of the complexity of merging multiple components of
the complement at each level of the recursion. Rudell and Sangiovanni [23] suggested
a two-way expansion of a multiple-valued variable x about two orthonormal literals
x* and x® (ie., such that AU B = S, where § is the set of all values for x and
ANB =), Let a = C(x*) and 8 = C(x%). Then:

FF'=@nF) U (,SDF;,) (7.12)

The size of x* and x? is kept as close as possible, and a sequence of two-way
expansions on variable x is performed until all possible values of x are exhausted.

Exélﬁple 7.3.14, Consider the mvi-function represented by the cover:

10 011
01 101

Let us expand it about the second variable, which has three values, ie., § = {0, 1, 2].
Consider orthonormal literais x* and x%, where A = {0} and B = {1,2}. Thus & =
Cix"=11100and 8 = Cix?) =11011.
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The cofactor w.r.t. & is F, = 01 111 and the cofactor w.r.t. 8 is:

_ w11l
701 101

We expand then Fy further by splitting B as C U D, where C = {1} and D = {2}. Thus
y = C(x®y= 11010 and § = C(x®) = 11 001. Then F, = 10 111 and F; = 11 111,

Hence:
01 100
F=@nNFR)UFnFRYUEBNF) = 10010
11 0
Hence the complement is:
10 100
01 010
00 001

where the last term is void and can be dropped.

COMPUTATION OF ALL PRIME IMPLICANTS. The computation of all primes is
relevant to exact minimization. It can be achieved by recursive methods for both
binary-valued and mvi-functions. Let us consider again an expansion of a variable x
about two orthonormal literals x# and x%. Leta = C(x%) , B = C(x%), fA = x4 fou
and f8 =x% . fu. Then f = f4 + f5 where f* and f# do not intersect. Hence
the distance between any implicant of f4 and any implicant of £ is larger than or
equal to 1. As a result, there are three possibilities f(n:_ a prime implicant of f:

o It is a prime of f4.

e It is a prime of f&.

o The prime is the consensus of two implicants: one in f* and the other in f&,
The reason is that the prime is contained in f* + f8 and it consists of the union
of two subsets of minterms, one in 4 and the other in f#, that can be put in
one-to-one correspondence and have pairwise distance 1.

We consider now sets of implicants and the cover notation. Let P(F) be the
set of primes of function f whose cover is F. Let F2 be a cover of f* and F¥ be
a cover of f%. Then P(F4) = o NP(F,) and P(F®) = BN P(Fp).

Therefore the primes can be computed by the recursive formula:

P(F) = SCC((an P(F,)) U (BN P(Fz)
U CONSENSUS((ax N P(F)), (BN P(Fa))) (7.13)

The formula represents the union of three components according to the afore-
mentioned argument. Since this union may yield some non-prime cubes (because some
cubes of the first two components may be contained in their consensus), the SCC op-
erator is applied to make the set minimal set w.r.t. single-implicant containment. The
SCC operator checks for pairwise covering of implicants and removes the covered
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ones. The recursion terminates when f is represented by a single-implicant cover F,
because P(F) = F.

The choice of the splitting variable plays again a role in this computation. When
the cover F of a bv-function f is unate (or the cover of an mvi-function f is strongly
unate}, P(F) = SCC(F). The reason is that each prime of a {strongly) unate function
is essential [4] and therefore any cover of a unate function contains all primes. The
non-prime implicants can be eliminated by applying SCC. As a result, the evaluation
of the primes is very fast. Again, the choice of the splitting variable is such that unate
cofactors can be found in early levels of the recursion.

Example 7.3.15. Let us consider again function f = ab+ac+a’, whose cover is shown
in Example 7.8 (a). The enly binate variable is a, which is chosen for splitting. Hence:
P(F) = SCCUCW@NP(f) U (C@)N P
U CONSENSUS(C@) N P(f). Cl@) N P{faH)
= SCC(P,U P, U Py

where we represent the primes of a cover as the primes of the corresponding function, for
the sake of simplicity. Note first that f,- is a tautology and thus P{(f,:) = U. Therefore
Pr=C@ynP(fay= 1011 1L

Consider then f;, which is a unate function. A unate cover of f,, minimal w.r.t.
single-implicant containment, represents all primes of f,. Thus P(f,):

11 01 11 -
11 11 01

Since C{a) = 01 11 11, Py = C(a) N P(f,):

01 01 1t
01 11 01

The last term, P3 = CONSENSUS(P,, Py, is:

11011
i1 11 01

The prime implicants of f are P(f) = SCC(P, U Py U P3):
10 11 11
1101 11
1t 11 01

or, equivalently, {a', b, c}. Note that the implicants of P; are contained in those of P;
and are eliminated by SCC. The primes are shown in Figure 7.8 (b).
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7.4 ALGORITHMS FOR LOGIC MINIMIZATION

We describe here the most important operators for twoe-level logic optimization and
how they are implemented in detail. Our goal is to minimize a two-level cover F
of a bv- (or mvi-) function f, which may be incompletely specified. Recall that we
represent by FOV FOFF and FPC the on set, off set and dc ser of the function f,
respectively. We assume that at least two of these sets are specified as inputs to the
minimization problem. The third set can be derived by complementing the union of
the other two, if needed. In the particular case of completely specified functions, F2¢
is empty and £ and F?¥ are used interchangeably.

We assume in this section that covers are represented in the positional-cube
notation. Most procedures in this section are based on Rudell and Sangiovanni’s
description of program Espresso [23].

7.4.1 Expand

The expand operator is used by most heuristic minimizers. Its goal is to increase
the size of each implicant of a given cover F, so that implicants of smaller size can
be covered and deleted. Maximally expanded implicants are primes of the function.
As a result, the expand operator makes a cover prime and minimal with respect to
single-implicant containment.

The expansion of an implicant is done by raising one (or more) of its Os to
1. This corresponds to increasing its size (by a factor of 2 per raise), and therefore
to covering more minterms. The fundamental question in the expansion process is
whether the expanded cube is still valid, i.e., it is still an implicant of the function f.
There are two major approaches for this test. -

e Checking for an intersection of the expanded implicant with FFf, The intersec-
tion can be computed very efficiently, but the off ser F** is required. Sometimes
FOFF can be very large, and in some cases it may overflow the memory size
and cause the minimizer to fail. Nevertheless this is the approach used by most
minimizers, such as MINI and ESPREssO.

e Checking for the covering of the expanded implicant by FOV U FP% In this ap-
proach, the complement F9FF is not needed. This method was used by program
PresTO, where the covering test was solved recursively. The containment check
can also be reduced to a tautology problem, as described in Section 7.3.4.

The expand procedure sorts the implicants, one at a time and expands the 0 entries
to 1 subject to the validity of the expanded implicant. The computational efficiency
and the quality of the result depend on two important factors: (i} the order in which
the implicants are selected and (ii) the order in which the O entries are raised to 1.
Heuristic rules are used in both cases.

Programs MiNT and ESPRESSO use the same heuristic for ordering the implicants.?
The rationale is to expand first those cubes that are unlikely to be covered by other

3 An earlier version of ESPRESSO used to sart the implicants for decreasing size [4].
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cubes. The technique is the following. A vector is computed whose entries are the
column sums of the matrix representing F. Each cube is assigned a weight that is the
inner product of the cube itself and the previously computed vector. A low weight of a
cube correlates to the cube having few 1s in the densely populated columns. Therefore
the implicants are sorted for ascending weights. Needless to say, if an implicant is
known to be prime (because of a previous expansion), there is no need to expand it.

Example 7.4.1, Consider the function f = a'b'c’ + ab'c’ + a'bc’ + a'b'c with abe’ as
a don't care condition. Then the set F¥¥, in the positional-cube notation, is:

10 10 10

01 10 10

10 01 10

¢ 10 o
The set FP€ is:

or o1 10

The off set FOFF is then computed by complementation:

o 11 M
i 01 ol

Let us determine first the order of expansion. Lei the columns be labeled from 1
to 6, The column count vector is [313131]7 and the weights of the implicants in F are
(9, 7.7, 7). Hence, the second implicant is processed first, i.e., ¢1 10 10,

In this example, we assume that entries are raised from left to right for the sake
of simplicity. The raising of the 0 in column 1 yields 11 10 10, which does not intersect
the off set and therefore is valid. The raising of the O in column 4 yields 11 11 10,
which is also valid, but the raising of the 0 in column 6 would intersect the off set and
it is rejected. Hence the expanded implicant is 11 11 10, which covers the first and third
implicants of the original cover F = F?¥,

Thus F can be updated to:

1 10
0 10 O

The last implicant is processed next. A raise of the literal in column 2 or 4 would
make the implicant-intersect the off ser. On the contrary, a raise in column 5 is valid,
yielding 10 10 11. The expanded cover is then:

11 11 10
10 10 11

which is prime and minimal with respect to singie-implicant containment. The different
steps of the expansion are shown in Figure 7.9.

The heuristics for selecting the entries to expand are complex. It is obvious that
any order in raising the Os to 1s will lead to a prime. Many different primes can be
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a 101010
g 011010
y 100110
6 101001
¥ ~
C b
a B
(83
(a) (b)

FIGURE 7.9
(a) Representation of function [ = a'b’'c +ab'c’ +a'be’ +a'b'e. (b) A first expansion of . (¢c) A second
expansion of g. (d) Prime cover.

derived by expanding the cube in different directions. Each prime may cover different
subsets of F. The major goal is to cover the largest subset of implicants of F.

We survey here the basic principles used in Espresso as reported in reference
[23]. We refer the interested reader to references [13], [4] and [23] for details. In
EsPrESso, the selection of an entry for the raise and the validity check are merged
into a single step.

Let us describe first informally the rationale behind the heuristic expansion.
Our goal is to make the implicant prime, while covering a maximal number of other
implicants. A quick analysis of the position of the implicant in the Boolean space with
respect to the off set allows us to determine some feasible and infeasible directions for
expansion, but not all. Thus, the next step is to search for other cubes in the cover that
would be covered by a specific feasible expansion. When this search is exhausted, we
look for expansion directions that allow the expanded implicant to overlap a maximal
number of other cubes. In the end, we just make the implicant prime by making it as
large as possible.

To be more specific, we introduce some definitions. Let « be the cube to be
expanded. Let free be a set denoting the candidate entries that can be raised to 1.
Initially it consists of all entries that are (. As the procedure progresses, elements
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are removed from free and the process terminates when free is empty. The over-
expanded cube is the cube whose entries in free are raised. For any implicant g
of F, the smallest cube containing a and 8 is their supercube. Cube 8 is feasibly
covered if the supercube is an implicant of f, i.e., if it does not intersect the off
set.

There are four major steps in the expand procedure of program ESPRESSO.

1. Determine the essential parts.

¢ Determine which entries can never be raised and remove them from free.
(Search for any cube in FFF that has distance 1 from a.)

# Determine which parts can always be raised, raise them and remove them
from free. (Search for any column that has only Os in F9FF)

2. Detection of feasibly covered cubes.
If there is an implicant § whose supercube with « is feasible, repeat the following
steps.

» Raise the appropriate entry of @ and remove it from free.
¢ Remove from free entries that can never be raised or that can always be
raised and update « {as before).

3. Expansion guided by the overexpanded cube.
While the overexpanded cube of o covers some other cubes of F, repeat the
following steps.

+ Raise a single entry of « as to overlap a maximum number of those cubes.
¢ Remove from free entries that can never be raised or that can always be
raised and vpdate ¢ (as before). -

4. Find the largest prime implicant.
Formulate a covering problem and solve it by a heuristic method. In the covering
problem, the goal is to find a maximal subset of free to be raised, while ensuring
no intersection of the expanded implicant with FY7F Tt corresponds to finding
the largest prime covering c.

Example 7.4.2. Let us consider again the function of Example 7.4.1 as shown in Figure
7.9 (a). Assume that the implicants are labeled {e, 8, y, ). Implicant 8 = 01 10 10 is
selected first for expansion. The free set includes the following columns: {1, 4, 6}.

Let us consider first entries that can never be raised. Cube 01 11 01 of the off set
has distance 1 from the selected implicant and it differs only in its third field. Hence
column 6 cannot be raised and can be removed from free. It is not possible to determine
entries that can always be raised by looking at the off set.

+We consider then the other cubes of the original cover. The supercube of § and
« is valid, and hence the first entry of 8 can be raised to yield E: 11 10 10. Similarly,
the supercube of B and y is valid, and hence the fourth entry of 8 can be raised to yield
B =11 11 10. The supercube of § and & is not valid. The expanded implicant £ is then
11 11 10, its free set is now empty, and no further expansion is possible. Implicants
{at, '} can be deleted from F, because they are covered by B.

Consider now implicant § = 10 10 01, whose free set is {2, 4, 5]. Since & has
distance 1 from both elements of F?FF the elements in columns 2 and 4 cannot be
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raised and they are dropped from free. Column 5 of F®*¥ has only 0s. Hence, the 0
in column 3 can be ratsed, yielding § = 10 10 11. The final cover {8, 6} is the same as
that computed in Example 7.4.1 and shown in Figure 7.9 (d).

7.4.2 Reduce*

The reduce operator is used by most heuristic minimizers. Its goal is to decrease the
size of each implicant of a given cover F so that a successive expansion may lead to
another cover of smaller cardinality. A reduced implicant is valid when, along with
the remaining implicants, it still covers the function. The reduced cover has the same
cardinality as the original one. Reduced covers are not prime (unless no implicant can
be reduced). Note that a redundant implicant would be reduced to a void one that can
be discarded if it is reduced before the implicants that cover it. Since this depends on
the order in which implicants are processed, the reduce operator does not guarantee
the irredundancy of the cover.

Let us consider first how we can compute a maximally reduced cube. For the
sake of explanation, we describe first the implicant reduction with an informal argu-
ment, while considering a completely specified function whose cover is F. To reduce
an implicant & of F, we must remove from o those minterms that are covered by

— {a}. Whereas this could in principle be computed by the intersection of « with
the complement of F — {&}, we must ensure that the result yields a single implicant.
Since the complement of F — {&} is a set of cubes, we can replace it by its supercube
{e.g., the smallest single cube containing all cubes) whose intersection with o yields
the desired result.

Example 7.4.3. Let us consider the function of Example 7.4.1. Let F be:

e 11 11 10
gl 10 11

Let us try to reduce ¢. The complement of g is:

01 11 1
1T 01 11

whose intersection with ¢ yields:

61 11 10
it 01 10

* Thus @ should be replaced by two cubes, which is not what we want. By taking the
supercube of the complement of 8, t1 11 11, and intersecting it with & we obtain again
o, which shows us that o cannot be reduced.

The aforementioned procedure can be formalized by the following theorem [23].

Theorem 7.4.1. Let @ € F be an implicant and Q = F U F? — la}. Then, the
maximally reduced cube is @ = @ M supercube(Q)



TWO-LEVEL COMBINATIONAL LOGIC OPTIMIZATION 309

Proof. The maximally reduced cube can be computed by deleting from o those minterms
that beloag to @ = F U FPY — (o] under the restriction that the result must be a single
cube. Now o # § = o 1 ¢’ can yield a set of cubes. Hence the maximally reduced
cube is @ = o N supercube(Q), which is equivalentto & = an supercube(Q.),
because Q' can be expanded as (o N Q) U (e’ N @;,) and the second term has void
intersection with a. The cube is maximally reduced, because the supercube is the smaliest
cube containing @',

The reduce operator entails then two steps: sorting the implicants and replacing
each implicant by the maximally reduced one. Heuristic rules are used to sort the
implicants. Programs Min1 and ESPRESso sort the implicants by weighting them first,
as for the expand operator. The implicants are sorted in descending order of weight
to first process those that are large and overlap many other implicants.

The computation of the maximally reduced cube can be done in several ways.
In particular, EsPrRESSO uses the unate recursive paradigm to compute the supercube
of @,,. Indeed, it is easy to show that the following expansion about any p-valued
variable x holds:

supercube(F') = supercube(uf;(i cixhyn supercube(F ) (7.14)

At the end of the recursion, we compute the supercube of the complement of a cube,
which is:

e Empty when the cube depends on no variables,
& The cube’s complement when it depends on one variable.
» The universe when it depends on two or more variables.

The unate heuristics leads to determining unate subproblems, for which the
supercube can be more easily computed. We refer the interested reader to [23] for
details.

Example 7.4.4. Let us consider again the function of Example 7.4.1. Assume it has been
expanded as:

1 1110
1010 1

Assume that the implicants are labeled as {o, #}. The vector representing the column
counts is [212121]7 and the weights are 8 and 7, respectively. Hence implicant o is
selected first for reduction. This implicant cannot be reduced, as shown by Example 7.4.3.

Let us consider now implicant 8. The maximally reduced cube is E = AN
supercube(Qy), where 0 = F U FPC — {81, namely 11 11 10. Hence ' =11 11 01,
Q) = Q' and supercube(Qy) = Q. Then 8 = £N Q' =10 10 01 and the reduced
cover is:

ir 110
10 10 01
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7.4.3 Irredundant*®

An irredundant cover is minimal with respect to implicant containment. Thus its cardi-
nality is a local minimum. The irredundant operator makes a cover trredundant, while
trying to achieve a cover with the least cardinality. In other words, the irredundant
operator makes the cover irredundant by deleting a maximal number of redundant
implicants. ,

The irredundant operator was used first in heuristic logic minimization by pro-
gram EsPrESSO [4]. This description follows the outline of reference [23]. We assume
that the cover under consideration is prime, as constructed by the expand operator.

The cover F is split first into three sets:

o The relatively essential set E', which contains those implicants that cover some
minterms of the function not covered by other implicants of F.

o The totally redundant set R', which contains those implicants that are covered by
the relatively essential set.

o The partially redundant set R¥, which contains the remaining implicants.

Note that this classification is similar to the one used in Section 7.2.2 for exact
minimization. The difference is that the cover F does not necessarily contain all
prime implicants of the function. Hence, the set E7 contains the essential primes, but
possibly other implicants. '

The computation of the relatively essential set is based on checking whether an
implicant & € F is not covered by FU F DC _ta}. Similarly, the computation of the
totally redundant set is based on checking whether an implicant & € F is covered by
E" U FPC Then R? = F — {E" U R'}. The majortask of irredundant is to find a
subset of R” that together with E™ covers FON

Example 7.4.5. Consider the following cover, shown in Figure 7.10:

a |10 10 11
gl 11 10 o
ylol 11 o
s o1 01 n
e {11 o1 10

It is easy to verify that £7 = [a, €}, R = @ and RP = {8, ¥, §}. Our problem is to find
a minimal subset of R” that, together with E", covers F = F®¥_TIncidentally, note that

_ in this example the cover F is not'the set of all primes, and therefore E" is larger than
the set of the essentials.

Before describing the irredundant procedure, we describe informally a simple
algorithm and its pitfall. Tt is conceivable to select one element & € R” at a time and
verify whether it is contained by H = E" U RP U FPC — {a}_ In the affirmative case,
the cube can be deleted. By iterating this test, an irredundant cover can be consiructed.
Unfortunately the number of redundant cubes that can be deleted may be far less than
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a 1010 11
4 1110 01
il 1101
6 010111

ILol1 10
001 o 001
¥ 110 o 010
000
(a) (b) (c)

FIGURE 7.10
(a) Redundant cover of a logic function. (b) Irredundant cover. (¢c) Minimum irredundant cover.

the maximum. The simple algorithm gives a suboptimal result because it considers the
partially redundant cubes in a sequential fashion. Indeed, the removal of a maximum
number of redundant implicants requires considering the mutual covering relations
among implicants.

Example 7.4.6. Consider the redundant cover of Example 7.4.5. Assume that implicant
v is selected for examination by the simple algorithm. Since y is covered by (8. 8], it
can be deleted from the cover. No other implicant can be deleted from the cover, and
thus cover {a, f,4.¢€} is irredundant. Nevertheless another irredundant cover, namely
{a, v, €], has lower cardinality. To detect such a cover, we must consider the interplay
of the covering relations among implicants 8,y and §. The two irredundant covers are
shown in Figures 7.10 (b) and (c), respectively. B

We describe now the irredundant procedure used in program Espresso. The
algorithm uses a modification of the tautology check. The key idea is the following.
Rather than checking the tautology, we determine the set of cubes that, when removed,
prevents the function from being a tautology. Recall that tautology of the cofactor can
be used to determine containment. Hence we can determine the set of cubes that,
when removed, prevents the containment,

Consider cube @ € R” and test whether ‘it is contained by H = E" U R” U
FP¢ — {a), which is equivalent to testing H, for tautology. The test yields a positive
answer by definition of a partially redundant prime. The test for tautology can be
seen as the conjunction of the tests at each leaf of the decomposition tree induced
by the tautology algorithm. Each leaf represents a set of conditions for tautology or,
equivalently, for covering. Namely, each leaf is related to those cubes that cover a
portion of the cube « under consideration.

When the tautology algorithm reaches a leaf, we mark the corresponding cubes
of H, that cause the tautology. If a leaf is related to any cube in E” U F”C, we drop
the leaf from consideration, because the corresponding portion of cube « is covered
by either a relatively essential prime or part of the don't care set. Otherwise we form a
binary row vector whose entries are | in correspondence to those cubes of R”, whose

110
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joint removal uncovers that portion of o. By repeating these steps for every leaf and
every cube in R? and by piling the vectors, we obtain a covering matrix A.

The overall significance of A is the following. Each column corresponds to an
element of R? and each row to leaves of the tautology decomposition tree. Each row
represents a subset of cubes of R, whose joint removal uncovers (a portion of) o,
Therefore the problem of selecting an irredundant subset of R? is equivalent to finding
a minimum subset of columns such that all rows have at least a 1. This unate covering
problem can be solved exactly or approximately by a heuristic algorithm. ESPRESSO
solves it by a greedy algorithm. (Note that an exact solution would not necessarily
yield a minimum cover, because not all primes were considered.)

Example 7.4.7. Let us consider again the cover of Example 7.4.5. Consider first implicant
B. Then H is given by:

10 10 11

01 11 01

oL o 11

11 ol 10
and Hyg is:

10 11 11

01 11 11

We then test Hj for tautology. Here Hy provides already a split about the first
variable. It is a leaf of the decomposition tree of the tautology algorithm, because Hy
depends on one variable and there is no column of 0s. The two cubes in Hy are related
to o and to y. Since o is relatively essential and mygt be part of the cover, the relevant
information is that the removal of ¥ uncovers 8. The corresponding row vector is [110],
where the first entry is trivially | because g covers itself.

Next we consider implicant . Then H is given by:

10 10 11

11 10 01

o1 0l il

1 o1 10
and H, is

11 g 1

11 o 11

The tautology test on H., is positive. The two cubes in H, are related to 8 and to 4,
" which are both partially redundant. The corresponding row vector is [111].
Last we consider implicant 8, and by a similar procedure we determine that the
removal of y uncovers 8. Hence the corresponding row vector is [011]. The covering
matrix is:
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A minimum row cover is given by the second column, corresponding to y. Hence a
minimum cardinality irredundant cover is [, v, §}.

Note that in this simple example we have identified one leaf of the decomposition
tree of the tautology algorithm in correspondence with each tautology test. In general,
there may be more than one leaf per test (and therefore matrix A may not be square).

The reduced prime implicant table used in exact minimization by ESPRESSO-
EXACT [23], as described in Section 7.2.2, can be derived in a similar way. The
starting point is the set of all prime implicants, partitioned into essentials, partially
redundant and totally redundant. The binary matrix A has a column associated with
cach element of R” and each row with a leaf of the decomposition tree of the tautology
algorithm, which represents the covering of (a portion of) an element in R” by other
elements of R”. Exact minimization corresponds to selecting a subset of columns. If
a row is not covered, i.e., if ne column covers a 1 in that row, then the selected
primes will fail covering some minterms of the function. With respect to the table
used by Quine and McCluskey, the number of rows may be significantly smaller,
because a row may correspond to a set of minterms covered by the same subset of
primes.

Example 7.4.8. Consider again the function of Example 7.2.8, whose primes are shown
in Figure 7.5 (a). Primes y and & are essential. No prime is totally redundant. Hence the
partially redundant primes are {e, 8, ¢, £).

Let us apply the irredundant procedure to the partially redundant primes to con-
struct the covering matrix A, Prime ¢ is not covered when prime 8 is removed. (Minterms
{0000, 0001} are uncovered.) Similarly, prime 8 is not covered when prime « is removed,
the same minterms being involved. Prime ¢ is not covered when prime ¢ is removed and
vice versa. (Minterm 1101 is uncovered.) -

Thus the reduced covering matrix is:

a B e £
00000010 I 1 0O O
1101 o 0 v i

Note that there is no need of listing the minterm groups as long as all of them (i.e., all
rows) are considered and covered,

744 Essentials®

The detection of essential primes is important for both exact and heuristic minimiza-
tion. Indeed, essentials must be part of any cover. Hence, they can be extracted and
stored while the minimizer manipulates the inessential primes. Essentials are added
back to the cover in the end.

Before describing the detection of the essential primes in a formal way, we show
an example to gain intuition into the problem.

Example 7.4.9. Consider a function whose cover was shown in Figure 7.4 (a) and is
repeated in Figure 7.11 (a) for convenience. Let the cover be represented by the set of
implicants [, 8, ¥, 8}. We question whether « is essential.
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We use then the following procedure. Let us remove the minterms covered by
« from the cover, which reduces to G = {y, 8}, as shown in Figure 7.11 (b). Then «
is not an essential if there is a prime of that function that can cover its minterms (i.e.,
000 and 001). For this to be true, some cubes in G should be expandable to cover «,
i.e., the cover must have minterms in one-to-one correspondence with those of « and at
distance 1. This is true when CONSEN SUS(G, ) covers . Since this is not true,
is essential. The cubes in CONSEN SUS(G, «) are shown in Figure 7.11 (c).

detection of the essentials can be done using a corollary of Sasao’s theorem

[23, 24].

o 1010 11
B 111001
4 011101
5010111

Theorem 7.4.2. Let F = G U, where « is a prime disjoint from G. Then « is an
essential prime if and only if CONSENSUS(G, ) does not cover .

Proof. Consider a cube y € G. Its distance from « has to be larger than zero, because o
and G are disjoint. Assume that the distance is larger than 1. Then, CON'SENSUS(y, &)
= (4. If all elements of G have distance larger than 1 from «, then « is essential because
no other prime can cover its minterms. We can then restrict our attention to those elements
of G at distance 1 from . Now CONSENSUS(y, o) covering ¢ implies that there
exists primes, different from w, that cover all the minterms of o. Hence w is not essential.
On the other hand, if CONSENSUS(y, a) does not cover « for any ¥ € G, then « is
an essential prime.

Corollary 7.4.1. Let F?¥ be a cover of the on set, FPC a cover of the dc sef and a a
prime implicant. Then « is an essential prime implicant if and only if # U F”C does not
cover o, where: -

H = CONSENSUS((FY U FP%a), ) (7.15)

Proof. Let « be tested to be an essential of FOY U FPC, Let G = (FON U FPC)#a. Then
FONU FPC = G Ua, with @ disjoint from G. Then, by Theorem 7.4.2, « is an essential
if and only if a#FPC is not covered by H, or equivalently H U FPC does not cover a.

() (b) (c)

FIGURE 7.11
(a) Cover of F and minterms of F. (b) Cover G = F#o and minterms of F. (¢) CONSENSUS(G, )
and minterms of .
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The corollary allows us to reduce the test for essentiality to a containment test,

which in turn can be solved by a tautology test.

Example 7.4.10. Consider again the function of Example 7.4.9, shown in Figure 7.11

(a), whose cover is:

a0 10 11
gl11 10 ol
y ol 11 01
5101 01 1t

Let us assume that the dc set is void and let us test o. Now, Fi is:

Mmoo 0
o1 o1 11

and H = 11 10 0l. Then H, = 11 11 01, which is not a tautology. Hence « is not
contained in A and is essential. Cubes of F#a and of H are shown in Figures 7.11 (b)
and (c), respectively.

Consider now prime implicant 8. Then F#8 is:

10 10 10

o o 1l
and H is:

10 10 11

00 n ool =
Then Hpg is:

10 11 11

or 11 11

which is a tautology. Hence § is contained in / and is not essential.

7.4.5 The Espresso Minimizer

ESPRESSO is a very fast and efficient two-level minimizer. It exploits the operators
described above while performing an iterative refinement of a cover. The output of
EsprEsso is an irredundant cover, often minimum in cardinality.

EsPResso computes first the complement of a cover to be used by the expand
operator. Then it applies the expand and irredundant operators, which make the cover
prime and irredundant. After the essentials are extracted, ESPRESsO iterates the reduce,
expand and irredundant operators in the search for irredundant covers of decreasing
cardinalities. When no improvement can be achieved, ESPRESSO attempts to reduce
and expand the cover using a different heuristic. This step is called last_gasp and it
is fully detailed in references [4] and [23].
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ESPRESSO{FON FDCy
FOFF — complemem(FON U FDC);
F = expand(FON, FOFFy.
F = irredundant(F, FP¢y;
E = essentials(F, FPCy;

F=F-E; /* remove essentials */
FPC = FPC Ry /* place essentials temporarily in don’t care set*/
repeat {
¢ = cost(F),
repeat |
¢ =|F|;

F = reduce(F. FPC);

F = expand(F, FOFFy;

F =irredundant(F, FDC):
Juntil ( [F| < ¢1)

F = last_gasp(F, FPC FOFFy, /* apply different heuristics as last gasp */
} until {cost{(F} < ¢n);
F=FUE; * restore essentials */

.F'DC FDC E:
F = make_sparse(F, FPC FOFF).

}

ALGORITHM 7.4.1

Eventually ESPRESSO applies the routine make_sparse, which modifies the num-
bers of 1/0s in the array without affecting the cardinality of the cover. The rationale
of this procedure is that some logic circuit implementations, like PLAs, do not benefit
from primality. Indeed, a secondary goal in PLA optimization is reducing the number
of transistors, which corresponds to making the implicant input part large and their
output part small. This concept has been generalized to mvi-functions by defining
dense and sparse variables according to the implementation style. Then make_sparse
atiempts to increase the size of the implicant fields corresponding to dense variables
and to do the opposite for sparse variables.

Algorithm 7.4.1 is a simplified description of Espresso. We refer the interested
reader to references [4] and [23] for details.

In this descrption, we assume that ESPRESSO accepts as inputs the on set and
the dc set, and generates the off ser by complementation. In practice the program can
accept any two sets among the on set, off set and dc set. The cost function cost is a
weighted sum of the cover and literal cardinality.

Example 7.4.11. Consider again the complete differential equation integrator, as de-
scribed in Example 1.5.3, and its control unit, reported in Example 4.7.6. The following
table represents a two-level representation of the control unit in the format used by
ESPRESSO, where loops have been opened and registers removed. Symbol “-” means
don’t care.
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.0 23

.ilb CLK reset c [231 [24) {25] [26]

.ob [39]
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[40] 14a1] [42] [43] [44)

(451

{271 [28]

sl 52 83 s4

5% s6 sls3 8283

5284 518253 sls3sd s253s4 slshsh s2s4s5s6 52538456 23245556

.p 45
_1 _______
———————— 1

“D1----1-
,O*,l____
,O,,,],,,
_O___Al,,
-00--—-1-

10000000000000000000000
16000000000000000000000
210000006000000000000000
00100006000000000000000
00100000000000C000000000
00010000000000000000000
00001000000000000000000
60000100000000000000000
§0000010000000000000000
00000001000000000000000
000000060100000000000000
g0000000010000000030000
00000000001000000000000
000000000030100000000000
0000000000001000000C000
00000000000002000000000
00800000000001000000000
00000000000000100000000
00600000C00000100000000
¢o000000000000010000000
00000000000000010000000
0000000000000000L000000
00000000000000001000060
0000000000 00000B1000000
000000000000000001C0000
0000000C000000000100000
00000000006000000100000
00000000000000000010000
000000000000000000120000
00000000000000000010000
60000000000000000001000
0000000000000C0000O00LAO00
00000000000000000001000
000000000000G0000000100
00000000000000000000100
00000000000000000000100
00000000000000000000100
00000000000000000000010
00Go0000C0Q000C0C000010
00600000GG000C0000D0000C1O
00000000000000000GC00010
0000000000000000000006L
0000000000C000200000001
00000000C00CO0G50000001
G6000000000000030000001



318  1.OGICLEVEL SYNTHESIS AND OPTIMIZATION

The following table shows a minimum cover computed by Espresso. The cover
can be shown to have minimum cardinality, by comparing it with the cover obtained by
EsPRESSO-EXACT, which has the same size.

109

L0 23

.ilb CLK reset c [23] [24] [25] ([26] [27]1 [28]

.ob [39] [40] [41] [42] [43] [44] [45! sl s2 83 s4 s5 s6 sls3 s2s3
s2s4 sls2s3 slsisd s253s4 slsSs6 s2s4s5s6 s2s3sd4s6 sisdsGse
.p 14

-00--~--1- 00000010000000000000000

-01----1- 0010000000000000C0O0G00DD

-0--1---- 00010000000000000000Q00

=0---1--- 00001000000000000000000

-0----1-- 0034001000000000600000000

-0-1----- 00100000000000000000000
lo-mmmmm 01000000000000000000000
-l----—-- 10000000000000000000000
——=l--—— ¢0000001000001001101000

,,,,,,, 1- 00000000000160000061101
-------- 1 10000000000010000001111
———-1---- 00000000100000111610110
—————— 1-- 00000000001000010110112
----- 1-—- 00000000010001101110011

7.5 SYMBOLIC MINIMIZATION AND
ENCODING PROBLEMS

We consider in this section extensions to two-level logic optimization to cope with
problems where the choice of the representation of the inputs and/or outputs is free.
Consider, for example, an instruction decoder, specified by a combinational function.
If we can alter the representation of the operation codes, we can modify the size of its
minimum two-level representation. Hence, an extended logic optimization problem is
to find an encoding of the inputs of a function and a corresponding two-level cover
of minimum cardinality. A similar search can be applied, mutatis mutandis, for the
encoding of the outputs of a function. As a simplified case, we may just want to
search for the polarity of the outputs of a function that minimizes the cardinality of
its cover,

- “The minimization of Boolean functions where the codes of the inputs and/or
outputs are not specified is referred to as symbolic minimization. It is tightly related
to multiple-valued logic optimization, and indeed it coincides with minimization of
mvi-functions in some particular cases.

Example 7.5.1. Consider an instruction decoder of Figure 7.12. It has two input and
cne output fields, related to the addressing mode (ad-mode), operation code (op-code)
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INSTRUCTION DECODER

ad-mode  op-code control

FIGURE 7.12

Instruction decoder.

and control, respectively. It can be specified by the following symbolic truth table:

INDEX
INDEX
INDEX
INDEX
DIR
DIR
DIR
DIR
IND
IND
IND
IND

AND
OR

CNTA
CNTA
CNTA
CNTA
CNTB
CNTB
CNTC
CNTC
CNTB
CNTD
CNTD
CNTC

-

The ad-mode can take one of the three symbolic inputs {INDEX, DIR, IND} (that
are mnemonics for indexed, direct and indirect addressing); the op-code can indicate
one of the four instructions {AND, OR, JM P, ADD}; the output corresponds to one
of four control signals (CNTA, CNTB, CNTC, CNTP}. The general problem is then
to replace the symbols by binary strings, so that the corresponding minimum cover is

minimum over all codes.

In the following subsections we consider symbolic minimization in conjunction
with the encoding of the inputs and/or outputs of a combinational function. Further
extensions of these techniques are relevant for sequential logic design, as described

in Section 9.2.2.

7.5.1 Input Encoding

We concentrate our attention first on the encoding of the input fields of a symbolic
table. The restriction is motivated by didactic purposes, because input and output en-
coding exploit different properties and mechanisms and are best described separately.
Thus we assume that the output codes are given.
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Since we do not know the input codes, we cannot specify a bv-function that can
be minimized. Trying all possible input codes would be excessively costly, because it
would require an exponential number of logic minimizations. Fortunately, it is possible
to optimize the function independently of the encoding and determine the codes at
a later time, This requires performing the minimization at the symbolic level, before
the encoding.

For input encoding, a straightforward model for symboliec functions and their
optimization is to consider them as mvi-functions and apply mvi-minimization. This
is possible because the input symbols can be put in one-to-one correspondence with
the values of multiple-valued input variables.

Example 7.5.2. Consider again Example 7.5.1. Let us assume that the codes of the out-
puts are {1000, 0100, 0010. 0001}, respectively. Let us associate a three-valued variable
to the ad-mode and a four-valued variable to the op-code. A positional-cube representa-
tion of the truth table is the following:

100 1000 1000
100 0100 1000
100 0010 1000
100 0001 1000
010 1000 0100
010 0100 0100
010 0010 ©010
010 0001 0010
001 1000 0100 .
001 0100 0001
GOl 0010 0001
001 0001 0010

Let us consider 2 minimum cover of this function:

10 1111 1000
010 1100 0100
001 1000 0100
010 0011 0010
001 0001 0010
001  O1i0 0001

. The first implicant means that under ad-mode INDEX, any op-code (full literal) implies
control CNT A, The second implicant means that under ad-mode DI R, either op-code
AND or OR imply control CNTB. etc.

It is very important to stress that, for the input encoding problem, the mvi-
function representation is an appropriate model for symbolic minimization, because
the output codes are fixed. Indeed, each mvi-implicant expresses the conjunction of
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literals that represent just whether the inputs match some patterns. Hence the value
associated with a symbol has no other meaning than being an identifier.

Since mvi-function optimizers such as ESPRESSO can be used for this task, the
only problem to be solved is the translation of the optimized mvi-representation into
a binary-valued one. An important issue is the preservation of the cardinality of such
a cover. This can be achieved by searching for an encoding where each mvi-implicant
is mapped into one bv-implicant. ‘ _

Hence the encoding of the input symbols must be such that each mv-literal
corresponds to only one cube in the binary-valued representation. If an mv-literal has
only one 1, then it can be mapped trivially into the cube representing the code of
the corresponding symbol. Difficulties arise when an mv-literal has more than one I,
because the smallest single cube that is always TRUE when the input matches any of
the corresponding symbols is the supercube of their codes. Indeed, such a cube may
cover other points of the Boolean space. It is important that the supercube does not
intersect the code of other symbols not in the literal; otherwise a spurious value may
erroncously assert the function. It is obvious that full literals do not create problems,
because any input would make them TRUE. Hence they can be translated into the
universal cube and pose no constraint on the encoding.

In the sequel, we represent covers of mvi-functions in the positional-cube no-
tation and the binary encoding of the symbols with binary digits {0, 1}. Similarly,
binary-encoded covers will be shown in terms of binary digits (and the don’t care
condition symbol *), instead of using the positional-cube notation, to stress the effects
of binary encoding.

Example 7.5.3. Let us consider the op-code field of the minimum cover in Exam-
ple 7.5.2:

1i11
1100
1000
0011
0001
0110

The first literal is a multiple-valued don’t care . The second. fourth and sixth literals have
more than one 1, representing op-codes {AND, OR}, (JMP ADD} and {OR, JM P},
respectively. Hence we look for binary codes of these symbols whose supercubes do not
intersect other codes. For example. the following codes are valid:

AND 00
OR 01
MP 11
ADD 10

In this case, the supercubes are O«, 1% and *1, respectively. The encoding of the op-codes
and the corresponding supercubes are shown in Figure 7.13 (a).
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OR IMP
01 )

AND = ADD

00 10
(a) (b)
FIGURE 7.13

(a) Representation of valid op-codes and supercubes. (b) Representation of invalid op-codes and supercubes.

Instead, the following codes are not valid:

AND 00
OR 11
IMP 01
ADD 10

Now, the supercubes corresponding to {AN D, OR} and to {JM P, ADD} are both s
and intersect the other codes. This would cause any op-code to make that mv-literal
TRUE, erroneously. This is shown in Figure 7.13 (b).

With the former valid codes, the mv-field can be replaced by the following binary-
valued field:

1111 —  *%*
1100 — 0%
1000 — 00
0011 — 1%
0001 — 10
0110 — ¥

With a similar procedure it is possible to determine the codes of the ad-mode
symbols. Assume the following codes are chosen:

INDEX 00
DIR 01
IND 11

.+ Then, the cover with encoded input symbols is:

00 ** 1000
01 0% 0100
11 00 0100
0L - 1% . 0010
11 10 0010

ILi 1% 000k
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It was shown [9] that the input encoding problem has always a solution satisfying
the constraints. However, the encoding of n, symbols in a field may require more
than [log, n,] bits. Hence, the search for a minimum bit encoding is relevant. Villa
and Sangiovanni showed that this problem is intractable [27]). Exact and heuristic
algorithms have been developed for the input encoding problem and are described
next.

ENCODING ALGORITHMS. We consider the encoding of a set of symbols §, with
n; = |S). The encoding problem can be modeled by a binary* constraint matrix
A € B"™™ whose n, rows are the fields of the optimized cover corresponding to the
symbol set S under consideration. Note that full literals and literals with cardinality 1
can be dropped, because they do not represent encoding constraints, The matrix has
as many columns as the n, symbols. The codes of the symbols are represented by a
binary matrix E € B™ ™™ which is the unknown of the problem. Each row of E is
the encoding of a symbol. The code length ny, is also an unknown.

Example 7.5.4. The constraint matrix for Example 7.5.3 is:

1100
A=]0011
0110

where the column set is in one-to-one correspondence with {AND, OR, JMP, ADD}.
Hence the first row of A means {AND. OR}, eic.
The encoding matrix which solves the encoding problem is:

-

00
01
11
10

An encoding mairix E satisfies the encoding constraints represented by A if,
for each row a’ of A, the supercube of the rows of E correspending to the Is in al
does not intersect any of the rows of E corresponding to the Os in a”. An encoding
matrix is valid if it satisfies the encoding constraints and all rows (i.e., codes) are
distinct from each other. Tt is easy to see that a constraint matrix can incorporate the
requirement for achieving disjoint codes, by appending to A the rows of an identity
matrix of size n,. Therefore we shall focus on the satisfaction of the constraints in
the sequel.

The identity matrix is always a valid encoding, because its rows are disjoint
codes and the supercube of any row subset is not intersecting the remaining ones
{9, 10]. Such an encoding is often referred to as I-hot encoding. Unfortunately, the
number of bits of 1-hot codes may be much larger than the minimum.

4The matrix can be made ternary by considering don’t care conditions, as shown in reference [10].
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Exact encoding algorithms have been proposed that transform the encoding
problem into a covering or a coloring problem. They rely on the notion of dichotonty,
which is a bipartition of a subset of the symbol set §. The rationale is that any column
of matrix E corresponds to a bipartition induced by the assignment of bit 1 or bit 0 to
each code. An encoding matrix is then equivalent to a set of bipartitions. To determine
such a set, we need to consider the constraints and how they induce appropriate
bipartitions. We define dichotomies in accordance with Yang and Ciesielski [29].

Definition 7.5.1. The dichotomy associated with row a” of A is a bipartition of a subset
of §, whose first block has the symbols with the 1s in a” and whose second block has
the symbols with the Os in a”. .

A seed dichotomy associated with row aT of A is a bipartition of a subset of S,
whose first block has the symbols with the s in a” and whose second block has exactly
one symbol with a (} in a7,

The blocks of a dichotomy are called left and right blocks and are represented by a
set pair {L; R).

Example 7.5.5. The dichotomy associated with constraint a7 = 1100 is ({AN D, OR);
[FMP, ADDY)). The cormesponding seed dichotomies are ({AND, OR); {JMP)) and
({AND, OR}; {ADDY}).

A dichotomy can be associated with an encoding column (of a matrix E), where
the entries corresponding to the elements in the left block are 1 and the remaining
ones are Os. Note that the encoding column of the dichotomy corresponding to a” is
a. Any encoding matrix that contains that column satisfies the constraint a”, because
the supercube of the codes of the symbols represented by a” has a 1 in that column,
while the other codes have a O in that column and therefore the intersection is void.
This fact leads to the following theorem when taking all rows of A into account [9].

Theorem 7.5.1. Given a constraint matrix A, the encoding matrix E = A7 satisfies the
constraints specified by A.

Example 7.5.6. Given constraint matrix:

1100
A=110011
¢c110

Then:
100

101
011
010

E =A"=

satisfies the constraints expressed by A. Consider, for example, the first row of A. The
supercube of the codes of {AND. O R} has a 1 as the first digit, while the codes of the
other symbols have a 0 as the first bit. A similar argument applies to the other rows of A
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(columns of E), which therefore satisfy the encoding constraints. Unfortunately matrix
A has three columns, while two columns are sufficient, as shown in Example 7.5.4.

While Theorem 7.5.1 yields a solution to the encoding problem, it is obvious
that the number of rows of A may be larger than the minimum number of bits required
to satisfy all constraints, For this reason, we focus on the seed dichotomies and on
the way of combining them into dichotomies that satisfy the constraints.

Definition 7.5.2. Two dichotomies (L,; R)) and (L,: R:) are compatible if either L, N
Ry =Pand RiNL, =Wor LML, =@ and R, N R: = M. Otherwise they are

incompatible.

Note that a dichotomy is compatible with the one obtained by exchanging the
left and right blocks. This symmetry is typical of the input encoding problem and is
related to the fact that valid encodings are preserved under column complementation.

The constraints corresponding to any set of compatible dichotomies can be satis-
fied by an encoding requiring 1 bit. Hence, given the seed dichotomies, compatibility
and conflict graphs can be constructed and the encoding derived by a clique covering

or coloring, respectively [29].

Example 7.5.7. Consider again the constraint matrix for Example 7.5.3. The seed di-

chotomies (labeled s; — sg) are:

s; | {{AND,OR}
s | ({AND,OR)
53 | ({IMP,ADD}
51 | ({IMP.ADD}
ss | ({OR,JMP}

56 | ({ORIJMP)

.
El

»

.

’

|TMP))
{ADD))
{AND})
{OR})) =~
{AND])
(ADD))

A compatibility graph is shown in Figure 7.14 {a). Two cliques, denoted by the embold-
ened edges in the figure, cover the graph. Hence a 2-bit enceding suffices. It is determined
by a dichotorny compatible with seeds {31, 52, 55. 53}, e.g.. {AND, ORL {UM P, ADD}),
and by a dichotomy compatible with seeds (s, 52}, e.g., ({OR, JMP}: {AND, ADD}).

Thus:
10

b1
01
00

E =

A conflict graph is shown in Figure 7.14(b) along with a minimum vertex color leading

to the same encoding,.

A more efficient approach is to model the encoding problem as an exact logic
minimization problem. This requires extending the notion of covering and primes to

dichotomies.

Definition 7.5.3. A dichotomy (L, R;) covers another dichotomy (L, R:) if L, 2 L,

and R, D R; or L] o R, and R 2 Ls.
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FIGURE 7.14

(a) Compatibility graph of the seed dichotomies and clique
cover. (b) Conflict graph of the seed dichotomies and vertex
(a) (b) coloring.

Definition 7.5.4. The union of two compatible dichotomies is a dichotomy covering
both with the smallest left and right blocks.

Definition 7.5.5. A prime dichotomy is a dichotomy that is not covered by any com-
patible dichotomy of a given set.

The set of prime dichotomies represents possible bipartitions (with maximal
blocks) that are compatible with the constraints. Only a subset of the prime di-
chotomies is necessary to satisfy the constraints, namely, a subset that covers all
seed dichotomies. Hence the encoding problem can be cast as the search for all prime
dichotomics that originate from a constraint matrix and as a minimum covering prob-
lem. The covering problem is unate and it can be solved by the algorithm shown is
Section 2.5.3.

A procedure for computing the prime dichotomies is the following [29]. A set
P is initialized with the set of seed dichotomies. All elements of P are initially un-
marked. The set is updated by adding unmarked dichotomies representing the union
of compatible dichotomy pairs in the set P. Those dichotomies that are covered are
marked. The process is iterated until the set P stabilizes. The subset of P correspond-
ing to unmarked dichotomies is the set of prime dichotomies.

Example 7.5.8. Consider again the constraint matrix for Example 7.5.3 and the seed di-
chotomies of Example 7.5.7. The union of seeds {s, 52, 53, 51} yields prime ((AN D, OR};
{JM P, ADDY}). The union of seeds {ss, s¢} yields prime ({OR, ADD)}; {AND, JMP)).
The union of seeds {ss, 55} yields prime ({OR, JM P, ADD}; [AND}). The union of
seeds {sy, 55] yields prime ({AND, OR, JMP}; {ADD}).

Therefore the prime dichotomies (labeled p; — p4) are:

71 | ({AND,OR} ;. {IMP,ADD})
p2 | ({OR,ADD} :  {AND,JMP})
ps | ({ORJMP,ADD} :; {AND})
ps | ((AND,ORJMP} : {ADD})

Hence the covering matrix is:

| By o] 8. 85 VER Y 485
ml1 1 1 1 0 0
2o (R0 A R TN 4 TR | 1
ps| 0 0 1 0 1 0
pa |0 1 0 0 0 I
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A minimum cover is provided by p; and p;, correspending to the encoding:

10
11
00
01

A few heuristic methods have been proposed. We describe briefly a column-
based encoding method [10]. The algorithm does not compute the seed or the prime
dichotomies, It just uses the dichotomies associated with the rows of A. At each step,
maximal sets of compatible dichotomies are computed, and the one of largest cardi-
nality is selected. An encoding column satisfying this set of dichotomies is derived
and appended to E. The rationale of the algorithm is to satisfy as many constraints as
possible in a greedy fashion. Hence it does not guarantee the global minimality of the
number of columns used. The algorithm uses also a reduction strategy on the set of
constraints. Indeed, as the algorithm progresses and the codes are partially assigned,
some constraints become partially solved. Hence some entries of A are replaced by
don’t care entries and the corresponding dichotomies are partitions of smaller subsets
of S. We refer the interested reader to reference [10] for further details.

Example 7.5.9. Consider again the constraint matrix for Example 7.5.3. The dichotomies
(labeled dy — d») associated with A are:

di | JAND,OR} : {IMP,ADD})
d; | (JMPADD} ; {ANDOR})
4y | {ORJMP} ; {ANDOR}Y

The first two are compatible, and the corresponding constraints can be satisfied by the
encoding column [1100]". The second column is then chosen to be [0110]” to satisfy
the remaining constraint.

7.5.2 Output Encoding*

The output encoding problem consists of choosing codes for the outputs of a Boolean
function that minimize the cardinality of its minimum cover. Symbolic minimization is
no more a straightforward application of mvi-minimization. Indeed, the output codes
play a significant role in reducing the size of a function.

Consider the decoder of Example 7.5.1. When optimizing the symbolic table
with mvi-minimizers, no implicant merging can take place while exploiting the im-
plicant output parts, because output symbols are viewed as independent of each other.
{Each output symbol is considered as an independent input in the positional-cube
notation,) Instead, when covering relations among outputs can be used, the cover
cardinality can be further reduced.

Example 7.5.10. Consider the instruction decoder of Example 7.5.1. The minimum
cover could be reduced from six to four implicants, under the assumption that the code
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of CNT D covers the codes of CNT B and CNTC, namely;

100 1111 CNTA
011 1100 CNTB
G111 0011  CNTC
0601 0110 CNTD

Note that the apparent conflict between the fourth and both the second and third implicants
is resolved by the covering relation. For example, the following codes could be used:
CNTA =00, CNTB =01.CNTC = 10 and CNTD = 11. If the input codes for
the ad-mode and op-codes are the same as in Example 7.3.3, the corresponding encoded

cover is:
00 ** 00
*P 0 0l
1 1% 10

1 * 11

Recall that each row of the encoded table is an implicant whose output part implies a
TRUE value of each scalar output when the corresponding entry is 1. Thus, for any given
input pattern, the value of the outputs is the disjunction of the output parts of the asserted
implicants. Moreover, the first implicant is void and can be dropped from the table.

Some multiple-vaiued logic minimization techniques have been proposed [22]
that optimize functions whose inputs and outputs are multiple valued. Thus they are
more general in nature than the mvi-minimization described before in this chapter.
In the common multiple-valued logic model, logic «alues are represented by integers
and covering relations correspond to comparisons of integers. Therefore, multiple-
valued logic minimizers can be applied to the symbolic minimization preblem by
assigning an integer value to each symbol. Since multiple-valued jogic minimizers
exploit covering relations among the implicant output parts, smaller covers may be
obtained as compared to those achieved by mvi-minimizers.

Example 7.5.11. Consider again the instruction decoder of Example 7.5.1. Assign values
0,123 to CNTA,CNTB.CNTC and CNT D, respectively. Then a multiple-valued
minimizer could be invoked and would yield the result of Example 7.5.10. Note that a
different integer assignment would yield a different result.

The multiple-valued minimization approach has two pitfalls when applied to
minimization of symbolic functions. First, the assignment of symbols to integers af-
fects their covering relation and the final result. The covering relation among symbols
should be derived as a resuit of the minimization step and not prescribed before (as
done implicitly by coding symbols with integers). Second, the disjunction of two bi-
nary codes may be used to represent a third one. Hence, the simultaneous assertion
of two implicants may be made to mean the assertion of an output different from
those of the corresponding outpui parts. This has no counterpart in multiple-valued
minimization.
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Example 7.5.12. Consider the alternative cover of the previous example:

100 1111  CNTA
010 1100 CNTB
010 0011 CNTC
00t 1110 CNTB
00t 0111 CNTC

Note that no implicant implies output CNT D. However, this output could be specified
as the disjunction of the codes of CNT B and CNT C. Hence, the simultaneous assertion
of the last two implicants would obviate the problem. The following codes could be used
again: CNTA =00, CNTB=01, CNTC=10and CNTD =11.

The output encoding problem requires solving first symbolic minimization and
then an encoding problem. In this case, as well as for solving the combined input and
output encoding problems, symbolic minimization differs from multiple-valued logic
minimization and is indeed a novel problem. Symbolic minimization optimizes a cover
while exploiting covering and disjunctive relations among codes, as described above.
Both exact and heuristic methods for symbolic minimization have been proposed,
whose detailed description goes beyond the scope of this book. We summarize the
approaches next and we refer the reader to [1] and [10] for details.

Exact symbolic minimization, as originally proposed by Ashar et al. [1], consists
first in computing a set of generalized prime implicants and then in solving a con-
strained covering problem. The generalized prime implicants have to take into account
the disjunctive relations. Hence two implicants, whose input parts have distance 1 but
assert different symbolic cutputs, can be merged and assertthe union of the outputs.
Similarly, an implicant is covered by another one only if the input part of the former is
covered by the latter and the output parts are the same. Generalized prime implicants
can be computed by iterating the merging of pairs of implicants with distance 1. A
more efficient approach can be used, by realizing that the set of generalized primes
is in one-to-one correspondence with the primes of an auxiliary bv-function, obtained
by replacing the symbols by 0-hot codes (i.e., symbol i is encoded by a string of 1s,
with a 0 in the ith position) [1]. Therefore efficient prime generation algorithms for
bv-functions can be used to achieve a reduced prime implicant table, such as that used
by ESPRESSO-EXACT.

In exact symbolic minimization, the covering of the minterms must take into
account the encodability-constraints, i.e., the fact that a minimum subset of the gen-
eralized primes must cover the function while exploiting the covering and disjunctive
relations. The unate covering algonithm (of Section 2.5.3) can be applied with the
following modifications. First, covering between primes is restricted to the case in
which they have the same output part. This affects the dominance relations. Second,
the declaration of the “best solution seen so far” is subject to the satisfaction of a set
of constraints. Details are reported in reference [1].

A heuristic method for symbolic minimization was implemented by program
Cappuccine [10]. This approach exploits only the covering relations and involves
invocations of an mvi-minimizer, namely ESPRESs0, as many as the number of output
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symbols. Each mvi-minimization minimizes the on ser of an output symbol, with a
special dr ser that includes the on ser of other symbolic outputs. This allows the cover
to be reduced in size while exploiting points of the on ser of other symbols. When
this occurs, these symbols are required to cover the current symbol to preserve the
original meaning of the representation.

Symbolic minimization yields a minimum (or minimal) cover and a partial order,
representing a covering relation. In addition, some symbolic minimizers yield a set of
disjunctive relations (with possibly nested conjunctive relations [1]). The encoding of
symbolic outputs must then exploit this information.

ENCODING ALGORITHMS. We consider the encoding of a set of output symbols S,
with n, = |S|. The covering relations can be modeled by a binary constraint matrix
B ¢ B™*™ that is the adjacency matrix of the directed graph modeling the partial
order of the covering relations. The disjunctive relations can be modeled analogously.

Example 7.5.13. The constraint mairix for the problem instance of Example 7.5.10
is a set of covering relations. Namely, the fourth symbol (CNT D) covers the second
(CNTB) and the third (CNTC) ones. Thus:

0000
cooo
0000
0110

An encoding matrix E satisfies the output encoding constraints if, for each
column e of E, the covering and disjunctive relations are satisfied bitwise. Thus
satisfaction of output constraints is a property of each column of E. A valid encoding
matrix E is a set of columns, each satisfying the output constraints and providing a
set of distinct codes (i.e., rows) for the symbols,

In practice, the output encoding problem is often considered in conjunction
with an input encoding problem. Two examples are noteworthy. First, consider the
design of two cascaded logic blocks, each modeled by a two-level cover and whose
interconnection can be described in terms of symbolic data, as shown in Figure 7.15,
Second, think of the encoding of the feedback signals of a finite-state machine, 1.¢., of
its states. In both cases, a set of symbols § must be encoded while satisfying input and
output constraints simultanecusly. Note that input and output constraints may not be
satisfiable simultaneously for some problem instance. Conditions for their combined
satisfaction are reported in references [10], [1] and [25]. Some symbolic minimizers
take these conditions into account and yield simultaneously satisfiable input and output
constraints.

Dichotomy-based exact and heuristic encoding algorithms have been studied.
The properties of the dichotomies must be redefined in the framework of input and
output encoding. Output encoding exploits covering relations that are antisymmetric.
Thus, the validity of an encoding is no more preserved by column complementation.
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As a result, all definitions related to dichotomies (introduced for the input encod-
ing problem) must be modified to be used for the input and output encoding problem.
For example, two dichotomies (Ly; Ry) and (Lj; Ry) are compatible if and only if
LiNR; =@ and Ry N'L; = &. Thus a dichotomy is no longer compatible with
the dichotomy obtained by interchanging its blocks. Similarly a dichotomy (L;, R;)
covers another dichotomy (L, R;} if and only if L, 2 Ly and R; 2 R;. Dichotomies
are said to satisfy the output constraints if the corresponding encoding satisfies the
specified covering and disjunctive constraints. Prime dichotomies are restricted to
those satisfying the output constraints and their set is constructed while considering
dichotomies satisfying the constraints as well.

The following exact input and output encading algorithm is an extension of the
exacl input encoding algorithm described previously. We outline briefly the major
differences, and we refer the interested reader to reference [257 for details. All prime
dichotomies are computed first. Whereas satisfaction of the output constraints is en-
sured by using the primes, satisfaction of input constraints is guaranteed by solving
the covering problem. In the covering problem, we consider seed dichotomy pairs,
by adding to each seed dichotomy (as defined in Section 7.5.1) the seed dichotomy
with the blocks interchanged. At least one element of each seed pair must be covered.
If neither dichotomy in any pair can be covered by any prime, then the input and
output constraints are not simultaneously satisfiable. When contrasting the covering
formulation of this problem to that of the input encoding problem, note that seed pairs
are tequired by the redefinition of dichotomy covering. In both cases the covering
problem is unate.

A heuristic algorithm for input and output encoding was implemented in program
Carpuccing [10]. Tt is an extension of the algorithm degcribed in Section 7.5.1.
The encoding matrix E is constructed column by column, where each column is the
encoding corresponding to the largest set of maximally compatible dichotomies that
satisfy the ouiput constraints. The dichotomies that the algorithm considers are those
associated with each row of the constraint matrix A and those obtained by exchanging
the blocks.

Example 7.5.14. Consider two cascaded circuits, as shown in Figure 7.15. The former is
the instruction decoder of Example 7.5.10 and the latter is another circuit, called “second
stage.”

We assume that the signals that link the two circuits, called “control” in Fig-
ure 7.15, can be encoded arbitrarilly. Hence we want to choose an encoding of the
“control” signals, comresponding to a minimal two-level cover of both the instruction
decoder and the second stage.

" We apply then symbolic minimization to the covers representing both circuits. In
particular, we need to solve an output encoding problem for the first circuit and an input
encoding problem for the second. For the sake of the example, assume that symbolic
minimization of the *“second stage” yields a constraint matrix:

1100
A_I:OIOI}
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INSTRUCTION DECODER SECOND STAGE
ad-mode op-code control select  output
FIGURE 7.15

Two cascaded circuits.

The output covering constraints of the instruction decoder, derived in Example 7.5.10,
are represented by:

0000
0000
0000
601160

In words, the output encoding constraints mean that the code of CNT D must cover
those of CNT B and CNTC. The seed dichotomy pairs associated with A are:

sia | ({CNTACNTB} ; {[CNTC})
sig | ({CNTC } . { CNTACNTB } }
52 | ({CNTACNTB} ; {CNID})
s:5 | ({ CNTD } . {CNTA.CNTB } )
532 | ({CNTBCNTD} ; {CNTA})
535 | ({ CNTA } . [ CNTB,CNTD } )
ssa | ({CNTBCNTD ) : [CNTC))
sss | ({ CNTC } . {CNTB,CNTD })

The seed dichotomies 5.4, 53z and 545 are not compatible with B, because the corre-
sponding encoding bit for CNT D is 0.
Prime dichotomies that are compatible with B are:

pi | ({ CNTC,CNTD } . { CNTA.CNTB } )
p2-| { { CNTB,CNTD } ;  {CNTA.CNTC } )
ps | ({CNTACNTBCNTD} ; {CNTIC})

© where p; covers sz and s25, p2 covers s34 and sy, and p; covers s;4 and 544, Hence
p and py cover at least one element of all seed pairs, corresponding to the encoding:

00
01
10
11
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The heuristic algorithm would consider instead the dichotomy pairs associated
with each row of A, namely:

dia | (1CNTC.CNTD'} : { CNTA,CNTB })
dig | ({CNTACNTB} : {CNTCCNID})
dhy | ({CNTBCNTD} ; {CNTACNTC})
ds | ({CNTACNTC} : [(CNTB,CNTD})

After having deleted the dichotomies that do not satisfy the output constraints (i.e.,
{d\g.d>s}). asolution is formed with the remaining ones (i.¢., {d) 4. d24}). Since these two
dichotomies are incompatible. they are considered one at a time, yielding two columns
of the encoding matrix. The result is the same as the one before.

. 7.5.3 Output Polarity Assignment

The output polarity assignment problem is a form of output encoding for functions
with binary-valued outputs. The goal is to decide whether it is convenient or not
to implement each scalar output with the positive or negative polarity, i.e., in the
uncomplemented or complemented form.

Consider first the case of a single-output function, Then, if we are free to choose
the output polarity, we can minimize the on set and the off set of the function and
choose the implementation with the smallest size. This approach becomes impractical
for m-output functions, because there are 2” polarity assignments and we would need
an exponential number of logic minimizations.

A heuristic approach was proposed by Sasao [24]. Given a function F with m
outputs, an auxiliary function f with 2 outputs is constructed that is called a double-
Phase characteristic function. The first m scalar components of f are the same as those
of f; the second m are their complements. The double-phase characteristic function
is then minimized using a heuristic or exact minimizer. Then the minimized cover
f,.;n is examined, in the search for the minimum set of product terms that cover each
scalar component, either in the complemented or uncomplemented form.

The computation of the minimum set of product terms can be done by using
a covering expression that is reminiscent of Petrick’s method. Each product term of
ff,.;, is Tabeled by a variable. A scalar component of the original function f is correctly
implemented if either all product terms that cover it are selected or all product terms
that cover its complement are selected. This can be expressed by a sum of two products
of the variables representing the product terms of {f,;,. Since this argument has to
hold for all scalar components, the overall covering expression can be wrilten as a
product of sums of products form. By multiplying out this expression, we can obtain
a sum of products expression, where a cube with fewest literals indicates the product
terms of ff,,;, that solve our problem. This method is viable for small values of .
Otherwise, the corresponding covering problem must be solved by other (heuristic)
algorithms.

Example 7.5.15. Let us consider a 2-bit adder function [24]. It has four bv-inputs and
three outputs fo, fi, f>- Hence the double-phase characteristic function has six outputs
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So. fi: f2. f5 fi fi. We report here the output part of a cover of ff,,,; its complete
derivation is reported by Sasao [24].

T Y N e T R
cCOoO oo —o O =
o0 OO == o
=R =R T N = I = I Y
cCO - 00O = o5
=R e == =1 Y
-0 0 S O C o O|Th

To implement the first output (in either polarity), terms @ and § or £ and ¢ must be
selected. This can be written as aé + B¢ and similarly for the other outputs. Hence, the
covering expression is:

(@ + BL) - (By +8n) - (e +0)
which, when multiplied out, yields:
afyde + affys0 + aden + abnd + Byel -+ By + Béetn + BSrnd = 1
Hence, a solution in terms of a minimal number of product terms can be achieved by
choosing, for example, aden. This choice corresponds to implementing fo, f], f2, 1€,

the second output has the negative polarity. This would save one product term with
respect to the solution where no polarity assignment is used.

MINIMIZATION OF BOOLEAN

RELATIONS*

Boolean relations are generalizations of Boolean functions, where each input pattern
may correspond to more than one output pattern. As a result, a relation is specified
by a subset of the Cartesian product of the input and output Boolean spaces. In
general, Boolean relations are useful in specifying combinational circuits that can
be implemented by different logic functions. Thus Boolean relations provide a more
general interpretation of the degrees of freedom in logic optimization than don’t care
conditions.

Example 7.6.1. This example is borrowed from the original paper on Boolean relations

by Brayton and Somenzi [3]. Consider two interconnected circuits. The former is a 2-

bit adder that takes four inputs {ag, 4, by, b1} and yields three outputs {xg, x1, x2}. The
latter circuit is a comparator, whose inputs are the outputs of the adder and whose outputs
{zo. 21} encode the result of a comparison of the sum with the constants 3 and 4, as shown
in Figure 7.16. Namely the comparator’s output denotes if the sum, represented in vector
form as X, encodes an integer smaller than 3, equal to either 3 or 4 or larger than 4.
Consider now the adder circuit, and assume that its output x is observed by the
comparator only. Thus all patterns of x that encode integers smaller than 3 are equivalent
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I

COMPARATOR
No
Xp X X2
ADDER
M
. " b b FIGURE 7.16
‘ 0 r ! T 0 1 ! Example of cascaded circuits. The adder can be specified by
a Boolean relation,

as far as producing the comparator’s output. Similar considerations apply to those patterns
encoding integers larger than 4 and to those encoding 3 and 4. The Boolean space spanned
by X can then be partitioned into three equivalent classes. The adder can be expressed
by the following relation table:

-

X
{ 000, 001, 010 }
{ 000, 001, 010 }
{ 000, 001, 010 }
{ 000, 001, 010 }
{ 000, 001, 010 }
{ 000, 001, 010
(011, 100}
{011, 100 }
{ 0, 100 }
{011, 100 }
{011, 100 }
(011, 100 }
{011, 100 )
( 101, 110, 111 }
{101, 110, 111 }
{ 101, 110, 111 }

0
=

_— e D = DD O —mD 0 D0
—— 0= =~ 00 =0~ 0 =0C SR
L T~ T - T R R T - S S - )
O - ==, 00—~ O —-0 D0~ O

The more general specification of the adder by means of a Boolean relation ailows
us to optimize it while taking advantage of the specific interconnection between the
adder and the comparator, which reduces the observability of the internal signals x. The
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corresponding wider degrees of freedom in optimizing the adder cannot be expressed by
don’t care conditions on variables.

The optimization problem consists of finding a minimum (or minimal) cover of a
Boolean function to which this relation table can be reduced. As an example, we show
next a minimum cover derived by a minimizer. (The reduction steps are not obvious at
a first glance.)

a a9 b By X

0 = 1 * | 010
1 * 0 * 010
1 * 1 * 100
* * k] o
* 1 * F 00

It is interesting to note that an integer output value of the adder can be encoded differently
according to the summands. For exarnple, integer 4 may be computed as 2 + 2, whose
corresponding binary input patterns assert the third implicant and yield output 100. On
the other hand, integer 4 may be computed as 1 + 3 (3 4+ 1), whose corresponding binary
input patterns assert the first and fourth (second and fifth) implicants. The corresponding
encodings of 4 is thus 011. Note that both encodings of 4 are equivalent, because we
observe only the comparatot’s output.

A Boolean relation specifies implicitly many Boolean functions, i.e., all those
functions whose output patterns are among those specified by the relation. Such func-
tions are said to be compatible with the relation. Since there are many compatible
functions, deriving and minimizing all of them is not an efficient method for deter-
mining the best implementation. Therefore, exact (and heuristic) methods for finding
directly the minimum (or minimal) Boolean function*compatible with a Boolean re-
lation have been proposed.

We consider first exact optimization, which follows the strategy of exact mini-
mization of Boolean functions.

Definition 7.6.1. A candidate prime (c-prime) of a Boolean relation is a prime of a
function compatible with the relation,

Quine’s theorem can be extended to Boolean relations and c-primes. Indeed,
under the usual assumption that the cost of an implementation of an implicant increases
with its literal count, a minimum cover can be found in terms of ¢-primes only.

Methods for generating all c-primes and weeding out redundant ones are reported
by Brayton and Somenzi [3]. They do not require deriving all primes of the compatible
functions. Once c-primes have been computed, we need to search for a c-prime subset
of minimum cardinality that covers one function compatible with the relation.

To analyze the covering problem related to the optimization of Boolean relations,
we compare the covering expression of Petrick’s method in the cases of Boolean
function and Boolean relation minimization. Recall how a covering expression for a
Boolean function is derived: for each minterm, a clause is formed that is the disjunction
of variables associated with all primes that cover it. The covering expression is the
product of all ciauses and is unate in all variables.
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When considering Boolean relations, for each specified input pattern (i.e., min-
term) we create a clause that states which combination of primes would yield a
correct output. Different from the case of Boolean functions, the selection of a c-
prime may imply the selection of another c-prime, as shown by the following example.
This implication may be represented by a clause with a complemented variable. The
covering expression is again the product of all clauses, and it may be binate in some
varigbles. In other words, the exact Boolean relation minimization problem differs
from the Boolean function optimization problem jn that it requires the solution of a
binate covering problem, rather than a unate covering problem. Binate covering can
be solved exactly by the branch-and-bound algorithm described in Section 2.5.3, but
it 1s in general harder to solve than unate covering.

Example 7.6.2, We consider a Boolean relation simpler than the one of Example 7.6.1,
for the sake of describing the covering process. Note that in general the outputs of a
Boolean relation need not represent a partition of the output Boolean space into equiva-
lence classes. The Boolean relation is described by the following truth table, where a 1
in the output part of a minterm implies that the corresponding output is TRUE.

0 0 0| {00)
0 0 1] {00}
0 1 0| {00}
001 1] {10}
1 0 0 {00}
1 0 1| (01}
1 1 0| (0011}
1 1 1[{0011)}

There are four Boolean functions that can be derived by taking either choice of output
pattern in the last two rows of the table, in addition to the other implicants, namely:

[ fA uB fC fD
1 1 0|00 11 |00 11
I 1 tholoof 1l U

The c-primes are the following:

e |0 1 110
gl 0 1]01
y |1 1 ol
g (1 1 11
e 1 * 1 1110
¢ |1 % 1|0
n |1 1 *111

The c-prime computation can be performed directly from the relation table, without
considering the compatible functions separately [3]. In practice, the compatible functions
need not even be derived explicitly. We do not describe the computation of the c-primes,
but we justify their presence by considering the compatible functions.
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C-primes o and § are primes of f* and f%. C-primes ¢ and ¢ are primes of f€,
while c-primes ¢, ¢ and 5 are primes of f”, C-primes y and & are primes of f% and
FC, respectively; they are subsumed by # and can be discarded.

Consider now the covering problem. Take input pattern 011. The corresponding
output pattern in the relation table is 10, which can be covered by either o or ¢. The
corresponding clause is then o + €. A similar consideration applies to input pattern 101,
whose corresponding clause is then g + ¢.

When considering pattern 110, the corresponding output is 00 or 11. Thus implicant
n may or may not be in the cover, yielding the neuvtral clause n + 7', which can be
disregarded.

Consider now input pattern 111. The corresponding output pattern can be 00 or
1. If no implicant is selected. the output is 00 and it is correct. If either implicant 5 or
both ¢ and ¢ are selected, then the output is 11 and it is correct. However, if only one
of either € or ¢ is selected, the output is 10 or 01, which is not correct. Hence the clause
is § 4+ €& + €', which can be rewritten as (¢ + ¢ + 1) - (¢' + ¢ + 7).

The overall covering clause is:

(@+e)- (B0 - e+ +m-€+0+n

The corresponding covering problem is binate. A solution is given by selecting
c-primes {, B}, yielding the following cover (corresponding to a minimum cover of f*):

6 1 1/(10
1 0 {0l

Heuristic minimization of Boolean relations parallels heuristic minimization of
Boolean functions [28]. Three operators are applied to a compatible function repre-
sentation in an iterative fashion until the corresponding cost decreases. The opera-
tors expand, reduce and irredundant are used in this perspective with some modifi-
cations. The operators manipulate a representation of a compatible function, while
keeping it consistent with the Boolean relation and exploiting the corresponding
degrees of freedom. This iterative technique can cope also with multiple-valued re-
lations that provide a powerful modeling paradigm for several problems in logic
design.

7.7 PERSPECTIVES

Minimization of logic functions in two-level form is a classic problem of switching
theory, probably one of the oldest [15]. Nevertheless, it has been an exciting play-
ground of research in recent years. Heuristic logic minimization reached a plateau in
the early 1980s with program ESPRESSO, which provides near-minimum solutions to
most problems of practical size. Thus Espresso and its derivatives are used routinely
to solve different types of problems that arise in logic design and not restricted to
two-level implementations.

Exact logic minimization was thought of as impractical until a decade ago. The
increased speed and memory of engineering workstations, as well as the development
of efficient exact covering algorithms and data structures, brought renewed interest
to this problem. Despite the success of ESPRESSO-EXACT in minimizing exactly many
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large examples, few cases remained unsolved. A couple of recent breakthroughs have
made exact minimization practical for large-scale benchmark examples, where scale
is measured in terms of primes and minterms: first, the implicit enumeration of the
primes {6] and the computation of reduced implicant tables with problem transfor-
mations that defeat the complexity of evaluating dominance on large-scale problems
[7]; second, the use of signature cubes that allow us to represent groups of primes
implicitly and thus limit the prime generation to those necessary to solve the cov-
ering problem [17]. Both these new, exciting results have opened the possibility of
solving exactly many problems that can be modeled in the framework of two-level
minimization,

Extensions of two-level minimization to other more general models have been
shown to be useful and practical. Namely, symbolic optimization techniques are com-
moniy used in connection with encoding problems, e.g., finite-state machine state
encoding. Boolean relations, and their minimization, provide a powerful paradigm for
optimizing embedded circuits and find many applications in multi-level logic opti-
mization, as shown in the following chapter.
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7.9 PROBLEMS

1.

&=

o Q0 -1 &

10.

11.

12

13

Consider a single-output bv-function f and its cover F. Show that if F is unate in a
variable, so is f.

Consider an mvi-function [ and its cover F. Show that if F is weakly unate in a variable,
sois f.

. Consider an mvi-function f that is strongly unate. Show that its complement is also a

strongly unate function. Specialize this result to bv-functions. Show, then, by counterex-
ample, that the complement of a weakly unate function may not be unate.

Consider the function whose on set is FO¥ = ab’'c’ + a'bc’ + a’bc and whose de set is
FPC = gb¢'. Represent the on set and dc set in the positional-cube notation and compute
the off ser by using the sharp operator. Repeat the off ser computation by using the disjoint
sharp operator.

Consider the function f = ab'c’ + a'bc’ + a'be, Determine whether the f contains cube
be by checking the tautology of the cofactor. Use covers in the positional-cube notation
and show all steps. Repeat the containment check for cube ab.

. Show that f"=x- f/ +x"- f.
. Show that all primes of a unate function are essential.
. Design a recursive algorithm to check if an expanded implicant is covered by F¥ U FPC,

. Consider an mvi-function f and its cover F. Show that for any p-valued variable x:

supercube(F') = supercube(UlZy C(x™) N supercube(F/, ).

Consider function f = a'd’4+a'b+ab’+ac’d. Form a cover in the positional-cube notation
and compute all primes and all essential primes using the methods outlined in Sections 7.3.4
and 7.4.4, respectively. Show all steps. Compare your results with Figure 7.5 (a).

Show how mvi-minimization can be done using a bv-minimizer by specifying an appro-
priate don’t care set.
The Natchez Indian culture has four classes: Suns, Nobles, Honoreds and Stinkards. Within

this culture, the allowed marriages and the resulting offspring are given by the following
table:

Mother Father | Offspring
Sun Stinkard Sun
Noble Stinkard Noble
Honored | Stinkard | Honored

Stinkard Sun Noble

Stinkard Noble Honored
Stinkard | Honored | Stinkard
Stinkard | Stinkard | Stinkard

The remaining marriages are not allowed. Represent the condition that yields a Stinkard
offspring by a single symbolic implicant. Then form a minimal symbolic representation of
the disallowed marriages. Label the offspring field as “none” in this case.

Consider an input encoding problem characterized by constraint matrix A. Show that a valid
encoding matrix E remains valid for any permutation or complementation of its columns.
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14. Consider the input encoding problem specified by the matrix:

1100
0110
0011
1001

where each column from left to right is associated with an element in the set {a, b, ¢, d).
Find a minimum-length encoding E satisfying the constraint. Find a minimum-length en-
coding E satisfying the constraint and such that the code of b covers the code of ¢. Repeat
the exercise for the input encoding problem specified by the matrix:

110101 00]
01010000
10000100
A=100010111
00000101
01100000
[ 10001000 |

where each column from left to right is associated with an element in the set (@, b, ¢, d, ¢, f,
g, ). Use your favorite method.

15. Consider the input encoding problem specified by the matrix:

[t1010100]
01010000
10000100
A=|00010111
00000101
011006000
[ 10001000 |

Compute all seed and prime dichotomies. Formulate a covering table and solve it exactly.

16. Consider the opiimization of a logic unit performing f, = a + b, f2 = & + ¢ under the
assumption that the outputs feed only an Ok gate. Write the Boolean relation that specifies
the equivalent output patterns of the logic unit and determine a minimum compatible
function. Is the minimum function unique?



CHAPTER

3

MULTIPLE-LEVEL
COMBINATIONAL
LOGIC
OPTIMIZATION

En la tardanza suele estar el peligro.
The danger is generally in the delay.
M. de Cervantes, Don Quixote.

8.1 INTRODUCTION

Combinational logic circuits are very often implemented as multiple-level networks of
logic gates. The fine granularity of multiple-level networks provides us with several
degrees of freedom in logic design that may be exploited in optimizing area and delay
as well as in satisfying specific constraints, such as different timing requirements on
different input/output paths. Thus multiple-level networks are very often preferred to
two-level logic implementations such as PLAs.

The unfortunate drawback of the flexibility in implementing combinational func-
tions as multiple-level networks is the difficulty of modeling and optimizing the net-
works themselves. Few exact optimization methods have been formulated [20, 35], but
they suffer from high computational complexity. Exact optimization methods are not
considered to be practical today, and they are not surveyed in this book. Instead, we
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describe some heuristic methods that have been shown effective in reducing the area
and delay of large-scale networks. The overall level of understanding of multiple-level
logic design is at a less mature stage than two-level logic optimization. However, the
need of practical synthesis and optimization algorithms for multiple-level circuits has
made this topic one of utmost importance in CAD.

We consider in this chapter multiple-level circuits that are interconnections of
single-output combinational logic gates. We assume that the interconnection provides
a unidirectional flow of signals from a set of primary inputs to a set of primary
outputs. A consequence of the unidirectionality is the lack of feedbacks and thus the
overall circuit implements strictly combinational functions. The absiract model for
these multiple-level logic circuits is called a logic network, and it is described in
detail in the next section.

Logic networks can be implemented according to different design styles that
relate to the type of combinational logic gates being interconnected. Network imple-
mentations can be restricted to a single type of gate, e.g., Nors and/or NaANDs with
fixed (or bounded) fan-in. Alternatively, multiple-level circuits can be interconnections
of logic gates that are instances of elements of a given cell library. This style is typi-
cal of standard-cell and array-based designs. Macro-cell implementations of networks
can be in terms of gates that implement logic functions subject to some functional
constraint (e.g., limitations on the fan-in or on the form of the logic expression repre-
senting the gate), because cell generators may be used to synthesize the physical view
of the logic gates.

The desired design style affects the synthesis and optimization methods. In-
deed the search for an interconnection of logic gates optimizing area and/or perfor-
mance depends on the constraints on the choice of.the gates themselves. Multiple-
level logic optimization is usually partitioned into two tasks. First, a logic network
is optimized while neglecting the implementation constraints on the logic gates and
assuming loose models for their area and performance. Second, the constraints on
the usable gates (e.g., those represented by the cell library) are taken into account
as well as the corresponding detailed models. We consider in this chapter the for-
mer task only. Library binding will be presented in Chapter 10. It is important to
remember that this two-stage optimization strategy is a heuristic way to cope with
the overall problem complexity by breaking it into simpler subproblems at the ex-
pense of the quality of the solution. Nevertheless, the aforementioned strategy is
commonly used and it is justified also by the fact that most subproblems in multiple-
level optimization are solved approximatively by heuristic algorithms. An alternative
approach that performs optimization and binding concurrently will be presented in
Section 10.3.4. '

The optimization of multiple-level logic networks has received a lot of at-
tention. It would be impossible to report in detail on all different approaches that
have been proposed. We restrict our attention to those optimization methods that are
either very commoniy used or representative of a class of techniques. The most gen-
eral taxonomy of optimization methods is in terms of algorithms and ruie-based
methods. We defer the description of the latter ones to Section 8.7 and we de-
vote the first part of this chapter to algorithms for area and delay optimization. In
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particular, we consider next (in Section 8.2) the modeling issues and we formu-
late the optimization problems. We present then in Sections 8.3 and 8.4 optimiza-
tion algorithms based on the algebraic and Boolean properties of the network rep-
resentation. The relations between circuit optimization and testability are surveyed
in Section 8.5. Section 8.6 is devoted to algorithms for performance evaluation and
optimization.

8.2 MODELS AND TRANSFORMATIONS
FOR COMBINATIONAL NETWORKS

The behavior of an n-input, m-output combinational circuit can be expressed by an
array of Boolean functions f; : B" — {0, 1,%}, i = 1,2, ..., m, alternatively denoted
by £: B" — {0, I, #}". Such functions may be incompletely specified and represent
an explicit mapping from the primary input space to the primary output space.

The structure of a multiple-level combinational circuit, in terms of an intercon-
nection of logic gates, can be described by a logic nerwork, as introduced in Section
3.3.2. The logic network is an incidence structure relating its modules, representing
input/output ports and logic gates, to their interconnection nets. The logic network can
be represented by a dag, with vertices corresponding to network modules and edges
representing two-terminal nets to which the original multi-terminal nets are reduced.
A logic network whose internal modules are bound logic gates is called in jargon a
bound or mapped network.

A circuit behavior may be mapped into many equivalent structures. Conversely,
a unique behavior of a combinational circuit can be derived from its structure. In
some cases, the size of f may be so large as to make the representation impractical
for use, when sum of products (product of sums) forms or BDDs are used. Consider,
for example, a logic network of a five-level deep parity tree, with two-input EXOR
gates. The corresponding behavior, expressed as a sum of products form, requires 23!
implicants. As a second example, consider a multiplier that can be represented by a
Wallace-tree interconnection. The corresponding BDD tepresentation is of exponential
size.

Example 8.2.1. An example of a simple bound network is shown in Figure 8.1. Its
corresponding graph is shown in Figure 8.2. The input/output behavior of the network
is:

x = ab
y=c+ab
x
i ¥ FIGURE 8.1

Example of a bound logic network.
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e e 0 FIGURE 8.2
Example of a logic network graph.

The concept of a logic network is more general than that of an interconnection
of logic gates represented by bound networks. In general, logic networks can be
considered as hybrid (structural/behavioral) logic models by allowing the internal
modules to be associated with arbitrary scalar (i.e., single-output) Boolean functions.
Hence, they can be seen as networks of local functions, where the network implies a
structure and the local functions model the local behavier. Logic networks are very
convenient means to represent multiple-level combinational circuits and to support
their optimization, because the combination of local functions with relatively small-
sized representations allows us to model complex behaviors.

In this chapter, we restrict our attention to non-hierarchical logic networks, be-
cause logic optimization methods are described as applied to flat networks. Flattening
the hierarchy of logic networks is trivial. Conversely, performing logic optimization
on hierarchical models leads to additional complications.

Moreover, we assume that the interconnection nets are split into sets of two-
terminal nets, so that the network itself is isomorphic to its graph representation. This
allows us to use the notion of logic network and logic network graph interchangeably,
therefore simplifying the notation and the description.pf the optimization methods. In
other words, a logic network can be seen as a vertex-annotated directed acyclic graph,
where the annotation is just the specification of the local functions.

We summarize these considerations by refining the earlier definition of logic
network of Section 3.3.2.

Definition 8.2.1. A non-hierarchical combinational logic network is:

o A set of vertices V partitioned into three subsets called primary inputs V', primary
outputs V?and internal vertices V. Each vertex is labeled by a variable,

e A set of scalar combinational Boolean functions associated with the internal vertices.
The support variables of each local function are variables associated with primary
inputs or other internal vertices. The dependency relation of the support variables
induces a partial order on the set of vertices and corresponds to the edge set E.

e A set of assignments of the primary outputs to internal vertices that denotes which
variables are directly observable from outside the network.

Each vertex and the corresponding local function is associated with an uncom-
plemented variable. Since the variables in the support set of the local functions may
be complemented or uncomplemented, local complementation may be needed. In the
usual logic network model as defined above, where vertices are associated with vari-
ables, inverters are implicit in the model and are not represented. Equivalently, each
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vertex can provide signals in both polarity, and the network is called a double-polarity
logic network. When an explicit notion of the inverters is desired, the previous defini-
tion of logic network can be modified by associating vertices with literals and edges
with literal dependencies, yielding a single-polarity logic network. Whereas area and
delay models are simpler for single-polarity networks, this model reduces some de-
grees of freedom for optimization. Hence the double-polarity mode! is often used [6].
We refer to double-polarity logic networks as logic networks for brevity. We shall
consider the polarity issue in detail in Section 8.4.3.

We use the foilowing notational conventions in the sequel. We represent a
logic network by G,(V, E). We denote by n; = |V|, n, = |[V°| and n, = |V©|
the number of input, output and internal vertices, respectively. Variables are repre-
sented by characters, possibly with subscripts, e.g., a. x|, x,.;. (We refrain from using
character f, often used to denote a generic function.) Vertices associated with vari-
ables are denoted by a subscript corresponding to the variable, e.g., v, vy, vy, .
Boolean functions associated with vertices are also denoted by a subscript corre-
sponding to the variable, e.g., fo. fi, fx.,. In this chapter, to avoid confusion, we
shall denote the cofactor operation with an extended notation, e.g., the cofactor of f
w.r.t x is denoted by f{,—. Since every internal vertex of the network associates a
variable with a function, the logic network can also be expressed by a set of logic
equations.

Example 8.2,2. Consider the logic network, with primary input variables {a, b, ¢, d, ¢}
and primary output variables {w, x, y, z}, described by the following equations:

p = ce+de

gq=a+b

r=p+a

s=r+4b

t =actad+bct+bd+e
u=¢qgc+qgc +gc
v=oad+bd+cd+ae
w=v

xX=s

y =1

I = Uu

The network is shown in Figure 8.3 (a) and the corresponding graph in Figure 8.3 (b).
The longest path involves three stages of logic. Note that the last four assignments denote
explicitly the primary outputs.
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r=p+a s=r+ b

t=ac+ad+hbc+bd+e

FIGURE 8.3
(a) Example of a logic network. (b) Example of an isomorphic logic network graph.

The input/output terminal behavior of the network is:

a'd+ bd +c'd + ae’
a +b' +ce+de
ac+ad+bc+bd+e
at+b+c

8.2.1 Optimization of Logic Networks

Major optimization objectives in combinational logic design are area and delay reduc-
tion. Maximization of the circuit zestabiliry is also an important goal. Let us contrast
two-level logic to multiple-level logic implementations and optimization goals. When
considering two-level logic implementations of sum of products representations, the
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area and delay are proportional to the size of the cover, as shown in Chapter 7 [Fig-
ure 8.4(a)]. Thus, achieving minimum (or irredundant) covers corresponds to optimiz-
ing both area and delay. Achieving irredundant covers corresponds to maximizing the
circuit testability. In the case of multiple-level circuits, minimal-area implementations
do not correspond in general to minimal-delay ones and vice versa [Figure 8.4(b)].
A simple example is provided by combinational adders. Thus, trading off area for
delay is extremely important in multiple-level logic design. In addition, the relations
between area, delay and testability are complex, as described in Section 8.5.

The design of multiple-level logic circuits involves a truly multiple-criteria op-
timization problem. It is often desirable to use optimization methods to determine
area-delay trade-off points, which are solutions to the following problems:

e Area minimization (under delay constraints).

¢ Delay minimization (under area constraints).

Both problems address the optimization of area and delay estimates extracted from
the logic network model. Delay constraints may be expressed by input arrival times
and output required times, which constrain input/output path delays. A simple and
common case is the one where all inputs arrive simultaneously and all outputs must
satisfy the same timing requirement.

We address first the important problem of modeling area and delay in logic
networks. The area occupied by a multiple-level network is devoted to the logic
gates and to wires. The area of each logic gate is known in case of networks bound
to library cells. Otherwise it must be estimated for a virtual gate implementing the
corresponding logic function. A common way to estimate the area is to relate it to
the number of literals of a factored form representation of the functions. (See Sec-
tion 2.5.2.) The rationale is based on the fact that a cell generator for the virtual
gate in MOS technology would require as many polysilicon stripes as the number
of literals (plus possibly one for the gate output). If all cells have the same height
and their width is roughly proportional to the number of polysilicon stripes, then
the gate area is proportional to the number of literals. The total number of liter-

area area

delay delay

(a) b

FIGURE 8.4
(a) An example of the design evalvation space for a two-level logic circuit. (b) An example of the design
evaluation space for a multiple-level logic circuit.
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als in a network relates then to the overall gate area. Since the wiring area is of-
ten proportional to the gate area, the total number of literals is an estimate of the
overall area. Even though this model should apply only to the case of a macro-cell
design style with cell generators, experimental results have shown a proportional-
ity relation between total number of literals and overall area also for other design
styles.

In practice some difficulties may arise in computing the'number of literals in a
factored form, because this requires an optimum factorization of the logic expressions,
which is a difficult problem to solve exactly. Often the number of literals in a (minimal)
sum of products form is used to estimate area of a weighted sum of the number of
literals and the number of internal vertices. In this chapter, we refer to the size (area
estimate) of a local logic expression as the number of variables appearing in that
expression in a minimal sum of products form. We refer to the size (area estimate) of
a logic network as the sum of the sizes of its local expressions.

Timing optimization is the minimization of the delay of the slowest path, called
the critical path. Delay modeling is important in computing accurately the path delays
and it involves two issues: the computation of the propagation delay associated with
each vertex and the path delay computation. The propagation delay associated with a
vertex can be easily estimated for bound networks, because the gate delay as a function
of the fanout is provided with the library specification. Otherwise, the propagation
delay must be estimated for a virtual gate implementing the local function. A crude
model is to assume unit delay per stage, More refined models involve relating the
propagation delay to the complexity of the logic function and to its fanout [8, 21}.

The path delay computation involves the derivation of a worst-case bound on
the propagation time of an event along that path. A simple approximation is the sam
of the propagation delay of the vertices along that path. Some paths may turn out to be
Jalse, i.e., unable to propagate events. Detection of false paths, as well as estimation
of the critical true path, is complex and is described in Section 8.6.2. Wiring delays
play also a role in the overall delay computation. Since wire lengths are not known
at this stage, statistical models can be used to estimate thern.

8.2.2 Transformations for Logic Networks

The optimization problems outlined above are complex and are believed to be in-
tractable for general networks. Few exact methods have been proposed that to date
are not considered practical because of their computational complexity. For example,
Lawler {35] proposed a method for minimizing the literals in single-output multiple-
level networks based on the computation of multi-level prime implicants and on the
sofution of a covering problem. Lawler's algorithm extends the Quine-McCluskey
method for the two-level optimization of Section 7.2.2.

Heuristic methods for multiple-level logic optimization perform a stepwise im-
provement of the network by means of logic rransformations that preserve the in-
putfoutput network behavior. Fortunately, most logic transformations are defined so
that network equivalence is gnaranteed and does not need to be checked. Application
of logic transformations in any sequence preserves network equivalence.
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Logic transformations can have a local or global effect. In the first case, a
ransformation modifies a local Boolean function without affecting the structure of
the network. An example would be a Boolean optimization of a local function that
does not change its support set, Instead, global transformations affect also the structure
of the network and can be seen as the creation/deletion of one or more vertices and/or
edges. An example of a global transformation is the merging of two vertices and of
their corresponding expressions. This transformation is called efiminiation.

A model for the local functions is required for descnibing the transformations and
the related algorithms. We assume that local functions are represented by logic expres-
sions, possibly factored. Thus local functions are sometimes referred to as expressions,
and vice versa, by not distinguishing between functions and their representations for
the sake of simplicity. Note that program implementations of logic optimization algo-
rithms may use other models for storing the local functions, e.g., OBDDs.

We introduce now briefly some logic transformations that will be described in
more detail in the following sections.

ELIMINATION, The elimination of an internal vertex is its removal from the
network. The variable corresponding to the vertex is replaced by the corresponding
expression in all its occurrences in the logic network.

Example 8.2.3. Consider the logic network of Example 8.2.2 shown in Figure 8.3 (a).
Consider vertex v, of the network that feeds a signal to vertex v,. An elimination of v,
corresponds to the substitution of r with p + &', yielding:

s=p+a+b -
The logic network after the elimination is shown in Figure 8.5.

A motivation for an elimination may be the desire to remove a vertex associated
with a simple local function that can be aggregated to other local functions.

)"‘\
KN | \
”\‘r t=ac+ad+bc+hd+e [ m

FIGURE 8.5
Example of an elimination.
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DECOMPOSITION. The decomposition of an internal vertex is its replacement by
two (or more) vertices that form a subnetwork equivalent to the original vertex.

Example 8.2.4. Consider the logic network of Example 8.2.2 shown in Figure 8.3 (a).
Consider vertex v, of the network, where f, = a'd + bd + ¢'d + ae’. The expression for
Jfu can be reduced in size by factoring it as v = (a’+b+c¢')d +ae’ and by precomputing
subexpression a’+ b+’ at a new vertex to be introduced in the network. This corresponds
to replacing the equation for v by:

a +bte

~.
Il

v ="jd + ae'

The logic network after the decomposition is shown in Figure 8.6.

A reason to decompose a vertex is the splitting of a complex function over two
(or more) internal vertices.

EXTRACTION. A common subexpression of two functions associated with two
vertices can be extracted by creating a new vertex associated with the subexpression.
The variable associated with the new vertex allows us to simplify the representations
of the two functions by replacing the common subexpressions.

Example 8.2.5. Consider the logic network of Example 8.2.2 shown in Figure 8.3 (a).
Consider vertices v, and v, of the network. A caréful examination of the corresponding
equations shows that they can be factored as:

(c+d)e

t = (c+d)a+b)+e

.
Il

FIGURE 8.6
Example of a decomposition.
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Hence (c+d) is a common subexpression that can be extracted by creating an additional
vertex v, and an additional variable k£ and rewriting the equations as:

k=c+d
p = ke
t =ka+kb+e

The logic network after the extraction is shown in Figure 8.7.

A reason for extracting common subexpressions is to simplify the overall net-
work by exploiting commonalities.

SIMPLIFICATION. A function is reduced in complexity by exploiting the prop-
erties of its representation. If the function is represented in a two-level form, then
two-level optimization techniques can be applied. If the support set does not change,
the transformation is local. Otherwise, simplification is a global transformation and it
corresponds to deleting one or more dependencies.

Example 8.2.6. Consider the logic network of Example §.2.2 shown in Figure 8.3 (a).
Consider vertex v,, whose function f, = g'c + g¢' + gc can be simplified to f, =g +c.
Since the simplification does not affect the support of the function, i.e., the set of local
inputs is preserved, the transformation is local. The logic network after the simplification
is shown in Figure 8.8.

SUBSTITUTION. A function is reduced in complexity by using an additional input
that was not previously in its support set. The transformation requires the creation of
a dependency, but it may also lead to dropping others.

Example 8.2.7. Consider the logic network of Example 8.2.2 after the extraction, as
shown in Figure 8.7. Consider vertex v, associated with function f; = ka + kb + e. This

FIGURE 8.7
Example of an extraction.
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FIGURE 8.8
Example of a simplification.

function can be simplified by realizing that subexpression a + b is already precomputed
at vertex v, and that the local function f; can be rewritten as f; = kq + e. This requires
adding a dependency from v, to v,. The logic network after the substitution is shown in
Figure 8.9.

Other transformations exist. The aforementioned transformations are among the
most common in multiple-level logic optimization and will be described in detail
in the sequel. Logic transformations affect both area and performance of a network,
because they modify the number of literals, the local fanctions and their dependencies.
Estimates are used to determine whether a transformation is locally favorable, and
hence it should be applied to achieve the desired goal.

Multiple-level optimization follows a strategy similar to that used in heuristic
two-level optimization (Section 7.2.3), where operators like expand, reduce, irredun-

FIGURE 8.9
Example of a substitution.
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dant, etc., are applied to a logic cover to reduce the number of implicants. A logic
cover is declared optimal when the available operators cannot improve further the
current solution. Similarly, in multiple-level optimization, logic transformations are
the operators applied to the logic network in an iterative way. A network is declared
to be area or performance optimal with respect to a set of transformations when none
of these can improve the corresponding measure.

Example 8.2.8. Consider again the logic network of Example 8.2.2. The application of
the transformations described above yields the following network:

J=a+b+<c
k=c+d
g=a+b

s=ke+a +¥b

t =kq+e

u=qg+c

v = jd+ae

w=uv

X =35

y=1

z=u =

The network is shown in Figure 8.10. A comparison of the transformed network with
the original one shows that the total number of literals has decreased.

FIGURE 8.10
Example of a logic network whose area estimate has been minimized.
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8.2.3 The Algorithmic Approach
to Multiple-Level Logic Optimization

There are two major limitations in optimizing networks using logic transformations.
First, given a set of transformations, it is difficult, if not impossible, to claim that
all equivalent network configurations can be reached by some sequence of trans-
formations. Hence the optimum solution, or even the feasible ones in constrained
optimization, may not even be reachable. Second, different sequences of transfor-
mations lead to different results that may correspond to different local points of
optimality.

Whereas all heuristic approaches to- multiple-level optimization rely on step-
wise improvement by means of transformations, different flavors exist in the way in
which transformations are chosen and applied. The major classification is in terms of
algorithmic-based and rule-based optimization methods.

The algorithmic approach to multiple-level optimization consists of defining an
algorithm for each transformation type. The algorithm detects when and where the
transformation can be applied and it terminates when no favorable transformation
of that type can be applied to the network. Hence each transformational algorithm
can be seen as an operator performing a set of transformations. Notable examples of
programs using this approach are MIS (8] and BOLD [3].

By contrast, in the rule-based approach to optimization, transformations of dit-
ferent types can be alternated according to a set of rules that mimic the optimization
steps performed by a human designer. The rule data-base stores a set of patiern pairs
representative of common network fragments. In each pair, the second pattern repre-
sents an equivalent but better implementation of the first pattern. Rule-based systems
rely on the detection of situations were a subnetwork corresponding to the first pat-
tern of a pair can be replaced by the comresponding optimal pattern. The repeated
application of replacement rules improves the value of the desired objective function.
Rule-based systems will be described in detail in Section 8.7 and compared to the
algorithmic approach. An example of a rule-based system is IBM’s LOGIC SYNTHESIS
System (LSS) [18, 19].

A major advantage of the algorithmic approach is that the transformations of
a given type are systematically applied. when favorable, to the network. As a re-
sult, some network properties can be claimed after the application of one or more
transformational algorithms. An example is primality and irredundancy of the local
Boolean functions of the network, which play an important role in the overall network
testability, as described in Section 8.5. -

- The application of the different algorithms related to various transformation
types is usually sequenced by scripts, i.e., by recipes that suggest the order of ap-
plication and the termination criterion. Whereas determining the properties of each
algorithm and of the corresponding transformed network can be done in a rigorous
way, the effects of using different sequences of transformational algorithms is often
hard to predict and still the subject of investigation. Most logic optimization systems
provide empirical scripts to the user.
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Example 8.2.9. The following script is used in the MIS/SIS program [8] and is called
a rugged script:

sweepn; eliminate -1
simplify -m nocorp
climirate -1

sweep; eilminate 5
simprify -m nocomp
resup -a

Ix
resub -a; sweep

eliminate -1; sweep
ful._simplify -m rcocomp

The sweep command eliminates all single-input vertices and those with a constant
local function. Eliminate k eliminates all vertices that would not increase the area
estimate by more than k. Commands simplify -m nocomp and full_simplify
-m nocong perform Boolean simplification by invoking program EsprEsso without
computing the complete offset. (The latter command uses a larger set of dor’t care
conditions than the former.) Resub -a performs algebraic substitution of all vertex
pairs, Command fx extracts double-cube and single-cube expressions.

Example 8.2.10. Consider again the complete differential equation integrator, as de-
scribed in Example 1.5.3, and its control unit, reported in Example 4.7.6. The following
assignments denote the combinational component of the coatrol unit after some sequen-
tial logic transformations (that will be described in Example 9.4.5 of Chapter 9). In this
example, the names of the variables have been shortened for the sake of simplicity, and
curly braces denote signals observable at the outputs. (Variables v3, b4 and e4 are
associated with register inputs.)

[i3} = c4* f4-

{33; = c4d £4

{k3y = 23’ £4

{13} = z3 £~

{m3} = 23" c4d

fn3} = z3 c4*

{03} = z3" f4 + c4* fa-
{p3} = 23’ £4 - c4 f4

{q3} = z3 £47 + c4 f4

{r3} = z3° £4 + c4 4 + <4’ f4°
» Ys3} = z3 f4° 4+ z2* 4 + cd’ £4-

{£3} = =23 E4° + 23" £4 + cd4 f4

Tuldl = z3 cd4’ + 23 4 + c4d' f4-

{v3} = 23 cd* « 23 f4’ + z3' cd + c4 f4

{w3ii = z3 c4’ z3 £4° « 23’ f£4 + ¢4 f4

{x3} = z3 cd7 + z3 f47 + 237 ¢4 + z3' f4
v3 = 237 cdr 33 o+ z30 f4r g3’
b4 = =3 f£4° g3° + z3* cd4’ g3*' + 23' h3 g3-
ed = =3 f4* g3’ + <4 f4 g3’

-+
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The following expressions show the control unit as optimized by SIS with the
rugged script. The number of literals has been reduced from 93 o 48;

{13} = c4’ f4~
{33} = c4 f4

{k3} = z3' f4

{13} = 23 f4°

{m3} = z3* c4

(n3} = 23 c4-

(03} = {13} + (k3}

{p3; = f4 (n3}’
{3y = (33} + {13}
(r3} = {03} + {p3}

{83} = £4° {m3}* + (o3}

{£3} = {p3} + {g3}

{u3d} = cd {p3}* + {m3}

{v3} = 23 + ¢4

(w3} = 23 + £4

%3} = {k3} - {p3})r {v3}
v3 = z3° g3’
b4 = 237 h3 g3 + {33} g3’ + {v3}' g3’
ed = {33} g3 + {w3}" v3

We present now a simple transformational algorithm as an example. The elimi-
ration algorithm iterates the elimination of variables (and vertices), with the goal of
reducing the number of stages of a network. The number of stages of a logic network
is the maximum path weight over all input/output paths, where the weight is measured
in terms of internal vertices. A generic two-level circuit can then be modeled by a
single-stage logic network.! The reduction of the nusnber of stages is often important.
Two cases are noteworthy: first, finding the maximal stage reduction such that the
area (or delay) does not increase and, second, performing the unconstrained reduction
to a single-stage network.

The elimination algorithm is used for this purpose. (See Algorithm 8.2.1.) The
algorithm performs a sequence of variable eliminations by substituting them by the
corresponding expressions, as in the case of Gaussian elimination for sets of linear
equations. The elimination algorithm takes also a threshold as argument, which rep-
resents the maximum local increase in area (or delay) that an elimination can yield.
The value associated with a vertex is the increase in area (or delay) caused by its
elimination. For example, when the literal count is used as a cost function, the value
of the elimination of a vertex with an /-literal expression and whose corresponding
variable appears » times in the network is nl —n — .

. A vertex elimination is performed only if its value is lower than or equal to the
threshold. To ensure no increase in area (or in delay), the threshold value k is set to
zero. Often, a small positive value of the threshold is used to allow a reduction of

IThe apparent mismatch between the number of levels and stages is due to the network model where
each vertex is associated with a function with no constraints on the levels of its representation, i.e., a
function could be represented by a cube, a two-level or a multiple-level form {e.g., a factored form).
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ELIMINATEG, (V. EY, b)Y
repeat {
v, = selected vertex with value not larger than k;
if (v, = @) return;
Replace x by f, in the network;

]

ALGORITHM 8.2.1

stages at the expense of a limited increase in area or delay. On the other hand, a large
value of the threshold allows for unconstrained stage reduction. The algorithm iterates
variable eliminations in a greedy fashion by selecting the vertex with lowest value
(and bounded from above by the threshold) until candidate vertices exist whose values
are bounded by the threshold. Note that the candidate vertices must be internal vertices
and not directly observable from outside the network, i.e., not direct predecessors of
output vertices.

Example 8.2.11. Consider the network of Example 8.2.2 shown in Figure 8.3 (a). Let
us consider the reduction of area, measured by the total number of literals. Hence the
value of a vertex is the increase of the number of literals caused by the elimination. The
application of the elimination algorithm with threshold k = 0 leads to removing first
vertex v, and then v,. Thus the network is:

g=a+b

s =ce+de+a +b -
t =ac+ad+bct+bd+e
= g'c+qgc +qc

v =ad+bd+cd+ae

w =1uv
X =135
¥y =1
I = U

Note that eliminating v, would increase the number of literals and hence would not be
performed. On the other hand, if the simplification of the function f, is done before
applying the elimination algorithm, then also v, would be removed.

The elimination algorithm is the simplest example of a transformational algo-
rithm. As it reduces the number of stages, it destroys also the structural information
of the logic network. The opposite problem, i.e., increasing the structural information
by adding stages or dependencies, is much more difficult to solve. For example, the
extraction and substitution transformations require the search for common subexpres-
sions and consequently a creative process.
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The difficulty of the search for creative transformations stems from the degrees
of freedom available in manipulating Boolean functions. Neglecting some Boolean
properties can simplity the search for useful transformations at the expense of some
quality of the result. Different heuristic optimization methods have been proposed
related to different levels of complexity of the underlying models,

The complete Boolean model requires considering all Boolean properties of the
local functions while manipulating a logic network, The dor't care sets induced by
the interconnection must be taken into account, as will be shown in Section 8.4.
Logic transformations that use the full Boolean model are called in jargon Boolean
transformations,

Brayton and McMullen [7] first suggested simplifying the Boolean model by
expressing the local functions as polynomials and dropping from consideration some
specific assumptions of Boolean algebra. With the resulting simplified model, the
logic network can be optimized by using general properties of polynomial algebra.
This leads to a simpler way of manipulating a network, especiaily as far as searching
for common subexpressions. Transformations based on the polynomial model are
referred to in jargon as algebraic transformations. They represent a subset of the
Boolean transformations that is simpler and faster to compute.

Example 8.2,12. Consider again the substitution performed in Example 8.2.7 and shown
in Figure 8.9, where function f, = ka + kb + e is simplified by substituting g =a+bto
yield f; = kg +e. Note that kg = k{a +b) = ka+ kb holds regardless of any assumption
specific to Boolean algebra. This is an example of an algebraic substitation.

Consider instead functions f, = a + bed +e and g = a + ¢d. It is possible o
write f, = a + bg + ¢ by using the properties of Boglean algebra, because a +bg +e =
a+bla+ed)+e = alb+1)+bed+e = a+bed+e. Untortunately such a transformation
cannot be determined by using only polynomial algebra, because it relies on the Boolean
property b+ 1 = I. This is an example of a Boolean transformation.

8.3 THE ALGEBRAIC MODEIL

The algebraic model consists of representing the local Boolean functions by alge-
braic expressions. An algebraic expression is a multilinear polynomial over the set of
network variables with unit coefficients. Algebraic transformations consist of manip-
ulating the expressions according to the rules of polynomial algebra and by neglecting
specific features of Boolean algebra. Namely, in the (non-Boolean) polynomial algebra
we are considering here, only one distributive law applies [e.g., a- (b +¢) = ab+ac
but a+(b-¢) # (a +b) - (a+c)] and complements are not defined. As a consequence,
some properties like absorption, idempotence, involution and De Morgan’s (see Sec-
tion 2.5) as well as the identities a + a’ = 1, aa’ = 0 cannot be exploited. Moreover,
don’'t care sets are not used.

Algebraic expressions modeling Boolean functions are obtained by representing
the functions in swm of products form and making them minimal with respect to
single-cube containment. An expression can then be viewed as a sum {or a set) of
cubes, in the same way that a polynomial is a sum {or a set) of monomials. Note that
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the deletion of redundant cubes (even w.r.t. single-cube containment) cannot be done
by algebraic transformations, due to the lack of the absorption property.

We shall use the algebraic model throughout Section 8.3 and we shall use the
terms “(algebraic) expressions” and “functions” interchangeably as well as “cube”
and “monomial.” We denote a generic function {expression) by f and its support
set by sup(f). We represent a generic single-cube function, i.e., a cube, by f€. We
use sometimes the set notation for cubes (monomials) by using the capital letter C
to denote the support set of f€. With the set notation, membership and inclusion of
cubes relates to their support sets. (If cube ¢ = ab is represented as C = {a, b},
then a € C. Note that this differs from the usual Boolean meaning of inclusion, as
described in Section 2.5.) .

In the algebraic model, the complementation operation is not defined and com-
plemented variables are treated as unrelated to the corresponding uncomplemented
variables. Thus, we shall not distinguish between literals and variables. For the sake
of simplicity, we shall not use complemented variables throughout Section 8.3.

Algebraic operations are restricted to expressions with disjoint support to pre-
serve the correspondence of their results with sum of products forms that are minimal
w.r.t. single-cube containment. Indeed, this prevents the generation of cubes that are
covered by other cubes as well as universal (void) cubes due to the sum (product) of
variables with their complements, which cannot be detected in the algebraic model.
Whereas algebraic expressions can be represented in different forms (e.g., factored
forms), we consider only sum of products algebraic expressions as inputs to the algo-
rithms described in Section 8.3.

Example 8.3.1. Consider the product of expression a + & with expression ¢ + d, where
the supports are disjoint sets. The result, i.e., ac + ad + bc + bd, is an expression
which denotes a minimal (w.r.t. single-cube containment) sum of products form of a
corresponding Boolean function.

Consider now the product of expression a + b with expression a + ¢, where the
support sets are not disjoint. Expression aa + ac + ba + be represents a non-minimal sum
of products form. Thus this product is not considered to be a proper algebraic product.

Consider then the product of expression @ + b with @’ + ¢, where the support sets
are not disjoint. The first term of aa’ + ac + ba’ + b is a void cube, ie., it is not an
implicant of the corresponding Boolean function. Note that za’ cannet be eliminated in
the algebraic model, because a’ is unrelated to a. Thus, also this product is not considered
to be a proper algebraic product.

For our purposes, an important role is played by the division of the algebraic ex-
pressions: Indeed, divisors are related to the subexpressions that two expressions may
have in common. Let {fdiuidend, fdivisor- fquafiema fremainder} be a]gebraic expressions.
We define the algebraic division as follows.

Definition 8.3.1. We say that f;.i50 15 an algebraic divisor of fy;yiens When foividens =

fd!vl‘mr * fqumiem + fremainderc fdluirar N fqumr’enr ?é 0 and the SUPPOIT of fdr'l.'i.mr and fquoliem
13 d]S]Olnt. We write fquonenr = fdh‘idend/fdit'isur'
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An algebraic divisor is called a factor when the remainder is void. An expression
is said to be cube free when it cannot be factored by a cube.

Example 8.3.2. Let fiiyigens = ac+ad +bc+bd+e and fy5,, = a+b. Then, division
yields quotient fo,omuem = ¢ + d and remainder f..pginger = €, because (@ + b) - (¢ +
d) + e =ac +ad + be +bd +e= fduldend and the SUPPOHS Sup(fdimsor) = {(.I, b} and
sup( fouoiens) = lc. d} are disjoint sets.

Let now f; = a+bc and f; = a + b. Expression Jﬂ is not considered an algebraic
divisor of f;, even though f; = fj - fi with f; = @ + ¢, because sup(f;) Nsup(fi) =
[a, b} N {a, c) # .

Expression ¢ + b is a factor of ac +ad + bc + bd, becauvse their division yields no
remainder. Both expressions are cube free. Examples of non-cube-free expressions are
abe and ac + ad.

We present now an algorithm for the algebraic division of algebraic expressions.
The expressions are considered as sets of elements. Let A = {CJA, i=12....5
be the set of cubes (monomials) of the dividend. Let B = {CiB, i=12,...,n)
be the set of cubes (monomials) of the divisor. The quotient and the remainder are
the sum of the monomials of sets, denoted by @ and R, respectively as shown in
Algorithm 8.3.1.

Note that in the algorithm the elements of D; and Q are sets, but they are
considered as single entities as far as the intersection operation is concerned. The
algorithms can be programmed to have linear or linear-logarithmic titne complexity
by using sorting techniques on the monomials {34].

Example 8.3.3. Let fi 000 = a¢ +ad + be +bd + ¢ and fiu0r = a -+ b. Hence
={ac,ad, be, bd, e} and B = {a, b].
Let i = 1. Then Cf = a, D = {ac. ad)} and D; = {¢,d). Then Q = [¢, d}. Let
i=2=n Then C§ = b, D = {bc,bd) and D; = {c,d}. Now Q = {c,d)N{c, d} =
{c,d}. Hence Q = {c, d) and R = [e}. Therefore fiipien = ¢ +d and fromainder = €

ALGEBRAIC_DIVISION(A, B} |
for (i =110 n}) | /* take one monomial C,.B of the divisor at & time */
D= {CI’* such that CI‘." > CEy /* monomials of the dividend that include Cia *f
if ( D ==4§) return(d, A);
D; = D where the variables in sup(Cf) are dropped ;
if(i="

Q=D /¥ quotient is initialized to D; */
else
o=0nD; /* quotient is intersection of Dy, j = 1,2, ..., i ¥
!
R=A—-0Qx B /¥ compute remainder ¥/
return{Q, R);

h

ALGORITHM 8.3.1
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Let us consider another case. Let now firudens = axc + axd + bc + bxd + e and
Fiivisor = ax +b. Let i = 1. Then C2 = ax, D = [axc, axd} and Dy = {c,d}. Then
@ ={c,dl.Leti =2 =n. Then C& = b, D = {bec, bxd} and D; = {c, xd}. Now
g= IC9 d}n {c,xd} = {C] Therefore fquoriem =cand fremainder = axd + bxd + e. Note
that the intersection to compute @ is a set intersection, where the monomials are atomic
elements.

The following theorem provides sufficient conditions for a quotient to be empty.
The first two conditions are used in the algorithm for an early exit. The others can be
used as filters to detect cases where the algorithm does not need to be applied.

Theorem 83.1. Given two algebraic expressions f; and f;, f:/f; is empty if any of
the following conditions apply:

e f; contains a variable not in f;.

e f; contains a cube whose support is not contained in that of any cube of f.
e f; contains more terms than f;.

o The count of any variable in f; is larger than in f;.

The proof of this theorem is left as an exercise to the reader. (See Problem 1.)

8.3.1 Substitution

Substitution means replacing a subexpression by a variable associated with an existing
vertex of the logic network. Namely, it targets the reduction in size of an expression
fi by using a variable j, not in the support of f;, that is defined by the equation
J = f;. Algebraic substitution is a straightforward appliction of algebraic division.
Indeed, if the algebraic division of f; by f; yields a non-void quotient f,.osiens. then
the expression fi can be rewritten as f; - fyuoriens + fremainder that is equivalent to
j ' fquo:iem + fremainder-

The gain of a substitution can be measured (in terms of area and/or delay) by
comparing the expressions before and after the substitution. In particular, the variation
in terms of literals in a factored form modetl is the number of literals of f; minus 1.

Example 8.3.4. Consider again the network of Example 8.2.7, where vertex v, is asso-
ciated with expression f, = ka + kb + ¢ and vertex v, to f, = a + b. The algebraic
division of f; by f; yields foumienr =k and fromainger = €. Hence the expression f; can
be rewritten as f, = kg + e. The corresponding network after the substitution is shown
in Figure 8.9.

The search for algebraic substitutions is done by considering all unordered ex-
pression pairs, attempting algebraic division and, when a substitution is favorable,
replacing the subexpression corresponding to the divisor by the related variable. The
overall search requires a number of divisions that are quadratic in the size of the logic
network. In practice, filters reduce heavily the number of division attempis to be made
by detecting void quotients early. In addition to the conditions specified by Theorem
8.3.1, the following theorem is useful to detect empty quotients.
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Theorem 8.3.2. Given two algebraic expressions f; and f;, fi/f; = ¥ if there is a path
from v; to v; in the logic network.

Proaf. Let us consider first the simple case where the path reduces to an edge. Then,
variable i is in the support of f; but not in the support of f;. Hence there is a variable
in the divisor that is not present in the dividend, and by Theorem 8.3.1 the quotient is
empty. - _
Let us consider now the general case. The support of f; must contain some variable,
say k, corresponding to a vertex v, on the path from v; to v;. Variable k cannot be in
the support of f;, because otherwise there would be an edge (v. v;) and hence a cycle
in the network graph. Therefore the support of the dividend lacks a variable (k) that is
in the support of the divisor. and by Theorem 8.3.1 the quotient is void.

The algebraic substitution algorithm is described in Algorithm 8.3.2.
The algorithm considers all possible vertex pairs in either order. The filter test

is the verification that the assumptions of Theorems 8.3.1 and 8.3.2 are not met. The
substitution is applied when favorable, i.e., if it reduces the area and/or delay. Local
estimates of the variation of the objective function are required.

The overall limitation of the algebraic substitution algorithm is its inability

to detect non-algebraic substitutions, such as that shown in Example 8.2.12. That
substitution can be found by using Boolean methods, which will be described in
Section 8.4. On the other hand, the implementation of algebraic substitution can be
very fast and detect most of the possible substitutions, providing thus a very efficient
transformational algorithm for logic optimization.

SUBSTITUTE( G.(V.E} |

}

for i =1,2,....1V]{

for (j=12.....|V]:j#D| /% for all expression pairs {f;, f;}, j &£ ¥
A = set of cubes of f;:
B = set of cubes of f;:
if (A, B pass the filter test) { /* perform algebraic division */
(Q.RY=ALGEBRAIC DIVISION(A.B) 7
if (Q ) {
Squoriens = sum of cubes of Q-
Sremainder = sam of cubes of R:
if {substitution is favorable) /* perform substitution */
Fi = J fauoriemt + Fremainder:

ALGORITHM 8.3.2
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8.3.2 Extraction and Algebraic Kernels

The extraction of common subexpressions relies on the search of commen divisors
of two (or more) expressions. If one is found, then the divisor can be extracted to
represent a new local function of the network, and its corresponding variable can be
used to simplify the original expressions.

Example 8.3.5. Consider again Example 8.2.5. Expressions f, = ce + de and f, =
ac + ad + be + bd + ¢ are simplified once the common divisor f; = ¢ + d is found and
associated with the new variable k. Then, both expressions can be transformed into the
product of & times the corresponding quotient plus the remainder, namely, f, = ke and
fi=kla+b) +e

The search for common algebraic divisors is done by considering appropriate
subsets of the divisors of each expression in the logic network. We distinguish here
two subproblems in extraction:

¢ the extraction of a single-cube expression, i.e., of a monomial;
o the extraction of multiple-cube expressions, i.e., of a polynomial.

The notion of the kernel of an expression, introduced by Brayton and McMullen [7],
plays an important role for multiple-level optimization, especially in the case of the
extraction of multiple-cube expressions.

Definition 8.3.2. A kernel of an expression is a cube-free quotient of the expression
divided by a cube, which is called the co-kernel of the expression,

£

Note that single-cube quotients are not kernels, because they can be factored as
products of the cube itself times 1, and hence they are not cube free. Consequently,
single-cube expressions have no kernels,

The set of kernels of an expression f is denoted by K'(f). When an expression
is cube free, it is considered to be a kernel of itself, its co-kernel being cube 1. This
kernel and this co-kemel are called trivial.

Example 8.3.6. Consider cxpression f, = ace + bce + de + g. Let us divide first f,
by variable a, yielding fy..i.m = ce. Since ce is a single cube and not cube free, it is
not a kernel. Similar considerations apply when dividing f, by b, d or g (single-cube
quotient) and when dividing f, by c, yielding fiuoiien, = ae+be. which is not cube free.

On the other hand, dividing f; by ¢ yields f,uuine = ac + bc + d, which is
cube free. Hence ac + bc + d is a kemnel of f; and ¢ is the corresponding co-kernel.
Simiarly, dividing f, by ce yields fuoiem = @ + b, which is cube free. Thus @ + b
is a kermel of f. and ce is the corresponding co-kernel. It is straightforward to verify
that dividing f, by other cubes does not yield other kernels. Since f; is cube free, it is
considered a kernel of itself, the corresponding co-kernel being |. Thus the kernel set of
fois K(foy = [{ac + be + d). (a + b), {ace + bce + de + g)).

The set of kernels of an expression provides essential information for detecting
common subexpressions with multiple cubes. The kernels are sums of monomials



366 LOGCIC-LEVEL SYNTHESIS AND OPTIMIZATION

(cubes) that form the building blocks for constructing the common subexpression to
be extracted, when this is possible. We view the monomials (cubes) of each kernel as
atomic. Thus, the intersection between two kemels is the largest subset of common
moenomials (cubes).

The relations between kernel sets and common multiple-cube expressions is
stated precisely by Brayton and McMullen’s theorem [7].

Theorem 8.3.3. Two expressions f, and f, have a common mulliﬁle-cube divisor f;
if and only if there exist kernels k, € K(f,) and k;, € K(f,) such that |k, N k,] = 2.

Proof. Assume |k, N k) = 2. Then the sum of two (or more) cubes in k, M &, is
necessarily a multiple-cube divisor of both £, and f;, because any expression obtained
by dropping some cubes from a divisor is also a divisor.

Conversely, let f; be a muitiple-cube expression dividing both f, and f,. Since
f4 has more than one cube, there exists at least a cube-free expression f, that divides
fs. Note that fy and f, may coincide, when f; is cube free, since an expression divides
itself.

Therefore f, is a divisor of f,. We claim that f, is a subset (possibly improper)
of the cubes of a kernel k, € K(f3). Indeed any divisor of f, is a subset of those cubes
obtained by dividing £, by any cube of the corresponding quotient. In addition f, is cube
free, and any expression obtained by adding cubes to f, has the same property. Therefore
there exists a kernel k, € K(f,) containing f,. Note that f, may coincide with k,.

By the same argument, f. is a subset (possibly improper) of the cubes of a kernel
ky, € K(f;). Hence f, is a subset of the intersection of two kernels k, Mk, and it has
two or more cubes, because it is cube free.

There are two important consequences of this theorem. First, when two expres-
sions have either no kernel intersections or only single-cube kerne! intetsections, they
cannot have any multiple-cube common subexpression. Thus, when an expression has
an empty kernel set, no multiple-cube common subexpression can be extracted, and the
corresponding vertex can be dropped from consideration. Second, multiple-cube ker-
nel intersections are common multiple-cube divisors of the expressions corresponding
to the kernels.

The computation of the kernel set of the expressions in the logic network is then
the first step toward the extraction of multiple-cube expressions. The candidate com-
mon subexpressions to be extracted are then chosen among the kernel intersections.

Example 8.3.7. Consider a network with the following expressions:

fo = ace+bce+det g
£
1

ad + bd + cde + ge

abe

The kernels of f. were computed in Example 8.3.6, namely K(f,) = {(a¢ +
b), {ac + bc + d), {ace + bce + de + g)}. The kemel set of f, is K(f,) = a+ b+
ce), (cd + g), (ad + bd + cde + ge)). The kernel set of f, is empty.
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Hence, multiple-cube common subexpressions can be extracted from f, and S
only. There is only one kernel intersection, namely between (@ + b) € K(f,) and
(¢ + b +ce) € K(f,). The intersection is a + b, which can be extracted to yield:

fo=a+b

fi = weetde+g
fi = wd +cde + ge
f. = abc

KERNEL SET COMPUTATION. We consider in this section the following problem:
we are given an expression f and we want to compute its kernel set K (f). Note first
that a multiple-term expression is a kernel of itself when it is cube free. Its co-kernel
is 1. A kernel of a kernel of an expression is also a kernel of the original expression,
its overall co-kernel being the product of the corresponding co-kernels. This leads to
defining the following hierarchy of levels of the kernels. A kernel has level 0 if it has
no kernel except itself. A kernel is of level n if it has at least one kernel of level n — 1
but no kernels of level n or greater except itself.

Example 8.3.8. Let f, = ace + bce + de + g. Since it is cube free, f, = k; € K(f,).
Its co-kernel is 1. Expression k; = ac + bc + d is a kernel of f,, its co-kemel being e.
Expression k3 = a + b is a kemnel of k;, whose relative co-kernel is ¢. Hence &; is a
kernel of f;, its co-kemel being ce.

Kernel k; has no kernel bur itself. Hence it has level 0. Kemel &, has a level-0
kerne] and thus has level 1, while kernel &, has a level-1 kgrnel and has level 2.

A naive way to compute the kernels of an expression is to divide it by the cubes
corresponding to the power set of its support set. The quotients that are not cube free
are weeded out, and the others are saved in the kernel set,

This simple method can be improved upon in two ways: first, by introducing a
recursive procedure that exploits the property that some kernels are kernels of other
kernels and, second, by reducing the search by exploiting the commutativity of the
product operation, e.g., by realizing that the kernels with co-kemels ab and ba are
the same.

We consider now an intermediate recursive algorithm that exploits only the
first property, for the sake of explanation. We shall describe the complete algorithm
later on.

Assume that f is a cube-free expression. Recall that f € denotes a single-cube
expression and C = sup{f®). Let CUBES(f, x) be a function that returns the set of
cubes of f whose support includes variable x and let CUBES(f, C) return the set
of cubes of f whose support includes C. This is shown in Algorithm 8.3.3.

The algorithm considers all variables of sup(f) one at a time. If there is only
a cube whose support includes variable x, then the division by that variable will not
lead to a kernel, because the quotient is a single cube as well. In this case, the variable
is dropped from consideration.
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R.KERNELS(f)

K =%
foreach variable x € sup(f} {
if (|CUBES(f.x)| =2){ * skip cases where f/x yields one cube */
C = largest cube containing x s.t. CUBES(f,Cy=CUBES{f, x);
K =KURKERNELS(fIf%); /* recur on f/FC ¥
, .
}
K=KUf, /* add f to kemel set */
return( K);
}
ALGORITHM 8.3.3

The division of f by vanable x may not lead to a kernel if the quotient is not

cube free, This happens when other variables are in the support of all cubes where x
is present. Hence we determine the maximal set C of these variables and divide f by
the corresponding single-cube expression f€. Thus fC is the co-kernel of the kernel
corresponding to the quotient f/f <, which is added to the kemnel set at the last step
of the algorithm. The recursive call allows the algorithm to compute then the kemnels
of lower levels.

Example 8.3.9. Let us consider again expression f = ace + bce + de + g, which
is cube free. Initially the kemnel set is void. Let the variables be arranged in lexico-
graphic order. The first variable being considered is ¢. Since a is in the support of
only one cube of f, no action is taken. The same applies to the second variable b.
The third variable, ¢, is in the support of two cubes, namely ace and bce. The largest
subset of support variables C containing ¢ and contained in the support set of both
ace and bce is {c, e}. Hence ce is the first co-kemel being determined. The recursive
call of R_.KERNELS has as argument (ace + bce + de + g)/ce = a + b. It does
not find any additional kernel, because each support variable {a, b} appears only in one
cube of a + b. Nevertheless, the recursive call adds @ + b to the kernel set at the last
step.

The fourth variable is then considered, namely 4. Since d is in the support of
only one cube of f, no action is taken, The fifth variable, e, is in the support of three
cubes of f. No other variable in sup(f) is in the support of the same cubes. Hence e is
a co-kernel, and a recursive call is made with argument ac + bc + d. In the recursion,
the kernel & + b is rediscovered and added to the kernel set. Before retuming from the
recursion, ac + bc + d is added to the kernel set.

Eventually the sixth variable, g, is considered. Since it is in the support of only
one cube of f, no action is taken. The last step adds f = ace+bce+de+ g 1o the kernel
set. The algorithm returns K = [{ace + bce + de + g). (a + b), {ac + bc - d), (a + b)}.
A kernel is duplicated.

While this intermediate algorithm computes all kernels, it has a pitfall. It may

compute the same kernel more than once. Algorithm 8.3.4, due to Brayton and Mc-
Mullen [7], uses a pointer to the variables already considered. The pointer is denoted
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KERNELS(S, jH
K=
fori=jton|
f{CUBES(f. x| = 2) { /% skip cases where f/x yields one cube */
C = largest cube containing x s.t. CUBES(f.C) = CUBES(f, x);
if (x; §C Yk <) /% skip if € contains already considered variables */
K=KUKERNELS(f/fC.i+ 1) rrecuron f/f°¢ ;vith pointer § + 1 */

}
K=KUF,; f* add f to kernel set */
return( X );

}

ALGORITHM 38.34

by j. In the algorithm, the support of f is assumed to be sup(f) = {x1, x2, ..., X4}
at any level of the recursion.

The algorithm is applicable to cube-free expressions. Thus, either the function
f is cube fre¢ or it is made so by dividing it by its largest cube factor, determined
by the intersection of the support sets of all its cubes. The pointer j is set initially
to 1.

At any level of the recursion, the variables under consideration are those with
index larger than or equal to j. The recursive call is made only if the cube C under
consideration does not contain any variable with index lower than j, i.e., already been
considered. In the recursive call, the pointer is incremented:

Example 8.3.10. Let us consider again expression f = ace+bce+de+g. It is cube free
and so no pre-processing is required. Let us consider again the variables in lexicographic
order. As in the previous case, no action is taken in conjunction with the first two
variables, because both are contained in one cube only.

Let i = 3. The third variable, c, is in the suppori of two cubes. The largest subset
C of support variables, containing ¢ and contained in the support set of hoth ace and
bce, is again {c, e}. The recursive call of KERNELS has as arguments expression
(ace +bce+de+ g)jce = a +b and pointer j = 3+ 1. The call considers then variables
{d, e, g} but it does not find any additional kernel. Nevertheless, it adds a + b to the
kernel set at the last step.

The fourth variable is then considered, namely 4. Since d is in the support of only
one cube of £, no action is taken.

* “Thenleti = 5. The fifth variable, e, is in the support of three cubes of f. No other
variable in sup(f) is in the support of the same cubes. A recursive call is done with
arguments ac + be + d and pointer j = 5 + 1. In the recursion, only the sixth variable, g,
is considered and no kerne! is discovered. Before returning from the recursion, ac+bc-+d
is added to the kernel set.

Eventually the sixth variable, g, is considered. Since it is in the support of only
one cube of f, no action is taken. The last step adds f = ace + bece + de + g to the
kernel set. The algorithm returns K = {(ace + bce + de + g), (ac + be + d), (a + b)}.
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Now ne kernel is duplicated. Note also that the pruning of the search space has sped up
the algorithm.

EXTRACTION OF SINGLE-CUBE AND MULTIPLE-CUBE EXPRESSIONS. Different
strategies are used for the extraction of single-cube and multiple-cube subexpressions.
The first problem is referred to as cube extracrion for brevity, while the second is often
called kernel extraction in jargon, because multiple-cube common subexpressions are
constructed on the basis of kernel intersections. In this section, we present heuristic
greedy algorithms that are based on the computation of common single-cube and
multiple-cube subexpressions based on kernel theory. In the next section, we show
other approaches based on a matrix representation. Whereas the matrix-based approach
is more efficient and commonly used, the kernel-based approach is presented first
because it helps in understanding the power of kernel theory.

Let us consider cube extraction first. We are interested in extracting cubes (one
at a time) that are common divisors of two (or more) expressions, i.e., that are inter-
sections of two (or more) cubes in different expressions. Obviously, such cubes should
have two or more variables to be relevant for extraction. The systematic search of cube
intersections is based on the following observation. The set of non-trivial co-kernels
of an algebraic expression in a sum of products form (i.e., sum of cubes) corresponds
to the intersections of two or more of its cubes [8]. Equivalently, the co-kernels are
identified by the intersections of the support sets of the cubes.

Example 8.3.11. Given expression f, = ace +bce-+de+g, its co-kemnel set is {ce, e, 1].
The first co-kernel is ideniified by the intersection sup{ace) N sup(bce) = {c, e}, the
second by sup(ace} N sup(bce) Nsup(de) = {e}; the last one is the trivial co-kernel.

The previous observation is useful in devising a method for computing all cube
intersections. Let us consider a set of auxiliary variables, each associated with an
internal vertex of the logic network: {a;, Vi : v; € VC}. Let us form an auxiliary ex-
pression fou, = Z a; - f; that is the sum of the products of the auxiliary variables

i neVo

times the corresponding local expressions, and let us represent the auxiliary expression
in a sum of products form. Note that each local expression is minimal w.r.t. single-
cube containment (by hypothesis, because we are dealing with an algebraic. model)
and that the auxiliary expression f,, i5 also minimal w.r.t. single-cube containment
{by construction, because each local expressien is multiplied by a different auxiliary
variable). Hence the algebraic mode!l and its properties are applicable to the auxiliary
expression.

The non-trivial co-kemels of this auxiliary expression denote all cube inter-
sections. Those non-trivial co-kernels, which do not have any auxiliary variables,
represent cube intersections originating from different expressions, i.e., single-cube
common divisors. Relevant cube intersections are those denoted by co-kernels with
two or more variables.

Example 8.3.12. Given expressions f, — ace + bee +de + g and f; = cde + b, the
auxiliary expression is f,,. = a,ace + a,bece + ba.de + a, g + a.cde + a.b. The co-
kernels are {ce. de, b. a,ce.a.e.a..a,, 1}. Relevant cube intersections are those denoted
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by co-kernels ce or de. By extracting ce we get:

t = ce

tla+by+de+g
td +b

X

s

This extraction is shown in Figure 8.11. By exiracting de we obtain instead:

t = de
x =qacet+bcett+tg
tc+ b

f

s

Note that the first extraction reduces the overall number of literals in the network fragment
being considered, while the second extraction dogs not.

Therefore the K ERNELS algorithm can be used for determining the cube
intersections for extraction. The extraction takes place if favorable, i.e., if it improves
the area and/or delay measure. When the literal count is used as the objective function,
an extraction of an [-variable cube with multiplicity » in the network leads to a saving
of nl —n —{ variables. The greedy algorithm shown in Algorithm 8.3.5, performs
iteratively cube extraction until favorable candidates are available. At each step, the
cube leading to the biggest gain is extracted.

The selection of the candidate cube may follow different criteria [8]. In some
cases the search is limited to co-kernels of level 0, for the sake of computing efficiency.

Let us consider now the kernel extraction problem. The naive way to derive the
candidate common subexpressions is to compute all kernel intersections by inspecting
kernel pairs, triples, etc. Unfortunately the intersections may be many and lengthy to
compute.

A better way for computing the kernel intersections is based on computing the
co-kernels of an appropriate auxiliary function, as in the case of cube extraction. The
difference, with tespect to cube extraction, is the following. In cube extraction, we
were looking for cube pairs with intersecting support in a sum of products form. For
kernel intersections we are looking for intersections of the elements of the kernels.

,'/—|x=acg+bce+de+g}—-\\ x=tlu+b)+detg I—\

“‘—| s=cde + b '_,"; “\ s=1d+b |_,"’

FIGURE 8.11
Example of the extraction of a single-cube subexpression.
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CUBE_EXTRACT( G,(V.EYNH
while {(some favorable common cube exist) do |
C = select candidate cube o extract;
Generate new label 7;
Add vy to the network with expression f; = f€;
Replace all expressions f where f is a divisor, by - fouoriens + fremainder:

]

ALGORITHM 83.5

These elements are cubes that are considered as atomic elements as far as their in-
tersection is concerned, even though they are sets themselves. For this reason, we
can rename each cube by a unique identifier, i.c., a new variable. A kernel is then
represented by a set of these new variables.

Example 8.3.13. Consider again Example 8.3.7. The kemel set of expression f, =
acet+bcetde+gis K{(f,}={(a+b), (ac+ bc+d), (ace+bce+de+ g)}. The kernel
set of expression f, = ad + bd + cde + ge is K(f.) = {(a + b +ce), (ed + g), (ad +
bd + cde + ge)}.

Let x, = a; xp = bi Xye = AC, Xpe = bCIXg = d; Xgoe = ACE; Xpee = beE; X =
de; X, = g; Xee = €€ Xpq = cd; Xgg = ad; xpg = bd Xoq, = cde; x,, = ge} be the new
variables. Hence K(f) = {{xg. xp} {%uc. %o, Xa)s {Xaces Toces Xae, 11} and K(f)) =
[{xas Xps Xeo}s [Xeds Ig]v [Xads Xbd s Xede xgt’]}'

Let us now consider an auxiliary expression f,,, that is a sum of cubes, each
cube being the product of the new variables corresponding to a kernel, an auxiliary
variable denoting the local expression (to which the kernel belongs) and an additional
auxiliary variable which is a kernel identifier. The set of non-trivial co-kernels of
faus identifies the intersections among the support sets of two (or more} cubes. In
addition, the co-kernels which do not have auxiliary variables represent intersections of
kernels of different expressions, i.e., multiple-cube common divisors. Relevant kernel
intersections are those denoted by co-kernels with two or more variables, because we
are interested in multiple-cube extraction. Note that the kernel identifiers serve only
the purpose to ensure minimality (w.r.t. single-cube containment) of the sum of two
{or more) kernels in the same set and thus to make the co-kernel computation well
defined.

Example 8.3.14. Consider -again- Example 8.3.7. Then f,,, = akax.n +

< Bk XoeXpeXd + axkx].xarrxbrfxdexg + a}-k‘\'l-xaxbxce + a'\-kﬂxcdxg + ayk,vfixadxbdxcdexge'
Its co-kernels are {x,x,, x,, a:, a,, 1}. The first co-kernel denotes the set {x,, x,} corre-
sponding to the kernel intersection a + b. The other co-kemels do not represent multiple-
cube common subexpressions, and thus they are not useful for extraction. The extraction
of a + b i1s shown in Figure 8.12.

Therefore the search for kernel intersections can be done by invoking the
KERNELS algorithm after a simple variable renaming and manipulation. Whereas
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}“ -‘\

- ~. ~

‘*{x=are+bce+de+g‘_‘ " o x=wee +de+ g l —
. .
N

—|l=ad+bd+(fde+ge,— I: :> E ~—{ w=a+b y =wd + cde + ge |——

FIGURE 8.12
Example of the extraction of a multiple-cube subexpression,

appropriate co-kernels of f,,, identify common subexpressions, the selection of the
kernel intersections to be extracted is based on verifying that the transformation is
favorable, i.e., that the area and/or delay decreases. When the literal count is used as
an objective function, an extraction of an /-variable subexpression with n occurrences
in the network leads to a saving of nl —n — [ variables.

A greedy algorithim for kernel extraction is shown in Algorithm 8.3.6, as reported
in reference [8]. Two issues are noteworthy, First, the extraction of a subexpression,
and the consequent addition of a vertex to the network, may change the overall kernel
set, Hence kernels should be recomputed after an extraction, but this is computationally
expensive. A heuristic parameter r indicates the rate at which kernels are recomputed.
Namely, » means that kernels are recomputed after » extractions. Second, we may
restrict our attention to kernels of given levels. Parameter & indicates the maximum
level of the kernels being computed. :

There is a trade-off in choosing the parameters. For example, a high value of
k corresponds to generating possibly large common subexpressions at the expense
of longer computing time, Similarly, a low value of n corresponds to updating the

KERNEL EXTRACT(G,(V.E). n.k){

while (some favorable common kemel intersections exist) do {
for (i =1ton)|{

Computeiset of kernels of level < k;

Compute kernel intersections;

f = select kernel intersection 1o extract;

Generate new label /;

Add 1y to the network with expression f; = f;

Replace all expressions f where f; is a divisor by I fuuorient + fremainder:

!

ALGORITHM 8.3.6

’ ~ - 4
I-— S AN ——| 7 =abe l—— S
. R .
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kernels frequently, at the expense of more computing time. Reference [8] reports a
trade-off table.

Recent experimental results have shown that it 1s often convenient 1o restrict the
kernel intersections to those consisting of two cubes. It was also shown that the choice
of the subexpressions being extracted may affect adversely the overall circuit area if the
routing area is ftoo large. A technique based on a lexicographic order of the variables
[1] selects subexpressions to be implemented only when the indueed dependencies
are compatible with this order. This correlates to a simpler wiring structure and to a
smaller routing area.

MATRIX REPRESENTATION AND THE RECTANGLE COVERING PROBLEM. We
describe now an alternative method for describing and computing kernels and co-
kernels based on a matrix representation. Let us consider an algebraic expression
in sum of products form f with m cubes and n = |sup(f)| support variables. Let
A € B™*" be the cube-variable incidence matrix. Element a;; € A is 1 if and only
if the jth variable belongs to the i/th cube. For the sake of a simpler notation, let
the rows and the columns be indexed with integers {1,2,...,m} and {1,2,...,n}.
respectively.

Definition 8.3.3. A rectangle of a matrix A is a subset of rows and columns, where all
entries are 1.

A rectangle is denoted by a pair (R, C) indicating the row and column subsets.
A rectangle (R, C) contains another rectangle (R», C3) when R 2 Ry and €7 2 (3.
A rectangle is prime if it is not strictly contained by-another rectangle.

Definition 8.3.4. The co-rectangle of a rectangle (R, C) is the pair (R, C’), where C’
is the complement of the column subset C.

Example 8.3.15. Consider expression f, = ace + bce +de + g, with m = 4 cubes and
n = 6 variables. The corresponding matrix (with the identifiers) is:

var a b ¢ d e g
Cube RAC 1 2 3 4 5 6
ace 1 1 01 0 1 0
bee 2 o 1 1 0 1 0
de 3 0 0 0 1 1 0O
g 4 O 0 0 0 0 1

A rectangle is ({1, 2}, {3, 5}). It is prime because there is no other rectangle con-
taining it. Tts co-rectangle is ({1, 2}, {1, 2, 4, 6}}. Another prime rectangle is ({1, 2, 3},
{5}). Its co-rectangle is ({1, 2, 3}, {1, 2, 3, 4, 6}).

The cube-variable matrix associated with an algebraic expression allows us to
describe non-trivial kernels and co-kemnels in terms of rectangles. Indeed, a co-kernel
corresponds to a prime rectangle with |R| > 2. The corresponding kernel is identified
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by the co-rectangle (R, C’) by summing the terms corresponding to R restricted to
the variables .tn C’. This observation can be derived directly from the definitions of
kernels-and rectangles.

Example 8.3.16. Consider the cube-variable matrix of Example 8.3.15. Prime rectangie
({1, 2}, {3, 51) identifies co-kemel ce, whose kernel is identified by ({1, 2}, {1, 2, 4, 6})
by summing the first two cubes (i.e., ace + bce) and restricting the sum to variables
{a, b, d, g}. Hence the kernel is a + b.

The other prime recrangle ({1. 2. 3}. {5)) identifies co-kemel e. The kernel is ac +
bc + d, i.e., the sum of the first three cubes restricted to variables {a, b, ¢, d, g}, as
indicated by the co-rectangle.

This matrix representation supports other methods for computing kernels and
co-kernels [6, 9, 22, 37]. In addition, it provides a good framework for solving directly
the cube and kernel extraction problems. The power of the matrix representation of an
expression stems from the fact that it is not necessarily bound to satisfy all assumptions
of the algebraic model. Thus non-minimal expressions (W.r.t. single-cube containment)
can be represented and manipulated.

Let us consider cube extraction first. Let us form the cube-variable matrix cor-
responding to an auxiliary expression f,,, that is the sum of all expressions in the
network, An identifier denotes the membership of the cube to the original expressions.
A rectangle with |R| > 2 identifies a common cube, which is a local best choice when
it is prime. The cube is common to two (or more) different expressions if the rows
have two {or more) different identifiers. Note that auxiliary variables are not needed,
because expression f,. does not need to be minimal (w.r.t. single-cube containment).
Indeed, cube intersections are determined by rectangles and a co-kernel computation
18 not required.

Example 8.3.17. Consider again Example 8.3.12. Given expressions f, = ace + bee +
de+g and f, = cde + b, the auxiliary function is f,,, = ace +bce+de+ g+cde+b.
The cube-variable matrix is:

var
Cube 1D R\C
ace
bce
de

g
cde

I I L]
[ Y O S O

o oo DO O —|—|&
_0 QD o~ O
S = O S = ="
D= D = D DR
[ I - e BT A
oD =0 0 Ol

A prime rectangle is ({1, 2. 5}. {3. 5}), corresponding to cube ce, which is present
in both expressions f, (row 1,2) and f; (row 5). Cube ce can be extracted, yielding the
same network shown in Figure 8.11.

Let us consider now kernel intersections. We need to construct now a kernel-
cube incidence matrix that has as many rows as the kernels and as many columns as
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the cubes forming the kernels. If such cubes are re-labeled by new variables, as done
in the previous section, then the matrix can be seen again as a cube-variable matrix,
where the cubes correspond to the sets of new variables defining the kernels.

We can then form again an auxiliary function fg.. that is the sum of all kernels
and a corresponding incidence matrix with identifiers denoting the membership of a
kernel to a kernel set. A rectangle with |R| = 2 identifies a kernel intersection, which
is again a local best choice when it is prime. The kernel intersection is common to
two (or more) kernels in different kernel sets if the rows have two (or more) different
identifiers. Note again that the auxiliary variables are not needed.

Example 8.3.18. Consider again the nétwork of Example 8.3.7, with the following ex-
pressions:

Jo = ace + bee+de+ g
Sy = ad +bd + cde + ge
f- = abe

The kernel sets are K (f.) = {(a + b), (@c + bc + d), (ace + bee + de + g)}, K(f,)) =
{{a + b + ce), (cd + g}, (ad + bd + cde + ge)), K(f.,) = B By labeling cubes as in
Example 8.3.14, fox = XX+ XacXpeXa + XaceXbceXaeXy +XaXpXce +XogXg +XaaXpd XogeXge
The kernel-cube matrix is shown in Table 8.1.

A prime rectangle is {{1, 4}, {1, 2}), commesponding to kernel intersection a + b.
Since the identifiers of rows [ (i.e., x) and 4 (i.e., y) are different, the intersection
corresponds to a subexpression that can be extracted from two different expressions.

-~

The “greedy’” approach can be applied to both cube and kemnel extraction with the
matrix notation. The major steps are the rectangle selection and the matrix update. The
former step involves associating a value with each rectangle that measures the local
gain by choosing that rectangle. The update of the matrix must reflect the presence
of a new variable in the network after the extraction. Hence a column must be added
in correspondence to that vanable. For cube extraction, the new cube corresponds to
a new row in the cube-variable matrix. For kernel extraction, the kernels of the new
expression being extracted must be appended to the matrix. '

The greedy approach to extraction may be myopic, becanse only the local gain
of one extraction is considered at a time. Algorithms for the simultaneous extraction
of cubes and kernels have also been proposed based on the matrix formulation [9, 37].
The idea lies in the search for a cover of the matrix by rectangles that optimizes an
objective function related to the total gain of the extraction.

If the gain in area and/or delay related to prime rectangles were always superior
to the gain related to rectangles covered by primes, then we could devise a procedure
similar to the Quine-McCluskey algorithm for exact two-level logic minimization
(Section 7.2.2). That is, we would search for the set of prime rectangles and then
determine a minimum-cost cover. Unfortunately, it was shown that Quine’s theorem
cannot be applied to rectangles, because non-prime rectangles can contribute to lower-
cost covers [9, 37]. Nevertheless, heuristic algorithms have been developed for the



TABLE 8.1

Kernel-cube matrix.

ol

Xad XbdXcdeXge

a b g ac e be  bd  ed ce de ge ace bee  cde

Xa Xp Xd Xg Xae Xad Xbe Kbd Xod Xee Xde Kee Kace Xpee Xede

I 2 3 4 5 6 7 8 4 10 11 12 13 14 15
a+b XaXb x| 1]1 1 0 0 0 0 0 0 0 0 0 0 0 0 0
ac+bc+d XeteXbeXd x| 210 0 1 0 1 0 1 0 0 0 0 0 0 0 0
ace+bee +de+ g | XaeXbeeXgexy | X | 3]0 0 0 | 0 0 0 0 0 0 1 0 1 l 0
a+b+ce XuXpXee ylali 1 Q Q 0 Q Q 0 ¢ | Q ] 0 0 ]
cd + g XcdXg yis5|0 0 0 1 0 0 0 0 1 0 0 0 0 0 0
ad + bd + cde + ge y| 610 0 0 0 0 | 0 1 0 0 0 1 0 0 1




378 LOGICLEVEL SYNTHESIS AND OPTIMIZATION

simultaneous cube and kernel extraction, where a prime cover is iteratively refined.
We refer the interested reader to references [6] and [37] for the details.

We close the section by recalling that the expressive power of the matrix for-
mulation goes beyond the algebraic model. Indeed cube-variable matrices can include
don’t care entries and rectangle covering methods can exploit some Boolean proper-
ties of the functions that lead to lower-cost solutions, We again refer the interested
reader to reference [37] for the details. ‘

8.3.3 Decomposition

The decomposition of logic functions has been the object of intensive investigation
that traces back to the methods proposed by Ashenhurst [2] and Curtis [16]. Davidson
{20] and Dietmeyer with Su |26] developed methods for rransforming two-level covers
into networks of NAND {or NOR) gates. We do not survey these classical methods
here, because they are reported in textbooks on switching theory |16, 25] and they
use Boolean operations. We present instead algebraic methods for decomposing large
expressions.

Such a decomposition has two goals. First it reduces the size of the expres-
sions to that typical of library celis used in the implementation or to that acceptable
by cell layout generators. Second, small-sized expressions are more likely to be di-
visors of other expressions. Hence decomposition may enhance the ability of the
SUBSTITUTE algorithm to reduce the size of the network.

We consider here decompositions based on algebraic division. Given an expres-
sion f, let fyiuise- be one of its divisors. The decomposition associates a new vari-
able, say ¢, with the divisor and reduces the original &pression to f =1 - fyuurienr +
Sremainder 3 t = faivisor- Then decomposition can be applied recursively to the divisor,
quotient and remainder.

Example 8.3.19. Consider expression f, = ace + bce + de + g. Let us select the
following divisor: fii.iver = @c + bc + d. Then, by introducing a new variable ¢, we
have:

fr
fi =ac+bct+d

te+g

The decomposition can be applied recursively only to f; with success in this case. Indeed,
by choosing fuiier = @ + b as a divisor of f, and by associating it with a new variable
‘s, we obtain:

f, =tet+g
fi = s¢c+d
fi=a+b

The decomposition is shown in Figure 8.13,
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FIGURE 8.13
Example of a decomposition.

An important issue is the choice of the divisor. An obvious choice is a kernel
of the expression to be decomposed. Different heuristics have been tried along this
line. A fast method is to pick one level-0 kernel. A more accurate one is to evaluate
all kernels and select the most promising one.

A slight variation of this method is to choose a divisor that yields either a cube-
free or a single-variable quotient. Such a divisor can be computed by performing
first a division by a kernel. Then the quotient is reduced to a cube-free expression
(if a multi-cube expression} or to a single variable (if a cube) and is used as a
divisor, as shown in the following example. (Note that two divisions are involved
and that the quotient and divisor exchange roles.) This trick can compensate a poor
choice of a kemel. Comparisons of different decomposition sirategies, as well as
extensions to non-algebraic decompositions (by replacing the algebraic division by
Boolean methods), have been reported in reference [8].

-

Example 8.3.20. Consider again expression f, = ace +bce+de+g. Let us select kernel
a-+ b, which vields f, = tce+de—+g; f, = a+b. Whereas the choice of another kernel
would have given a more balanced decomposition (as shown by Example 8.3.19), we
can improve the decomposition by taking advantage of exiracting also variable e from
the original expression.

This is exactly what the refined method does. The first divisor is g + b and the
quotient ce. We reduce the quotient to a single variable, say ¢, and we divide again the
original expression by that variable. In this case, the second quotient is e{a + &), which
is used as the new expression, namely:

fi
f

tc+de+g

ela+b)

Decomposition can be applied to all expressions of the network whose size is
above a given threshold . In general, decomposition increases the area of the network,
because the number of variables and vertices increases. The number of stages can also
increase and consequently the delay increases, even though under some delay models
more stages related to simpler expressions are faster than fewer stages with more
complex expressions.
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DECOMPOSE(G,(V. E)Y, k)|
repeat |
v, = selected vertex with expression whose size is above &;
if (v. = @) return;
Decompose expression f;

]

ALGORITHM 8.3.7

A general framework of the decomposition algerithm is shown in Algorithm 8.3.7.

8.4 THE BOOLEAN MODEL

We consider now transformations on logic networks that use the full power of the
Boolean model. Hence, each vertex of the network is associated with a local Boolean
function and a local don't care sel.

The fundamental transformation is the Boolean simplification of one or more
local functions. If the functions are expressed in sium of products form, then exact (or
heuristic) two-level logic optimization techniques-can be used for this purpose, with
slight modifications, such as the search for minimal-literal (instead of minimal-term)
forms.

We shall revisit two-level logic optimization in Section 8.4.2, where we consider
also the relations between simplification and Boolean substitution. Since all Boolean
techniques rely on the use of the don’t cares as degrees of freedom for optimization,
we shall consider first the problem of their evaluation in Section 8.4.1. We suggest
the novice reader to skip the sections on the algorithms for computing the don’t care
conditions in a first reading and concentrate on the meaning of don’t cares and their
use in logic optimization without deiving into complex mathematical models.

Eventually we shall survey other Boolean transformations for multiple-level
logic optimization, such as redundancy removal, transduction, global flow and polarity
assignment.

8.4.1 Don’t care Conditions and Their
Computation

Generally speaking, don’t care conditions are related to the embedding of a Boolean
fungtion in an environment. The knowledge of the environment can be captured by
means of the relevant patterns at the primary inputs and outputs. The don’r care con-
ditions related to the environment, called collectively external don't care conditions,
consist of a controllability and an observability component.

Whereas combinational don’f cares are specified as sets, they can also be repre-
sented by Boolean functions. For the sake of simplicity, we do not distinguish in this
chapter between don't care sets and their corresponding functions. Therefore logic
operators like (+, -, é.,") are also applied to sets with an abuse of notation. When
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different don’t care conditions are applicable to the various network outputs, we use
the vector notation to represent them collectively. Vectors of don't care conditions
can be seen as vectors of representative functions, or equivalently as a linear array
of don’t care sets. When using the vector notation, we assume that the dimensions
match the number of primary outputs n, of the network, unless otherwise stated.

Definition 8.4.1. The input controllability don't care set includes all input patterns that
are never produced by the environment at the network’s inputs.

Input controllability don't cares are denoted by the set C DCj,.

Definition 8.4.2. The output observability don't care sets denote all input patterns that
represent situations when an output is not observed by the environment.

The output observability don’t care sets are represented by a vector ODC,,,;,
with as many elements as the number 1, of primary outputs. Each element denotes
when a primary output is not observed.

The external don’t care conditions are denoted by DC.,, = CDC;, UODC,,,,
where CDC;, is a vector with n, entries equal to C DC},. Note that the vector notation
is necessary to distinguish the don’t care components related to different outputs.

Example 8.4.1. Consider network A ol Figure 8.14, with inputs and outputs denoted
by x and y, respectively. The remaining circuitry, shaded in the picture, is considered
the environment. Network A/ is fed by a demultiplexer, so that one and only one of
the signals {x;, x, x3, x4} is TRUE at any given time. For example, pattern 0000 can
never be an input to A;. Thus, the input controllability don't care set is CDC;, =
X[ X5X5X5 + X1 X + X1X3 + XiXa + XaX3 + XaXy + XaXa.

The output of network A% is in conjunction with.x,. Thus the values of y; and
y» are irrelevant when x; is FALSE. The observability don’t care set of y; and y; is
represented by x|. Similarly, the observability don’t care set of ys and y; is represented
by x). When considering network N} with n, = 4 outputs, its ODC is the vector:

ODCmu‘ =

NETWORK N1

M, =
.y e i = s :
s -
S N

FIGURE 8.14
Example of a logic network A and its environment (shaded).
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v=abx+a'cx

@ (b)

FIGURE 8.16
(a) Example of a logic network. {b) Example of a logic network after simplification.

Let us focus on vertex v,. We claim that the pattern a#'x can never be an input to f,.
This is true, because ab’ = | implies x = a’ + b = 0. Hence ab x is part of the CDC of
vertex vy, Similarly, a’x’ can never be an input 1o f, because a =0 = x = 1.

We can now use the CDC set to optimize f;. Let us minimize f, = abx + a'cx
with ab’'x +-a'x’ as the don't care set. We obtain  f, = ax +a’c. The optimized network
is shown in Figure 8.16 (b). Note that this simplification would not have been possible
without considering the don’t care conditions.

We use in the sequel the concept of perturbed network for both network analysis
and optimization.

Definition 8.4.3. Given a logic network G,(V, E) and a vertex v,, the perturbed net-
work at v, is the one obtained by replacing the local function f; by f; & 8, where § is
an additional input called perturbation. -

We represent the input/output behavior of the perturbed network by *(8), where
the superscript on f denotes the perturbation placed at v,. When & = 0 the perturbed
neiwork has behavior equal to the original network, When § = 1, the perturbed
network differs from the original network in that variable x has changed polarity.

A variable is observable if a change in its polarity is perceived at one of the
network’s output. Thus, the perturbed network model gives us a mechanism to define
and compute ODC sets. Namely, the observability don’t care of variable x is just
) & £(1).

Example 8.4.3. Cansider the network of Figure 8.17 (a). Since the network has a single
output, we nse the scalar notation. The input/output behavior of the network is f = abc.

Figure 8.17 (b) shows the network perturbed at x. The input/output behavior of the
pc'hurbed network is f*(8) = be(8 @ ab). Note that £ = F*(0) and that f*(1) = a'be.

The observability don’t care set for variable x corresponds to those input pat-
terns where a change in polarity of x does not affect the output, namely, ODC, =
(abc) @ (a'be) = abe - a'be + (abe) - (@'bc) = b’ + ¢'. Indeed, when either b or ¢ is
FALSE, y = 0 and 7 = 0 independently of x.

Let us optimize then the local function f; = ab with the der’t care set ODC, =
¥ +¢'. A minimum solution is f, = g, which corresponds to replacing the AND gate by
a wire, as shown in Figure 8.17 (c).
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x x
b Z b Z
¥
[ C
(a) (b} ' (c)
FIGURE 8.17

(a) Example of a logic network. (b) Perturbed network. {¢) Optimized network.

It is interesting to compare the dor’t care sets associated with multiple-level
networks to those associated with Boolean functions, External don’t care conditions
can be defined in both cases. Nevertheless internal don’r care conditions are specific
to logic networks, because they are related to the structure of the network itself and
to the interplay of the local functions.

Let us consider now a generic logic network. Since the network can be seen

" as a set of equations, these equations state the possible relations among the network
variables. Consider any vertex of the network, say v,. The assignment x = f, relates
x with the variables in sup{f,). Conditions described by x # f;, or equivalently by
x 9 f,, are not possible. Hence they can be considered as don’t cares.

Example 8.4.4, Consider the expression x = @' + b. Since x # a’ + b is not possible,
x@{a +h)=x'a + x'b+ xab' is a don't care condition.

The donr’t care conditions induced by the equaitions of a logic network are called
satisfiability don’t care conditions.

Definition 8.4.4. The satisfiability don 't care conditions of a network G, (V, E) is the
set;
SDC = Y xef, (8.1)

1, eVE

Example 8.4.5. Consider again the network of Figure 8.16 (a). Then SDC = x & (a' +
B+ y@(abx+a'cxy=x'a +x'b+xab +yabx+yacx+ya'c +yba+ybc' +yx'.

The SDC set can be seen as a Boolean function over the network variables. The
computation of the satisfiability don’t cares is straightforward, even though represen-
tations of the SDC set may be large at times. The evaluation of the controllability and
observability don’t cares is more involved and is detailed in the following sections.

ALGORITHMS FOR COMPUTING THE CDC SET.* The knowledge of the impossible
patterns at the network’s input C DC;, and of the satisfiability don’t cares SDC allows
us to compute the set of output patterns that the network cannot produce, termed
output controllability don’t care conditions and denoted by CDC,,,. Similarly, this
information is sufficient to compute the patterns that are not fed as input to any
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subnetwork, and in particular to any single vertex, i.e., the infernal controllability
don’t care sets.

It is important to recognize that the complement of the set CDC,,, ie,
(CDC,,.Y, is the set of all possible patterns that the network can produce for any
possible input (CPC;,). Therefore (C DC,,,) is the image of (CDC;,)" under the
function f representing the input/output behavior of the network.

There are two major approaches for computing internal and cutput CDC sets.
The first relies on network traversal and the second on image computation.

The first method consists of computing the controllability don’t care sets as-

sociated with successive cuts of the networks. Cuts are vertex separation sets in the
network graph and correspond also to subsets of variables. The cut is moved from
the primary inputs to the primary outputs. Namely, the initial cut is the set of pri-
mary input variables. To move the cut, vertices are sorted in a sequence compatible
with the partial order induced by the network graph and are added to the cut one
at a time. Vertices whose direct successors are all in the cut can be dropped from
the cut.
_ For each vertex under consideration, its contribution to the SDC set is taken
into account, by adding it to the CDC set of the current cut. For all vertices being
dropped from the cut, the corresponding variables are removed by applying repeatedly
the consensus operation on the local CDC set, i.e., by preserving the component of the
CDC set that is independent of those variables. In Algorithm 8.4.1. the cut is denoted
by set C' and the vertices being dropped are denoted by D.

The complexity of the algorithm is linear in the size of the graph if we bound
the complexity of performing the consensus operation, which unfortunately may be
potentially explosive. -

For any given cut CDC,,, is expressed in the local variables of the cut, and
hence it can be directly used for logic optimization of the subnetwoerk being driven.

CONTROLLABILITY{( G, (V, E), CDCi, ) |
Cc=v
CDCoyt = CDCip:
foreach vertex vs € VG in topological order {
C=CUuwuy: /% add vy to the cut */
CDCpry =CDCriy + fL B X2 /* add local SDC component */
D = {v € C s.t all direct successors of v are in C};
foreach vertex vy € D
CDCoiy =Co(CDCoy ks /* remove dependencies from variables in [ %/
C=C - D f* drop D from the cut */
}
CDChut = COCpps
}

ALGORITHM 8.4.1
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Example 8.4.6. Consider the network shown in Figure 8.18. Let us determine the
impossible assignments for the variables z; = d and z; = e, given the input don't care
set CDCyy = XX,

The first vertex being selected is v,. Its contribution to CDC,,, is @ @ (x; O x3).
Now variables D = {x,, x3} can be dropped from the cut. The consensus operation leaves

CDCu = x1 X},
Vertex b is selected next, adding b9 (x; +a) to CDC,,,. Now variable x; can be
dropped from the cut. The consensus operation leaves CDC,,, = ¥x, + ba.

Then vertex ¢ is chosen. For the cuf {b. ¢} we have CDC,,, = ¥'¢’. Eventually
the algorithm reaches the primary outputs. The output contrefiability don't care set is
CDC,, =¢ =z,

This means that the network can never yield a ( on output z;. From an intuitive
standpoint, this is guaranteed by noticing that (x; = 1 or x; = 1) are sufficient to imply
22 = L. But both x| and x,; cannot be FALSE, because v x, is part of C DC;,. The different
cuts are shown in Figure 8.18 (c).

A more efficient method to compute controllability don’t care sets is by means
of image computation. This method, devised first for the implicit enumeration of the
states of a finite-state machine [15], was adapted later to the computation of dor’t
cares in combinational networks [42].

For a given cut of the network (or of a subnetwork) with »n,. variables, let
f: B" — B™ be the vector function that maps the primary inputs inte the variables
of the cut. Note that when the cut is the set of primary outputs, CDC.,; = CDC,,;
and f is the network input/output behavior. Then C DC,,; is just the complement of the
image of (C DC;,)" under f. For the sake of simplicity, assume first that C DC;, = .
Then CDC,,, is just the complement of the range of f.

We show now how to compute the range of a function in terms of its output
variables. Let us consider first the range of a single-output function v = f(x}. In
general the function can evaluate to TRUE or FALSE according to the input values x.

{d.e}
: v {b,c)
E {Ba .}
i {x o x4}
P TR R el
X Xy Xy Xy
(b} (©)

FIGURE 8.18
(a) Example of a logic network, (b) Network graph. (¢} Cuts in a logic network.
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Hence the range can be expressed in terms of the output variable as y + y'. Exceptions
are the cases when f is a tautology (f = 1) and its range is y, or f’ is a tautology
(f = 0) and its range is y'.

Let us consider now the range of an m-output functiony = f(x) = [f', f%, ...,
f™1". The range of f can be expanded using the output variables as a basis as follows:

f2 fZ,
£3 13 '

range (£(x)) = y| range + y, range (8.2)
fﬂ'l \f|=| fm |f|:0

In words, the identity means that the range is the sum of two subsets. The
former corresponds to y; TRUE in conjunction with the range of the other compo-
nents restricted to the subset of the domain where y; is TRUE. The latter corresponds
to y| FALSE with the range of the other components restricted to the subset of the
domain where y; is FALSE. Note that the restriction is the generalized cofactor, as
described in Section 2.5.1, with respect to the orthonormal basis provided by f' and
its complement. Expansion 8.2 can be applied recursively by considering all output
variables, until the function is scalar and the range can be evaluated. The trick is to
use the output variables for the expansion, while f is expressed in terms of the input
variables, Note that the method is applicable to the range computation of any set of
cut variables y.

Example 8.4.7. Let us consider again the network of Example 8.4.6, shown in Fig-
ure 8.18. Assume that CDC;,, = @. Without loss of generality, let us use the identity
a4 = x; & x3. Variables d and ¢ can be expressed in terms of {x,a, x4} by the vector

function:
f = Pt +a _ | xx+a
f? (x1+a)+ (x4 +a) xit+xita
The range of f is evaluated in terms of the output variables {d, ] as follows:

range(f) =d range(fz}(xlx.;-#a):l) +d’ range(lefxgu-w):ﬂ)

= d range((x) + x4 + a@)|xzy+ar=1) T d' range((x; + x4 + @}ixyxgrar=0)

= d range(1) + d’ range(a’(x, D x4))

=de+dle+e)

=d +e
where the domain restriction is easily computed, as shown in Figure 8.19.

Thus d' + ¢ are the possible patterns, while CDC,,, = (d' +¢) = de’ = Ziz22

represents the impossible pattern. This is justified intuitively by noticing that an AND

gate cannot have a FALSE output (z;) when an OR gate with the same inputs has a TRUE
one (z;).

The effectiveness of the method stems from the fact that f can be represented
efficiently when the local functions in a logic network are modeled by BDDs. In
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——
x4 I
x1
(a)
FIGURE 8.19
(a) Minterms of f2. (b) The shaded region denotes f' = 1. Function f? is always true in the shaded

region. (¢) The shaded region denotes _,l‘" = (). Function fz, restricted to the shaded region, is a’(x; & x4),

addition, the range computation can be transformed into an existential quantification
of the characteristic equation x (x,y) = | representing y = f(x), namely range(f)
Sx (x(x,¥)) [15, 42]. BDD representations of characteristic functions and applying
the smoothing opcrator to BDDs arc simple and effective, thus making this method
practical for large circuits.

We would like to comment now on the case in which CDC;, is not empty.

Then, the range computations must be replaced by the image computation of CDC;,
under f.

anmple 8.4.8. Let us consider again the network of Example 8.4.7, with CDC;, =
xjx,. The same expansion used before applies, having changed the range computation
into an image computation of (CDC;,) = x; + x4.

Thus, function f> = x; 4 x4 +a has to be considered first in the restricted domain
delimited by both xjxy +a = 1 and x; + x4 = 1. Function f? is always TRUE in this
restricted domain. Then, function > = x;4+x4+a has to be restricted to both x,x4+a = 0
and x; + x, = 1. Function f? is always TRUE also in this second restricted domain. The
restriction is shown graphically in Figure 8.20.

Expressions similar to those of Example 8.4.7 hold, after having changed range
into image. By using an expansion in terms of variable d, since both restrictions of f?
yleld a tautology, we get image(CDC] .f) =de+d'e =e. Asaresult, CDC,,, =¢' =
24, as computed by the CONTROLLABILITY algorithm before.

The image computation CDC!, under f can be transformed into a range com-

putation of the generalized cofactor of f w.r.t. CDC],. Thus, the image computation
can be derived by an existential quantification of the characteristic equation yx (X, y)
intersected with CDC!, .

mn*

Example 8.4.9. Let us consider again the network of Example 8.4.7, with C DC;, = x|x}.
The characteristic equation is:

d & (xqxs+a) (e & (x+xs+a)) =1
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GI x4 L

xl
(a)
FIGURE 8.20
(a) Minterms of j and a ring showing restriction of the domain by excluding CDC;,. (b) Minterms of
2. The shaded region (f' = 1) inside the ring denotes the restricted domain of interest. Function f2is

always true in the shaded region. (c) Minterms of 2. The shaded region (f' = 0) inside the ring denotes
the restricted domain of interest. Function f2 is always true in the shaded region,

by expanding the expression:
x =de(xxq +a) + dea (x|x; +xx}) +d'e'a'x|x}

The range of £ is Sy, (x) = de +d'e +d'e’ = d' + e as in Example 8.4.8.The image
of CDC], = x; + x4 is equal to the range of x (x; + x4), i.e,, to the range of:

de(xyxs + a)(x) + x4) + d'ea’ (x| x4 + x,x})

which is S,y (de(xixs + a)(x) 4 x4) + d'ea’(x{xy + x)x3)) = de+de = e as in
Example 8.4.8.

The size of the CDC set may be large at times, and therefore it may be con-
venient to use subsets of the CDC set in logic optimization. The subsets can be
selected by using filters that drop some terms that are useless or unlikely in the
optimization of one or more local functions of interest. Filters will be described in
Section 8.4.2. As far as CDC conditions are concerned, the use of any local subset
is always safe, because it can lead only to underestimating other local CDC sub-
sets.

ALGORITHMS FOR COMPUTING THE ODC SETS.* The observability of a network
variable can beé tested by assuming that the variable can be changed in polarity. The
conditions under which such a change is not perceived at an output is the correspond-
ing observability don’t care set. As an example, let us consider a specific internal
variable x and an output variable y. Consider the behavior of a (single-output) net-
work as expressed by a logic function y = f(x). Then, the observability don’t care
set is just the complement of the Boolean difference df/dx = fli=1 @ Tilizo 1€
ODC, = fly=1 ® fli—o-. If the network has multiple outputs, the ODC set is a vec-
tor whose elements are the complemented Boolean differences of each scalar output
function with respect to the variable of interest.
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The observability of a variable can be redefined by using the concept of per-
turbed network. Namely, if we represent the input/output behavior of the perturbed
network by £¥(8), the observability don’t care set of variable x is just £*(0) @ f£*(1).

From a practical standpoint, the definition of ODC sets does not help its com-
putation, because it is often not possible to express outputs as explicit functions of
internal variables for size reasons. Similarly, the computation of the Boolean differ-
ence by means of the chain rule [6] can be computationally explosive. We describe
here an incremental metheod for the computation of the internal ODC set that exploits
a traversal of the logic network.

Consider first, as a simple example, a single-output network with a tree structure,
The scalar notation is used, being only one output is involved. Assume we know the
internal ODC conditions for a subset of the vertices. This subset contains initially the
output vertex, being ODC,,, determined by the environment and hence known. We
want to compute the ODC set for a vertex v, whose direct successor v, has a known
ODC set.

The condition under which a change in polarity of x is not perceived at the
output is the sum of two components:

0ODC, = (3f,/ox) +0DC, (8.3)

The first term spells the conditions under which- x is not observed at v,, while the
second term denotes the conditions under which y itself is not observed. Therefore
a simple network traversal, from the output to the inputs, allows us to compute the
ODC sets at the internal vertices and at the primary inputs.

Example 8.4.10. Let us consider the network shown in Figure 8.21 {a) and specified
by the equations:

e=b+rc
b:x1+al
c=x4taz

Let us assume that the environment does not restrict the observability of the output,
ie, ODC,, =0DC, = 0.

Then, ODC, is just equal to (3£, /8b) = (b+E)jp=1 D (B+c)|p—o = c. Similarly,
ODC. = (af./acYy = b.

x! al a2 x4 x1 a 4 FIGURE 8.21
(a) () (a) Tree-shaped network. (b} Network with fanout reconvergence.
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The observability don't care set for x, is equal to the sum of ODC, with (3f;/9x,)".
Hence ODC;, = c+a; = ) +az+x4. The ODC sets at the other inputs can be computed
analogously, yielding ODC,, = c+x; =5+ + x4, ODCpy = b+ x4 = x) ) + xy
and ODCX4 = b+az = x| +dy + d1.

For networks with general topology, a vertex may have multiple fanout and
multiple paths to any output. This situation, called fanour reconvergence in jargon,
is known to be hard to handle in both logic optimization and testing problems. The
problem lies in combining the observability of a variable along different paths, A
naive, but wrong, assumption is that the ODC set is the intersection of the ODC sets
related to the different fanout stems. Indeed, if a vertex has two (or more) paths to
a given output, we must take into account the interplay of the ability of the paths to
propagate to the output a change of polarity of the corresponding variable.

Example 8.4.11. Let us consider the network shown in Figure 8.21 (b) and specified
by the equations:

e =b+c¢
b=x+a
c=x+a

By using the arguments of Example 8.4.10, we get ODC, = ¢ and ODC, = b.

The ODC set of a related to the path (a. b. ) is x; + ¢ = x; + a + x4, while the
ODC set of a related to the path (4, c.e) is x4 + b = x4 + @ + x;. Their intersection
contains a, which would lead us to believe that a is not observed at the output, which is
false. Indeed, one of the edges (v,. v). (v,. v.) is redundant. but not variable a.

Let us consider now multiple-output networks for the sake of generality. To
compute the internal ODC sets correctly, we use an extended annotation of the logic
network, where variables and ODC sets are associated with both vertices and edges.
We denote the ODC set related to edge (v,. v,) as ODC, ,, which is computed by a
formula similar to 8.3 but in vector notation, namely:

ODC,, = (3f,/3x)'1 +ODC, (8.4)

In words, each component of vector ODC,  is the sum of the corresponding compo-
nent of ODC, and the somplement of the local Boolean difference.

Whereas the computation of the edge ODCs is straightforward, the derivation of
the ODCs at vertices that are the tail of multiple edges (i.e., multiple-fanout vertices)
is more ::omplex. For simplicity, let us consider first the computation of the QDC
set at verlex v,, denoted as ODC,, that js the tail of two edges (v, v,), (vy, v;), as
shown in Figure 8.22.

A method for analyzing this situation proposed by Damiani et al. [17] is based
on considering first the observability of x along each path independently. For this
reason, variable x is copied into variables x| and x,, which are associated with edges
(e, vy) and (v,. v;). respectively. Let us assume now perturbations of the network
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oDc, 0DC.

FIGURE 8.22
Example of a two-way fanout stem.

at x; and x> and let £*-"(3;, 8>) denote the input/output behavior of the perturbed
network. -

The observability along the path including (v, v,) is computed assuming that &,
and 8, are independent perturbations. In particular, ODC, , = £*"2(1, §;) & F**(0,
8,). Similarly ODC, . = £7-%(§), 1) @ £(8, 0}. Note that £*-*>(1, 1) & £°-2(0, 0)
is the ODC set of variable x in the original network, because it captures the conditions
under which a consistent change in polarity of x is propagated to the outputs along
the paths through v, and v..

We use now an algebraic manipulation® to relate the previous expressions for
ODC, , and ODC, . to ODC,, namely:

ODC, = %1, 1y & (0,0 ’ (8.5)

— f.\'|.)‘3(1, 1) @ f.\’]..‘i‘;(o‘ 0) é (f.\.‘]..\'g(o’ 1) 'é f,\’|.,\’1(0! l)) (86)

= {2, 0 @ ey @ T B 0,00 (8T

= ODCL,‘.‘IEz:] [S>] ODC,‘—':I,5|=0 - (8.8)
- ODC.(._‘.'L\'::I' é ODC.(.:',\';:X (89)

This formula yields a way of constructing the ODC set of vertex v, from those of the
edges (ve, vy}, (vy, o).

By symmetry, by exchanging y with z (and the corresponding ODC sets), a
similar formula can be derived:

oncC, = 0DC, ,|,=x & ODC, |, = (8.10)

Note that for two-way fanout stems there is no need for explicit edge variables.
Indeed, any edge ODC set can depend only on the copy of the variable associated
with the other edge. Since no confusion can arise, the edge variables can be the same
as the corresponding vertex variable. Hence we can rewrite Equations 8.9 and 8.10
as:

oDC, = ODC, ,(,.. & ODC,. @&.11)
= 0ODC, , & ODC, .|« (8.12)

IRecall that a @ | = a and that b b = 1 for any variable or function &, b. Hence a @ (b & b) = a.
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This is not the case for multi-way fanout stems, because an edge ODC set may
depend on different copies of the related vertex variable. Hence, edge variables must
be recorded and distinguished.

Example 8.4.12. Let us consider again the network of Example 8.4.11 and shown in
Figure 8.21 (b). Since there is a single output, we use the scalar notation ODC, ;, =
xi+a+x,and ODC, . = x| +a + xy. .

Then ODC, = ODC, ,liee ® ODC, .. Hence ODC, = (x; +a +x1) @
(x| +a+ x4) = x1 + x4, which represents exactly the conditions under which variable
is not observed at the output.

This result can be generalized to more than two fanout stems. The following
theorem shows how the ODC of a vertex can be computed from those of its outgoing

edges in the general case.

Theorem 8.4.1. Let v, € V be any internal or input vertex of a logic network. Let

{x;,i = 1,2,.... p} be the variables associated with edges {(x,w)}; i = 1,2,..., p}
and ODC, ., i = 1,2,..., p, the corresponding ODC sets. The observability don’t care
set at a vertex v, is given by:
r—al 4
ODC, =P _ ODC. L, = my e (8.13)
Proof. Let %0, xa0 .. , X, ) describe the modified network with independent perturba-
tions {§;,i =1,2...., p}on vanables {x;,i = 1,2, ..., prl. The ODC set for v, is:
OoDC, = f*(l.1.---. 1. 1) & fX(0.0.---,0.0) (8.14)

It can be rewritten as:

ODC, = (f*(1.1..... D&, ..., N

& w.0,....0DF0.0..... 0)) (8.15)

Equivalently:
ODC, = ODC, ,isz5=1 & ... & ODC.,,l5 =5, =0 (8.16)
= ODC, \lgemsyer & ... & ODC,, |, ,=v ® ODC,,, (8.17)

which can be rewritten as:

. F

) ODC, =P _ OPC. | = mrpmr (8.18)

This theorem allows us to devise an algorithm, shown in Algorithm 8.4.2, for the
computation of the internal and input ODC sets, starting from ODC,,,,. The algorithm
traverses the network from the primary outputs to the primary inputs. For each vertex
being considered, the ODC sets associated with its outgoing edges is computed first
as the union of the ODC sets of the direct successors and the complement of the local
Boolean difference. Then, the ODC set for the vertex is computed using Theorem 8.4.1.
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OBSERVABILITY( G, (V. E}, ODC,,; } {
foreach vertex v, € V in reverse topological order |

for i=1top) /* consider all direct successors of v, */
ODC, , = (8f, /3x)'1+0DC, ; /* compute edge ODC set */
oDe, = @:,:IODCX_ [ . /* compute vertex ODC set */

}

ALGORITHM 8.4.2

Note that this step is trivial, when the vertex has only one direct successor, because its
ODC set equals that of the outgoing edge. Vertices are sorted in a reverse topological
order consistent with the partial order induced by the network graph.

The complexity of the algorithm is linear in the size of the graph if we bound
the complexity of performing the cofactor operation, which may require re-expressing
local functions with different variables. For each variable, the intersection of the
elements of the corresponding ODC vector yields the conditions under which that
variable is not cbserved at any output. This set is called the global ODC of a variable.
The vector of dimension n; whose entries are the global ODC conditions of the input
variables is the input observability don’t care set ODC;,.

Example 8.4.13, Consider again the network of Figure 8.18. The ODC sets at vertices
vy and v, are;

1
oDng, = (?), ODC. ="‘(0)

which means that the 4 is fully observable at the first output (i.e., empty ODC} and not
observable at the second one (full ODC). Opposite considerations apply to e.

First, consider vertex v, and edge (v, va}. ODC,,; = (?) + (:,) = (C] ),

1 i
because ¢’ = (3f;/ab)'. Similarly ODC, , = ( 0) + (z) = (C ) Therefore ODC, —

ODC, ey B ODC,, = ('3 )
C
Next, consider vertex v.. Now ODC., = (?) + (z,) = (bl ) Similarly,

l _ ¥
ODC.. = (é) + (’;) = (, - Therefore ODC, = ODC. 4looc B ODC... = (I; )
Consider now vertex uv,:

’ (c(;) (Xl)
i
( | ])
C+.I]

_ ( x,a' +x; )
- xy+a+x
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opc.. = () + (%)
_ (b’+X4)
b+ xy
_ ( xa +x, )
X1 +a+xa
Therefore:

ODCG = ODCa.b Ia:ﬂ' é. ODCa‘c
_( x,a 4+ x )t o ( x1@ + x4 )
T Axyta+4x /e X tat+x
_ ( xa+x ) 5 ( xia’ + xg )
X4+ﬂ’+xl xn+atx
= ()
x|+ X4

The global observability of a is (x;x4)(x; +x4) = x;x4. By progressing in a similar
way, we can then determine the observability of the inputs, which may be used as external
ODC sets for the optimization of a network feeding the one under consideration.

In general, ODC sets may be large functions. Therefore ODC subsets may be
wseful for logic optimization. Differently from the CDC set case, we cannot drop
arbitrary elements of the ODC set of a variable and then yse the subset to compute
the ODC set for some other variable. Indeed, the & operator used to compute the
vertex ODC set involves implicitly the complement of the edge ODC sets. Hence,
some ODC subset may lead to computing ODC supersets at other vertices, which is
not a safe approximation.

Example 8.4.14. Consider again the network of Figure 8.18. Let the ODC sets of edges
(vy, vp) and (v,, v.) be approximated by subsets as O’f)-'(},,_b = (il) and Ofl‘)_'C,,'c =

1
(x4 ) Then:
X4

e, = ()1 3 (3)
X1 a=gq X4
_ (x1x4—!—x{xi)
o - x;x4+x{xf4

Note that both components of 0”6c,, are not subsets of the corresponding components
of ODC,.

Different safe approximations of the ODC sets have been proposed and they
are surveyed and contrasted in reference [17]. The simplest [8] is to approximate the
local ODC set by just the intersection of the complement of the Boolean difference
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of the immediate successors with respect to the variable under consideration. In other
words, the ODC subsets of the successors are neglected.

Other approximations yield subsets of larger size. Among these, we mention
two that are noteworthy and we show here the formulae for two-way fanout sterns,
the extension being straightforward. The first can be obtained by expanding the @
operator appearing in Equations 8.1] and 8.12 and summing them:

oDC, = (ODC\-.I(=‘) . (ODC‘-‘:) + (ODC—‘-’.}'JIZI')’ : (ODCJ-")’ +
-+ (ODCX\) - (ODC.Y.:l.I:.r') + (ODC,\’,)'), . (ODCx‘z'x:t’)f (8-19)

If subsets of the edge ODCs and of their complements are available, then the above
equation can provide a subset of the actual ODC,, by substituting the subsets in
place of the corresponding full seis. Note that subsets of the ODC sets and of their
complements must be computed and stored.

A second approximation method is based on disregarding the complements of
the ODC sets and hence on the formula:

ODC; = (ODC, ,|,—.) - (ODC, .} + (ODC, ) - (ODC; |,—) (8.20)

If subsets of the edge ODCs are used as arguments of the above formula, a subset of
the ODC is returned.

Example 8.4.15. Consider again the network of Figure 8.18. Again let the ODC sets

of edges (v,.wvs) and {(v,.v.) be approximated by subsets as OT)?J,,_,-, = (x|) and
X
oDC, . = ('r"‘ ) Then:
Xy

e R o A I e
Tl VA X Xad jamar X1x4

Both components of Oﬁéa are now subsets of the corresponding components of ODC,.

8.4.2 Boolean Simplification and Substitution

We consider now the problem of simplifying a logic function with the degrees of
freedom provided. by the local don’t care set. We define simplification informally as
the manipulation of a representation of the local function that yields an equivalent one
with smaller size. Equivalence will be defined rigorously later. We shall then extend
this problem to the simultaneous optimization of more than one local function.
Two-level logic optimization algorithms are applicable to this problem under the
assumption that local functions are represented by two-level sum of products forms.
Nevertheless we must consider a few subtle differences with respect to the problems
addressed in Chapter 7. First, the objective of local function simplification in the
frame of multiple-level logic optimization should not be the reduction of the number
of terms. A more relevant goal is reducing the number of literals. It may also be
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important to minimize the cardinality of the support set of the local function, which
is directly related to the required local interconnections.

Exact and heunistic algorithms for two-level minimization can be modified to
optimize the number of literals. In the exact case, prime implicants can be weighted
by the number of literals they represent as a product, leading to a minimum weighted
(unate) covering problem that can be solved with the usual methods. In the heuristic
case, the expand operator yields a prime cover that corresponds to a lecally minimum-
literal solution, The minimizer may be steered by heuristic rules toward a solution
that rewards a maximal reduction of literals (instead of product terms). A method for
minimizing the cardinality of the support set is summarized in reference [6].

The second noteworthy issue in simplifying a local function is that the reduction
in literals can be achieved by using a variable which was not originally in the support
set. Roughly speaking, this corresponds to “substituting a portion of the function” by
that variable. Indeed, this is exactly the same as performing the Boolean substitution
transformation that was mentioned in Section 8.2.3. Note that the simplification of
a local function in isolation (i.e., without the don’t care conditions induced by the
network interconnection) would never lead to adding a variable to the support set,
because such a variable is apparently unrelated to the function. The don’t care con-
ditions help to bridge this gap, because they encapsulate global information of the
network and represent the interplay among the different local functions.

Example 8.4.16. Consider again the second case of substitution mentioned in Example
8.2.12, where we try to substitute g = a—+cd into f;, = a+bcd-+eto get f =atbg+e.
Let us consider the SDC set g ® (@ + cd) = g'a + g'cd +qa’(cd)’. The simplification of
fr=a+bcd +e with g'a + g'cd + ga’(cd) as a don't care set yields f, =a+bg +e.
{Cube by can replace cube bed because the minterms where the cubes differ are part of
the don’t care set.) One literal is saved by changing the support set of f;.

Thus Boolean simplification encompasses Boolean substitution. Therefore we
can concenirate on Boolean simplification in the sequel.

We can envision two major strategies for performing Boolean simplification:
optimizing the local functions one at a time or optimizing simultaneously a set of
local functions. Consequently, the target of each simplification is a vertex in the first
case and a subnetwork in the second case. We refer to the two strategies as single-
vertex and multiple-vertex optimization, respectively.

The two approaches differ substantially, because optimizing a local function
affects the don’t care sets of other local functions. Thus, when optimizing the local
functions one at a time, the don't care sets change as the network is being optimized.
Conversely, when optimizing more than one local function at a time, the corresponding
degrees of freedom cannot be expressed completely by independent sets.

SINGLE-VERTEX OPTIMIZATION. Let us consider a logic network G,.(V, E) and
a vertex v, that is chosen to be a target of optimization. We must consider first which
functions are the feasible replacements of function f,. This is obvicusly dependent
on the local environment, i.e., on the interconnections of v, in the network.
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FIGURE 8.23
(a) Example of a logic network. (b) Perturbed network at x to show the replacement of f, = ab with
g: = a. (¢) Optimized network.

We use again the concept of a perturbed network. The replacement of a local
function f, with another one, say g,, can be modeled by means of a perturbation
8 = f. ® g., as shown in Figure 8.23. This allows us to formalize the equivalence
of two networks, the latter obtained from the former by replacing f, with g,. Recall
that £, f* and DC, ., are functions of the primary input variables.

Definition 8.4.5. Consider a logic network and another network obtained by replacing a
local function f, with g.. The two logic networks are equivalent if the vector equality:

0 = £ (f, @g) (8.22)

is satisfied for all observable components of f and all possible primary input assignments.

In other words, the difference in input/outputbehavior of the two networks must
be included in the external don’t care set. or equivalently:

O & t°(f: ® 5 < DCoy, (8.23)

If we define e(§) = £(0) & f£*(8). then e(§) represents the error introduced by
replacing f, with g,. The don’t care set represents the tolerance on the error. We say
that a perturbation is feasible if 8.23 holds.

Additional insight into the problem can be gained by the following theorem.

Theorem 8.4.2. Consider a logic network obtained by replacing a local function f;
with g,. A sufficient condition for equivalence is that the perturbation § = f, @ g, is
contained in all components of DC,,, + ODC,.

# " Proof By definition of equivalence, f*(0) & f*(§) € DC,,,, where § = f, & g.. Let
e(d) = F{0) @ f*(8). By performing an expansion on variable §, we have:

e(d) =50 @ () + &) & £(0)
Hence e(5) = § ODC.. which implies that:

30DC, € DC,, (8.24)
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The above equality holds if and only if:

31 C DC.,, +0ODC, (8.25)

Theorem 8.4.2 does not assume anything about the support set of g,. If we as-
sume that sep(g,) is a subset of the primary input variables, the condition is also nec-
essary, because otherwise there would be some don 't care condition not accounted for.

Assume now that f, and g, have the same support set §(x) that includes vari-
ables associated with internal vertices. Then the impossible input patterns for f; and
& are additional degrees of freedom for the replacement of f; with g,. Therefore the
local don’t care set of variable x includes also the controllability component, i.g.:

DC, = DC,,, + ODC, + CDCyy, (8.26)

Finally, assume that sup(g,) is included in the set of network variables, as in the
case in which we attempt Beolean substitution, Again the impossible input patterns at
the inputs of f, and g, also have to be accounted for. Therefore the local dor’t care
set includes also the SDC set for all variables but x, i.e., SDC, = Z ya f.

v, €VO: v £y
Therefore:
DC, =DC,,; + ODC, + SPC, (8.27)

where SDC, = SDC,1. Whereas this definition of $DC, is compatible with the
literature [6], the astute reader will notice that variables corresponding to successor
vertices of v, cannot be added to the support of the local function f,, and therefore
the corresponding contribution to §DC, can be ignored.
Corollary 8.4.1. Let f, be replaced by g,, where sup(g;) is included in the set of all
variables excluding x. A necessary and sufficient condition for equivalence is that the
perturbation § = f, & g, is contained in all components of DC, = DC,,, + ODC, +
SDC..

The corollary states that DC, = DC,,, + ODC, + SDC, represents the don’t
care conditions for any vertex v, € VC. Note that since the perturbation must be
contained in all components of DC,, it is convenient to check its containment in their
intersection, denoted by DC,.

Example 8.4.17. Consider the network of Figure 8.23 (a). Assume that there are no
external don’t care sets and that we want to optimize f; by replacing the aND gate by a
stratght connection, i.e., g, = a. Hence the perturbation is § = f, &g, = abda = ab’.
A Teasible reptacement is one where the perturbation is contained in the local don’t care
set DC,. A simple analysis yields ODC, = ¥ = b’ + ¢'. Then DC, = & + ¢’ because
the inputs of g, are primary inputs. Since & = ab’ € DC, = &' + ¢/, the replacement is
feasible. The optimized network is shown in Figure 8.23 (c).

The local don’t care sets encapsulate all possible degrees of freedom for replac-
ing f. with g.. In practice, the external don’r care sets are specified along with the
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SIMPLIFY SV( G, (V.E} )|
repeat |
v, = selected vertex;
Compute the local don’t care set DC,;
Optimize the function f:
} until (no more reduction is possible)

]

ALGORITHM 8.4.3

logic network and the SDC, CDC and ODC sets can be computed by the algorithms
presented before. Note that the local don't care set for a variable may be large and
contain components that are irrelevant to the simplification of the corresponding local
function. Corollary 8.4.1 just states that the local don’r care sets contain all relevant
components,

Filters are used to reduce the size of the local don't care sets. Filters may drop
terms of the local don'r care sets while considering the uselessness, or unlikelihood,
that they contribute to minimizing those functions. In the first case the filters are called
exact, otherwise they are called approximate. Both types of filters exploit the topology
of the network.

An example of an exact filter is the following. The filter considers the support
sets of the local function to be simplified and of the cubes of a sum of products
representation of the corresponding local don’t care set. Consider a vertex v,. Let
DC, = D U E such that {{sup(F) U sup(D)) N sup(E)] < 1. Then, it can be
shown formally that the cobes of E are useless for optimizing f; [38, 43). (See
Problem 9.) =

Approximate filters are based on heuristics. An example is discarding those
cubes of the dor’t care set whose support is disjoint from that of the function to be
minimized. Another example is to disregard those cubes whose support is larger than
a given threshold, i.e., corresponding to Boolean subspaces too small to be relevant.
We refer the interested reader to references [38] and [43] for details.

A simple framework for single-vertex optimization is given in Algorithm 8.4.3.
Different heuristics can be used to select vertices and filters to limit the size of the
local don’t care set.

MULTIPLE-VERTEX OPTIMIZATION.* We consider now the problem of the si-
multaneous optimization of the functions associated with a set of vertices of a logic
network. We use perturbation analysis as a way of describing the replacement of local
functions with new ones at the vertices of interest.

Let us assume that we want to simplify n local functions, related to variables
{x;,i =1,2,...,n). Hence we introduce multiple perturbations {§;,i = 1,2, ..., s}
in the network, one for each variable, as shown in Figure 8.24. Each perturbation
is the difference between the old and new functions to be assigned to each vertex,
ie, {8 = fi, @g..i = 1,2,...,n}. We use the vector notation 1o denote the set of
perturbations § and perturbed variables x,
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FIGURE 8.24

(a) Example of a logic network. {b) Network with multiple perturbations. {c) Optimized network. (d)
Another optimized network.

By definition of equivalence, the difference in input/output behavior of the orig-
inal and perturbed network must be contained in the external don’t care set, namely:

>0 @ (6 < DC,, (8.28)

It would be useful to transform this inequality into bounds on the individ-
ual perturbations {3;, = 1,2, ...,n}, in a fashion similar o Theorem 8.4.2. Unfor-
tunately the bounds are more complex than those used in single-vertex optimiza-
tion. Note first that a simultaneous optimization of multiple vertices using the
local don’t care sets, computed as in the previous section, would lead to erroneous
results.

Example 8.4.18. Consider the circuit of Figure 8.24 (a). Assume the external don’s
care set is empty, for the sake of simplicity. Let us compute the ODC sets GDC, =
y=bF+c, ODC, =1 = b +a’. Assume we want to replace f; by g, = a and e
by gy = c. Even though both perturbations §; = ab” and §; = #'c are included in the
corresponding local don't care sets, the simultaneous optimization leads to an erroneous
network, implementing z = ac. Only one perturbation (corresponding to replacing one
AND galte by a wire) is applicable at a time.

It i interesting to look at the multiple-vertex optimization problem from a differ-
ent perspective. Let X be the set of vanables under consideration. Then, some patterns
of x may be equivalent as far as determining the value of the primary outputs. Thus,
the mapping from the primary input variables to the variable x, which satisfies the
equivalence constraint 8.28, can be characterized by a Boolean relation. Therefore
multiple-vertex optimization can be modeled as finding a minimal implementation of
a multiple-cutput function compatible with a Boolean relation.
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Example 8.4.19. Consider again the circuit of Figure 8.24 (a) with no external don’t
cares. Let x. y represent the perturbed variables. The primary output is TRUE only when
X,y = |, 1. The remaining patterns for x, y, i.e., { 0,0; 0,1; 1,0 }, are equivalent. Hence
the subnetwork with inputs a, b, ¢ and outputs x, ¥ can be represented by the following
Boolean relation:

a b ¢ X, ¥
0 0 0/{00 01,10}
6 0 1 |1{00,01,10}
0 1 0| {0001, 10}
0 1 1,{00,01 10}
1 0 0| {00.01,10}
1 0 1][00.01,10}
11 0] {0001, 10}
| I | {11}
A minimum-literal solution is:
a b ¢ | X,y
* k 10
* 1 1 01

corresponding to x = g and ¥ = bc as in the implementation shown in Figure 8.24 (c).
Note that this solution is not unique. For example, another minimum-literal solution is
X =ab and vy = ¢ as shown in Figure 8.24 (d).

Thus, the feasible perturbations can be expressed as solutions to a Boolean
relation, Two points are noteworthy. First, Boolean gelations capture more degrees of
freedom than don’t care sets, and thus multiple-vertex optimization is a more powerful
paradigm for optimization than single-vertex optimization. Second, Boolean relations
reduce to Boolean functions in the limiting case of single-vertex optimization. Indeed,
single-output relations are logic functions, possibly incompletely specified. Thus, in
the single-output case it is possible to specify feasible perturbations as incompletely
specified functions, as stated by Theorem 8.4.2.

Example 8.4.20. Consider the circuit of Figure 8.24 (b). Assume again that the external
don’t care set is empty. The constrainis on the equivalence of the perturbations are:

[TMab 8,8 B @, be.0.0) = |

Therefore:
{ab & 8))(bc D 8>) = abe

A trivial solution is obviously provided by 8, = 0,8, = 0. Non-trivial solutions are
§ = ab', 5, =0 and § = 0,8, = b'c, whose validity can be easily checked by back
substitution. The first non-trivial perturbation corresponds to choosing g, = ab®ab’ = qa,
and its implementation is shown in Figure 8.23 (c).

There are then two major avenues for multiple-vertex optimization. The first is
to extract the subnetwork target of optimization, model its input/output behavior as a
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Boolean relation and apply corresponding exact {or heuristic) minimization techniques.
The second methed is to search for bounds for feasible simultaneous perturbations.
These bounds can be used to compute mutually compatible don’t care sets that re-
flect the degrees of freedom of each local function in the simultaneous optimization
problem. Whereas this approach leads to formulating the optimization problem as a
Boolean function minimization problem (and hence simpler to sclve than the corre-
sponding Boolean relation minimization problem), it is possible to-show that some
degrees of freedom in logic optimization are not captured by the compatible don’t
care sets. Hence, this approach is less general than Boolean relation optimization. It
should be noted, though, that compatible don’t care sets can be computed for arbi-
trary subsets of vertices whose local functions may have arbitrary support sets. On the
other hand, the specification of a Boolean relation entails identifying a set of inputs
and a set of outputs, the latter being associated with the vertices that are the target
of the optimization. Therefore this approach is well-suited for optimizing cascaded
subnetworks.

We describe multiple-vertex optimization by reans of compatible don’t care sets
first, to draw the parallel with single-vertex optimization. We comment on relation-
based optimization later.

COMPATIBLE DON'T CARE CONDITIONS.* Single-vertex optimization relies on the
results of Theorem 8.4.2 and Corollary 8.4.1, which state that a singie perturbation
is valid when it is bounded from above by the local don’t care set. This result does
not generalize to multiple-vertex optimization, as shown by Example 8.4.18. Indeed
it is possible to show formally [17] that multiple perturbations are feasible when they
satisfy bilateral (upper and lower) bounds. The bounds for one perturbation depends
in general on the other perturbations. b

To avoid the complexity of computing and deriving the exact bounds, a con-
servative approach can be used, where only perturbation-independent upper bounds
are used. Satisfaction of these bounds is a sufficient (but not necessary) condition
for equivalence. The implementation of this approach bears some similarities with
single-vertex optimization, where a local donr’t care set is computed and used for
simplification. Nevertheless some feasible transformations may not be found, because
of the restriction applied to the bounds.

Note that the external don’t care sets are invariant on the perturbations. Con—
versely, the satisfiability don't cares related to the vertices being optimized are ob-
viously subject to change, and therefore are excluded from the local don't care sets.
We concentrate then on the analysis of the ODC sets and on the computation of those
subsets that are invariant under simultaneous independent perturbations.

Definition 8.4.6. Consider a set of vadables x;,.{ = 1,2, ..., n. Observability dorn’t care

sets are called compatible and denoted CODC, .i = 1, ..., n, when they do not depend

on the perturbations themselves and

51CDC,,+CODC,,, i=1....n (8.29)

represents a sufficient condition for equivaience.
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A compatible ODC (CODC) set is said to be maximal if no other cube can be
added to it while preserving compatibility.

From a practical standpoint, the derivation of CODC sets is very important,
because it enables us to simplify simultaneously and correctly a set of local functions.
Thus CODCs play the role that ODCs have in single-vertex optimization. Maximal
CODC sets are relevant because they provide more degrees of freedom than non-
maximal ones. ' .

From an intuitive point of view, we can justify the computation of the CODC
sets as follows. Let us order the vertices of interest in an arbitrary sequence. The first
vertex would have its CODC equal to its ODC set. The second vertex would have
a CODC smaller than its ODC by a quantity that measures how much a permissible
perturbation at the first vertex would increase the observability of the second {i.e.,
deprive the second vertex of some degrees of freedom). And so on.

Two simple observations are obvious. First, the CODC sets depend on the order
of the vanables being considered. This is because we remove iteratively the depen-
dency of the ODC set on the other perturbations. Since it is not efficient to consider
all orders, we must settle for a possible underestimation of the degrees of freedom
due to observability.

The second observation is that CODC sets can still be derived by network
traversal algorithms, such as the ODCs. Attention has to be paid to restricting the
ODC set in an appropriate way. Unfortunately, in the general case, maximal-vertex
CODC sets cannot be denived directly from edge CODC sets, and full ODC sets must
also be derived. Approximation methods are also possible that compute non-maximal
CODC sets by avoiding the computation of full ODC sets.

The calculation of the CODC sets by network traversal entails three major steps:

1. The computation of the ODC sets related to the edges.
2. The derivation of the corresponding CODC sets by restricting the ODC sets.

3. The computation of the CODC sets related to the vertices by combining the edge
CODC sets.

The first and last steps parallel those used for the full ODC sets. The intermediate step
is illustrated here for the case for n = 2 perturbations and a single-output network,
namely: '

coODC,, = 0DC,, (8.30)
- CODC,, = C,(0DC,,) + 0ODC,,0DC, (8.31)

Intujtively, the first CODC set is the full ODC. The second CODC set consists of
two terms: the component of ODC,, independent of x, and the restriction of ODC,,
to when x, is observable (and thus no optimization can take advantage of CODC,)).
We refer the reader to reference {17] for the general case.

Example 8.4.21. Consider computing the CODC sets for the circuit of Figure 8.24
(a). The ODC sets are ODC, =y = b + ¢, ODC, = x' = b + «'. Let us now
derive the CODC sets. Assume (arbitrarily) that the first vertex is x and the second is
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SIMPLIFY MV{G(V.E) )|
repeat |
U = selected vertex subset;
foreach vertex v, € IJ
Computc CODC, and the corresponding local don’t care subset ﬁ?lx;
Optimize simultaneously the functions at vertices U/,

} until (no more reduction is possible)

)

ALGORITHM 8.4.4

¥. Then CODC, = ODC, = ¥y and CODC, = C,(ODC,) + ODC,(ODC,) =
C.xY 4+ x'y = x'y = (b + a’)bc = a'be. Indeed CODC, € ODC,. Note that m this
example the AND gates have single fanout, Hence the edge observability is the same as
the vertex observability and step 3 is skipped.

The significance of the increased observability of ¥ is due to the fact that f,
may be subject to change, for example, being replaced by g. = a. In this situation, f,
cannot be simultaneously reduced to g, = ¢, because this would not yield equivalent
networks. —

_Thus, the simultaneous optimization of f, = ab and f, = be with DC, =b"+ ¢’
and DC, = @'bc yields g, = a and g, = be, as shown in Figure 8.24 (c). Note that the
multiple optimization specified by g, = ab and g, = ¢ cannot be found with these CODC
sets, while it is feasible in principle [Figure 8.24 (d)]. Conversely, the computation of the
CODC sets with a different variable sequence would allow the simplifications g, = ab
and g, = ¢, while it would disallow g, =« and g, = bc.

The general approach to multiple-vertex simpliﬁcati(‘)n using compatible don’t
care sets and logic minimization is based on iterating the steps shown in Algo-
rithm 8.4.4.

Often, all internal vertices are considered at once (i.e., I/ = V%) and one
iteration is used. Thus the local don’t care sets reduce to the combination of the
CODC sets and the external DC sets. Multiple-output logic minimizers can optimize
simultaneously all local functions.

BOOLEAN RELATIONS AND MULTIPLE-VERTEX OPTIMIZATION.* Multipie-
vertex optimization can be modeled by associating the vertices (that are the target
of optimization) with the outputs of a Boolean relation. This approach is more general
than using compatible don’t cares, because Boolean relations model implicitly the
mutual degrees of freedom of several functions.

The difficulties related to using a relational model are the following. First, the
equivalence classes of the Boolean relation have 1o be determined. Second, an optimal
compatible (multiple-output) function must be derived. Boolean relation optimization
(see Section 7.6) involves solving a binate covering problem and is mere difficult than
minimization of Boolean functions.

We show next how it is possible to derive the equivalence classes of a Boolean
relation from the ODC sets of the vertices that are the target of multiple-vertex opti-
mization. We introduce the method by elaborating on an example.
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Example 8.4.22, Consider again the circuit of Figure 8.25 related to Example 7.6.1. We
want to determine the equivalence classes of the relation that can model subnetwork M,
whose observability is limited by network M.

Let f denote the input/output behavior of network A, Without loss of gencrality,
assume that the comparator’s output z is 0,0 when x is smaller than 3, 1,0 when x is 3
or 4 and 1,1 when x is larger than 4. Then:

= (Xj.\'(] + x2x }
- X1 X0 + X2
The observability don't care sets of variables x, found by the OBSERVABILITY algo-
rithm, are:

oDe,, = (xg +x ); ODC,, = (x2 +x0); onC,, — (xlxn)

_l’; + x2 X6+X2 X1Xp

The equivalence class of pattern xi, x2, x3 = 0, 0, 0 is the set of patterns xj. x{, x;

that satisfies f(xz, x1, x¢) = £(0, 0, 0) and is therefore described by the function:
EQV 0= f(x2,x).x0) @ £(0,0.0)

We use now an algebraic manipulation similar to that used for computing the ODC sets.
Since f(x1, x1, 0) B f(x2. x;, 0) =1 and f(x,, 0. 0) & [(x,.0,0) = 1, we can rewrite the
above equation as:

EQV, 00 = (Fx2. 51, x0) B 102, 1. 0)) B (f(xz, 11, 0) B £(x2. 0, 0)) B (£(x2.0,0)
 1(0.0,0))

(xs+0DC,) & (x] +ODCy ly=0) & (x3 +ODCyy =0, =0}

_ (x6+,r.+x;) 5 (.r;+x;) 5 ( 1 ) _( x5 + 1 )
B N T LA 1 ) T\ x
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where we used the identity:
fla, p) & fla.0) = (b - 3f/3b) = b'1 + ODC,

Each component of EQV,, describes the equivalence class of the reference
pattern 0, 0, 0 with respect to an output, We are interested in the equivalence class with
respect to all outputs, described by the product of all components of EQV, ;, ,, which in
this example is xjx,+ x5x|. This corresponds to the patterns {000, 001, 010} of Example
7.6.1. The other equivalence classes can be derived in a similar way,

The derivation of the equivalence classes is applicable to any subnetwork with
outputs x;, { = 1,2,..., p. Let f denote the input/output behavior of the driven
network (e.g., A2 in Figure 8.25). Let x” € BP be a reference pattern.

Theorem 8.4.3, The equivalence class of any given configuration pattern x” is:
— > _
EQer = @i:l (X,' &b x + ODCJ, |,x]=x]'....r,-_|=.r.’71)

Proof. The equivalence class of any given configuration X" = [x], x} ..., x/ T is the set
of configurations that satisfies:

EQVy = f(x) @ f(x") - (8.32)
The following identity holds:
EQer = (f(xl,xz....,xp) @f(x{.xz ...... X P))

& (fix], xa, ... ) B x)) T (8.33)

It

@B (R x5 x x) @ xfL x))

= @ (fexf x50 XX xy) BRG] X Xy X))
(8.34)
The theorem follows from the fact that the ith term of the summation is:
5 B x4 ODC, sty mar (8.35)

where we used the identity:
f(a. b) B f(a, 0) = (b - 3/3b) = b'1 + ODC,

The significance of this theorem is that we can express each equivalence class
for the outputs of the subnetwork to be optimized by means of the information of the
ODC sets. Hence, Boolean relation-based optimization of muitiple-ievel networks can
be organized as shown in Algorithm 8.4.5.

Example 8.4.23. Consider again the network of Figure 8.24 (a). Assume that a subnet-
work is selected, such as that corresponding to the shaded gates in the figure. The scalar
notation is used, because there is a single output.
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SIMPLIFY MV R( Ga(V. E) )

repeat {
I/ = selected vertex subset;
foreach vertex v, € U

Compute OC Dy;

Determine the equivalence classes of the Boolean relation of the .subnetwork indnced by L/;
Find an opumal function compatible with the relation using a relation rinimizer;

} uatil (no more reduction is possible)

]
ALGORITHM 84.5

Let us compute first the ODC sets at the output of the subnetwork: ODC, = ¥
and ODC, = x'. Let us now derive the equivalence classes. Let us consider first pattern

00. Hence:
EQVw = (x & 0+0DC) & (v & 0+ 0DC,|,—0)
(X +3) ® (' +x]z0)
(x'+3y) @ 1
x4y

lh

fl

This means that patterns {00, 01, 10} are equivalent at the primary output. This can be
understood by considering that only the pattern 11 can yield a 1 at the primary output.
Since there are only four possible patterns, this completes the computation of the equiv-
alence class. The relation can then be expressed by The table shown by Example 8.4.19.
The comresponding minimum compatible functions are g, = a; g, = be [Figure 8.24 ()
and g, = ab; g, = ¢ [Figure 8.24 (d)].

8.4.3 Other Optimization Algorithms Using
Boolean Transformations®

We review briefly here other methods for multiple-level logic optimization that use
Boolean operations and transformations.

REDUNDANCY IDENTIFICATION AND REMOVAL.* Techniques based on redun-
dancy identification and removal originated in the testing community [10, 12]. The
ungderlying concept is that an untestable fault corresponds to a redundant part of the
circuit which can be removed. These methods can be explained in terms of don’t care
sets and perturbations with the formalism of the previous section.

We consider tests for single stuck-at faults at the inputs of a gate, modeled by
a local function. We restrict our attention to single-output networks for the sake of
simplicity. Let us assume that the gate corresponds to vertex v, with input variable
¥ related to an input connection to be tested. The input connection y corresponds to
edge (vy, v) in the network, whose ODC set is O DC,y .
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An input test pattern t that tests for a stuck-at-0 {(or for a stuck-at-1) faunlt on
y must set variable y to TRUE (or to FALSE) and ensure observability of y at the
primary output. Namely, the set of all input vectors that detect a stuck-at-0 fault on y
is {tly(t) - ODC,, () = 1} ({t]y'(t) - ODC, (t) = 1} for stuck-at-1 faults). If either
set is empty, y has an untestable fault.

Assume now that a test pattern generator detects an untestable stuck-at-G (or
stuck-at-1) fault on variable y. Then, variable ¥ can be set to a permanent FALSE {or
TRUE) value in the local function f,. This leads to removal of a connection and to
simplification of the corresponding local function.

Example 8.4.24. Consider the circuit of Figure 8.26 (a). A test pattern generator has
detected an untestable stuck-at-Q fauit (op variable y). The circuit is modified first, by
asserting a 0 on that connection, as shown in Figure 8.26 (b). The circuit can then be
simplified further to that of Figure 8.26 (c).

We justify redundancy removal by relating it to perturbation analysis. We con-
sider the case of variable y stuck at 0. (The case of variable y stuck at 1 is analo-
gous.} Let then y be set to 0, i.e,, g = fl;=0- This can be seen as a perturbation
§=f, @ fily—o = ¥-9f:/0y. We claim that the perturbation is feasible whenever
¥ is untestable for stuck-at-0 faults, By definition of an untestable fault, no input
vector t can make y(t) - O DC. _(t) TRUE, or equivalently no input vector can make

(o))

FIGURE 8.26
{a) Circuit with untestable stuck-at-Q fault. (b) Modified
(c) circuit. (¢) Simplified circuit.
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y(t) - ODCL(t) - 3f, /3y TRUE, because ODC, , = ODC, + (8f/8y)". The quantity
y-ODC,-8f, /3y is then part of the satisfiability don’t care set. The local don’t care
set at ¥, is then DC, 2 ODC+ y- ODC, - 3f. /8y = ODC, 4+ v - 8f,/8y. Hence
8 = y-3f,/0y is included in the local don’t care conditions.

Example 8.4.25. Consider Figure 8.26 (a). Let f, =aband g, = 0. Then § = ab$0 =
ab, O0DC, =ac’+bc and DC, =2 ODC, 2 &.

In practice, redundancy removal is applied as a byproduct of automatic test
pattern generation (ATPG), which returns a list (possibly empty) of untestable Faults.
Note that simplifying a local function in connection with an untestable fault may make
other untestable faults become testable. Hence, for each untestable fault (excluding the
first), an additional redundancy test is applied. If the fault is still untestable, the local
function is simplified. The entire process can be repeated until there are no untestable
faults.

TRANSDUCTION.* The transduction method is an iterative optimization method pro-
posed by Muroga er al. [36]. Transduction means transformation plus reduction. A
different terminology was used in the description of the transduction method. We
relate the original terminology to our definitions of local functions and don’t care
sets.

Consider a vertex v, of the logic network. (Vertices are referred to as gates.)
A permissible function is a function g, such that f, N (DC,) € g, € fx UDC,.
Hence it is a feasible replacement for function f.. The maximum set of permissible
funcrions (MSPF) is the largest set of functions g, safisfying the bounds. The compat-
ible set of permissible functions (CSPF) is the largest set of functions g, satisfying the
bounds when simultaneous optimizations are performed, Hence CSPF sets are related
to compatible observability don’t care sets.

The original transduction method dealt with networks of NOR gates only. Later
enhancements removed this restriction. Similarly, the original methods for computing
the MSPF and CSPF of each gate were based on manipulation of tabular forms, in
terms of primary input variables. More recent implementations of the transduction
method exploit BDDs. '

Several optimization techniques have been proposed for the transduction frame-
work [36]. The most important algorithms are based on the CSPF computation and
on the iterative application of the following transformations:

e Pruning of redundant subcircuits, based on their observability. When using CSPFs,
" redundancy removal can be applied simultaneously to several gates.

o Qate substitution. When a local function associated with vertex v, is included in
the CSPF (or MSPF) of another gate v, and v, is not a successor of v,, then gate
v, can substitute v,. The output of v, is connected to all direct successors of v,,
and v, can be deleted. This is a form of Boolean substitution.

o Connection addition and deletion. This corresponds to doing simplification (and
Boolean substitution) by increasing (and/or decreasing) the support set of a local
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function. The addition of a connection is justified when other connections can be
dropped or gates can be merged (as described next).

e Gate merging. Consider two gates and their CSPFs. If the intersection of the two
CSPFs is not void, and feasible (i.e., acyclic} connections can be made to a new
gate implementing a function in the intersection of the CSPFs, then the two gates
can be replaced by this new gate.

s Error compensation. Remove a gate and compute the corresponding error at the
primary outputs. Then restructure the network to compensate for the error.

Performance constraints can be added to the network. Overall, the transduction method
can be seen as a family of Boolean transformations that exploit a different organization
of the logic information than that described in Section 8.4 but that also have intrinsic
close resemblance.

GLOBAL FLOW.* The giebal flow method was proposed by Berman and Trevillyan
and incorporated in IBM’s LoGic SYNTHESIS SYSTEM [4]. It consists of two steps:
first, collecting information about the network with a method similar to those used
for data-flow analysis in software compilers; second, optimizing the circuit iteratively
using the gathered information. Overall, the method exploits global transformations
and the Boolean model.

Global flow information is expressed in terms of forcing sets for each variable.
Let S denote the set of variables. Then:

Fi={se8S:x=i =s5=j i je(01}} (8.36)

-

Example 8.4.26. Consider the circuit of Figure 8.27 (a). If x = L, thenc =0, d = 0,
e=1and z = 0. Hence {c,d. z} C Fyp(x) and {¢} C Fj,(x).

It is important to remark that forcing sets express implicitly the information of
the SDC set. Indeed, the implication x =i = s = j can be stated as (x&i)+(s B j)
and its complement [i.e., (x & i){(s® )] is part of the SDC set. Note that since variables
x and s may not be related by a local function, the implication may not lead to a cube
that appears in the SDC as computed according to Definition 8.4.4, but it may still be
derived by performing variable substitution and consensus,

(a) ()

FIGURE 8.27
(a) Logic network fragment. (b} Logic network fragment after reduction. (c) Logic network fragment after
reduction and expansion.
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The computation of the forcing sets is complex, because it involves a solution
to a satisfiability problem. Therefore, subsets are often used that are called controlling
sets. Such sets can be effictently computed as fixed points of monotonic recurrence
relations. As an example, we consider the controlling sets of reference [4], where it
is assumed that all local functions are NORs.

Consider the conditions that apply when a variable x = 1 forces s = 0. If x
forces variable y to 1, then it must force to 0 those variablés in the support of f;
(~vors inputs). Similarly, if x = 1 forces ¥y = | and v, is a direct predecessor of
vy, then s = 0. Eveniually, s = 1 = x = 0 implies that x = 1 = 5 = 0, which
is called the contrapositive. 1et the direct predecessor relation among variables be
denoted by p(-), i.e., ¥ € p(x) when (vy; v.)} is an edge of the network graph. Hence
the controlling set can be defined recursively as follows:

Ciolx) =se8:IyeCxsepiy} U {seS:3qy e ps)ye Cx)]
Ufls:x € Cus)} U Crolx) (8.37)

Similar definitions apply to C);, Cy and Cyo. (See Problem 12.)

The controlling sets can then be computed by iteration until the sets stabilize.
Weaker conditions can also be used to allow fast incremental recomputation of the
sets as the network is modified [4]. 7

Let us consider now the use of the controlling sets Cy(x) or Cjp(x). Similar
properties and transformations can be defined for controlling sets Cy;(x) and Coo(x).
Transformations using controlling sets aim at adding/reducing connections in the cir-
cuit, with the overall goal of reducing the circuit area and/or delay.

A first transformation, called reduction in [6], wses the following straightforward
rules:

e If v € Cy;(x), then replace f, by f, + x.
o If y € Cig(x), then replace f, by f.x'.

Example 8.4.27. Consider the circuit of Figure 8.27 (a). Since z € Cjp(x), we can
modify f. = (e+g) 1o f. = (e +g)x" = (¢ + g +x). This corresponds to propagating
the blocking effect of x = 1 forward in the network. The modified network is shown in
Figure 8.27 (b).

The reduction step increases the number of literals, as in two-level logic mini-
mization. A transformation in the opposite direction, called expansion in [6], targets
the replacement of a local function f, by its cofactor fyi,=; i € {0, 1}, thus reducing
the number of literals. For this transformation to be feasible, a specific relation must
exist between x and y. This relation can be captured by means of the controlling sets.
Since the formal justification of this transformation is complex, we refer the reader
to reference [4] for details, and we just give an example to understand the intuitive
features of the method.

Example 8.4.28, Consider the circuit of Figure 8.27 (a). A reduction of f;, as shown
in Figure 8.27 (b}, represents all implications x = 1 = z = (. Thus, other vertices that
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are in Cy;(x),i = {0, 1}, can be expanded (i.e., made insensitive to x) when they are
predecessors of v. on all paths to primary outputs. In this case, vertices [v,, v} satisfy
this property, and their local functions can be replaced by the cofactors with respect to
x. The resulting network is shown in Figure 8.27 (c).

The features of the method can be summarized as follows. Two relevant sub-
graphs can be isolated in the logic network graph for any variable x whose corre-
sponding variables belong to appropriate controlling sets of x. We call them A(x)
and B{x). The local functions associated with B{x) have the property that they can
be replaced by their cofactor with respect to x (or to x") when all functions in A(x)
are reduced as described above. :

Hence the global flow transformation consists of selecting a variable x and
determining its corresponding sets A(x) and B(x) that are reduced and expanded.
The process can be iterated while using heuristics to select the variables.

POLARITY ASSIGNMENT. Polarity assignment problems arise in the context of
single-rail circuit design, which is the most common case (e.g., static CMOS logic
design). When dual-rail circuit styles are used, such as emitter-coupled, current-mode
and differential cascade logic, signals are always present along with their comple-
ments. In this case, the logic network {as defined in Section 8.2} models accurately
the area and the delay, because no inverters are required. Unfortunately, double-rait
circuit design has overheads that limit its use to specific applications.

We consider here single-rail circuit design. When the logic network model of
Section 8.2 is used, the arca and delay cost of inverters is implicit in the representation,
but it eventually has to be taken into account. Whereas this sask is easy, optimizing a
network with this additional cost component is mere difficult.

We address here the reduction of the size (or delay) of the network by choosing
the polarity of the local functions. Note that the complementation of a local function
requires the input signals with complemented polarity. For this reason this problem
is called global polarity assignment. An additional degree of freedom may be the
possible choice in polarity of the primary inputs and/or outputs, allowed by several
design styles, Indeed, combinational networks are often components of sequential
circuits. When static latches (or registers) are used, they often provide double-polarity
output signals. Hence it is possible to optimize a design with the freedom of selecting
the polarity of the input and/or output signals.

A specific global polarity assignment problem is one focusing on the inverter
cost only. When local functions are modeled by BDDs or factored forms, their com-
plementation is straightforward and size preserving. So it is reasonable to assume that
the area {and/or delay) is invariant under complementation. Then the global polarity
assignment problem corresponds to reducing the number of inverters in a network.

We now briefly survey methods for inverter reduction, and we refer the interested
reader to reference [43] for details. The problem of choosing the polarity of the
network’s local functions so that the required inverters are fewer than a given bound is
intractable [43]. The inverter minimization problem can still be solved by formulating
it as a ZOLP, even though this approach may be practical only for networks of limited
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size. For tree or forest networks, a dynamic programming approach to the inverter
minimization problem can yield the optimum choice in linear time. Unfortunately,
most networks have reconverging paths. For these reasons, heuristic methods have
been used (8, 43].

A heuristic algorithm is based on a local search that measures the variations in
inverter count due to the complementation of a local function. The variation, called
inverter saving, can be measured by local inspection. Let v; be the vertex under
consideration, and let P FO(x) and N FO(x) be the total number of direct successors
of v, whose functions depend on literals x and x’, respectively. Note that P FO(x) N
N FO(x) may not be void. An example is shown in Figure 8.28. The inverter count
variation depends on four factors:

e An inverter is removed at the output of v, when PFO(x) = . (Before comple-
mentation, all direct successors of v, depend on x’. After complementation, all
direct successors of v, depend on x, and no inverter is required at the output.)

e An inverter is added at the output of v, when N FO(x) = §. (Before comple-
mentation, all direct successors of v, depend on x, and no inverter is present at
the output. After complementation, all direct successors of v, depend on x'.)

e For each direct predecessor vy of vy, an inverter is removed when NFO(y) =x
and x ¢ PFO(y). (Variable y is in the support of f, only. Before comple-
mentation, y’ is used and an inverter is present. The inverter is not needed after
complementation of f,, which requires only literal y.)

e For each direct predecessor v, of v,, an inverter is added when NFO(y) =
. (Before complementation, no inverter is present at the output of f,. After
complementation, f, depends on literal y'.) -

With these rules, the inverter savings can be readily evaluated.

=)
=
b
<

¥y y
(a) (b)

FIGURE 8.28
Example of the inverter savings due to polarity assignment. (a) Before complementation of f,. (b) After
complementation of f.
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Example 8.4.29. Consider the fragment of a logic network shown in Figure 8.28. Let us
consider the complementation of f,. Here NFO(x) = {a,b.c)and PFO(x) = {c.d, e}.
Since both fanout subsets are not empty, the complementation of the function would not
change the number of inverters at its output. On the other hand, an inverter is saved at
the input of v,, because NFO{y) =x and x ¢ PFO(»).

A simple greedy algorithm for phase assignment would complement those func-
tions with positive savings, starting from those with the largest ones. It would ter-
minate when no local complementation can lead to positive savings. The algorithm
can be perfected by doing a group complementation that is reminiscent of the group
exchange of the Kernighan and Lin partitioning algorithm [30]. In this case, com-
plementations with a local increase of inverters are accepted to escape low-quality
local minima. The sequence of complementations that globally saves most invert-
ers is accepted. The sequence is constructed in a greedy fashion, and functions are
complemented only once. The process is repeated until an improvement is achieved.
Comparisons of different heuristics for polarity assignments are reported in references
[8] and [43].

It is important to remark that the polarity assignment problem is solved best
in conjunction with library binding, where the real cost of the implementation of the
logic functions by means of cells is commensurable with the inverter cost. This issue
will be addressed in Section 10.3.3. Nevertheless, the inverter savings problem is also
relevant for macro-cell-based design styles, because each local function is directly
implemented as a logic gate. For macro-cell design, the polarity assignment problem
may have the additional constraint of requiring that each local function is negative
{or positive} unate, as in the case of static (or domino) CMOS designs.

8.5 SYNTHESIS OF TESTABLE NETWORKS

Optimization of multiple-level logic circuits is tightly connected to their testability
properties, as in the case of two-level logic circuits. We summarize in this section
the major findings on the relations between testable and optimal designs. We use the
definition of testability introduced in Section 7.2.4. Namely, a fully testable circuit
is one that has test patterns which can detect all faults, We restrict our analysis to
stuck-at faults, which represent the most common fault model. We refer the reader to
reference [23] for synthesis of circuits that are delay-faulr testable.

Whereas the major goals in logic synthesis are to provide minimum-area (or
minimum-delay) circuits possibly under delay (or area) constraints, the synthesis of
fully {or at least highly) testable circuits for single/multiple stuck-at faults is also
highly desirable. We recall that a necessary and sufficient condition for full testability
for single stuck-at faults of an AND-OR implementation of a two-level cover is that the
cover is prime and irredundant. We now extend this result to multiple-level networks.
Therefore we extend the notion of primality and irredundancy to logic networks.

Definition 8.5.1. A logic network G,(V, E) whose local functions are expressed in sum
of products form is prime and irredundant if no literal or implicant of any local function
can be dropped without changing the input/output behavior of the network.
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Definition 8.5.2. A logic network G, (V. E) whose local functions are expressed in sum
of products form is simultaneously prime and irredundant if no subset of literals and/or
implicants can be dropped without changing the input/output behavior of the network.

A logic network can be put in one-to-one correspondence with a circuit im-
plementation by replacing each local sum of products expression by some AND gates
and one ORr gate. This is consistent with our logic network model where signals are
available along with their complements and inverters are implicit in the representation.
Note that a complete circuit implementation would require inverters, but these do not
alter the testability analysis and thus can be neglected.

Theorem 8.5.1. A logic network is pﬁme and irredundant if and only if its AND-OR
implementation is fully testable for single stuck-at faults.

Proof. Consider a vertex of the network and the AND-OR implementation of its local
function in a sum of products form. Faults can happen at the input of the ANDs or of
the OR. Assume that there is an untestable stuck-at-x, x € {0, 1}, fault on an input of an
AND gate corresponding to variable y. Then, that input can be set to x without affecting
the network input/output behavior. As a result, either the implicant can be dropped (and
the network is not irredundant) or the variable can be dropped (and the network is not
prime). Assume next that there is a untestable stuck-at-x,x € {0, 1}, fault on an input
of the OR gate related to vertex v,. Then, we can set the input of the ok gate to x with
no change in the circuit input/output behavior. Thus, either an implicant in the sum of
products form is redundant or an implicant can be expanded to a tautology and hence it
is not prime.

Conversely, assume an implicant is not prime. Hence, at least a variable, say y, can
be dropped while preserving the network input/outpd® behavior. Consider the connection
related to variable y. If a stuck-at-1 fault is present on that connection, it is not possible
to detect it at the primary outputs. Hence the circuit is not fully testable. Assume last
that an implicant is redundant: Then, if the corresponding input to the or gate has a
stuck-at-0 fault, this fault is not detectable. Thus the circuit is not fully testable.

Corollary 8.5.1. A logic network is simultaneously prime and irredundant if and only
if its AND-OR implementation is fully testable for multiple stuck-at faults.

The key role in relating testability to primality and irredundancy is played by
the don’t care sets. Indeed, when considering each local function without don’t care
sets, their primality and irredundancy are just necessary conditions for full testability.
The don’t care conditions capture the interplay among the local functions in the logic
network. It can be shown by similar arguments [39] that when all local functions of a
logic ‘network are prime and irredundant sum of products forms with respect to their
local (and complete) don’t care sets, then the logic network is fully testable for single
stuck-at faults,

Example 8.5.1. Consider the network of Figure 8.26 (a). Let DC, = ODC, = ac’ + bc.
Then f, = ab consists of a redundant term when considering its don’t care set. Hence
the circuit is not fully testable. Indeed it may be made testable by replacing f, with
g =0.
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This suggests a way to construct fully testable networks by computing don’t
care sets and minimizing the local functions. Unfortunately, complete local don’t
care sets cannot be used for the simultanecus (multiple-vertex) optimization of the
local functions. The use of compatible don’t care sets would allow us to perform
simultaneous minimization, but it would not guarantee full testability because only
subsets of the local don’t care sets are taken into account.

On the other hand, it is possible to iterate (single-vertex) optimization of the
local functions using the complete local dor’t care sets. Note that the don't care
conditions change as the local functions change. This approach has been implemented
in program EsprEsso MLD [3], which simplifies the local functions and updates the
internal don't care sets repeatedly until all local functions are prime and irredundant
(w.rt. these don’t care sets). Experiments have shown that the methed is effective
only for networks of limited size, due to the possibility that the iteration does not
terminate in a reasonable amount of time.

An altemative way for constructing testable networks is based on flattening
multiple-level networks to two-level representations, making these fully testable, and
then retransforming the two-level covers into multiple-level networks while preserv-
ing testability. The premise of this approach is that flattening does not lead to an
explosion in size, which indeed may happen. If a network can be flattened, then it
can be made fully testable for multiple stuck-ar faults by computing prime and irre-
dundant covers of each individual output with a logié minimizer (see Section 7.2.4).
We need then transformations that are testability preserving and that allow us to
construct a (possibly area/delay minimal) multiple-level network from a two-level
representation.

Hachtel er al. |29] showed that some algebraic transformations are just synfactic
rewriting of the network and that they preserve multiple-fault testability. In particular,
they proved formally that algebraic factorization, substitution and cube and kernel
extraction are testability preserving. These transformations, and others built on these,
can then be used to transform a two-level cover into a multiple-level network with the
desired area/delay properties and full testability for multiple faults. It is interesting to
note that single-fault testability may not be preserved by algebraic transformations, as
shown by some counterexamples [29].

No general result applies to Boolean transformations as far as testability preser-
vation is concerned. Some results, reported in reference [6], relate transformations
to the potential change of observability of one or more variables. Thus instead of
searching for transformations that preserve testability, it is possible to search for ob-
servability invariance as a result of a transformation.

We would like to summarize this section by stating that optimizing circuit area
correlates positively to maximizing testability. Indeed, {(simultaneous) prime irredun-
dant networks that guarantee full testability for (multiple) stuck-at faults are also
local minima as far as area reduction, using literals as an area measure. As far
as the relation between delay and testability is concerned, Keutzer er al. [31] pro-
posed algorithms that transform any logic network into a fully testable one (for single
or multiple stuck-at faults) with equal or less delay. Hence a minimal-delay circuit
may correspond to a fully testable one. Unfortunately, we still ignore the triangular



418  1OGIC.LEVEL SYNTHESIS AND OPTIMIZATION

relations among area, delay and testability. Namely, given a partially testable cir-
cuit with a given area and delay, we do not know how to make it fully testable
while guaranteeing no increase in both area and delay. This is the subject of future
research.

8.6 ALGORITHMS FOR DELAY
EVALUATION AND OPTIMIZATION

A major problem in circuit design is achieving the maximum performance for the
given technology. In the context of logic synthesis and optimization, maximizing per-
formance means reducing the maximum propagation delay from inputs to outputs.
When combinational networks are part of sequential circuits, the maximum propaga-
tion delay in the combinational component is a lower bound on the cycle-time, whose
reduction is one of the major design goals.

Performance evaluation is an important task per se, even when it is not coupled
to optimization. Whereas performance can be determined accurately by circuit simu-
lation, this becemes infeasible for large circuits, due te the large number of possible
input/output responses. Timing analysis consists of extracting the delay information
directly from a logic network.

Multiple-level networks offer interesting trade-offs between area and delay, as
mentioned in Section 8.2 and shown in Figure 8.4. Very often the fastest circuit is
not the smallest, as it is in the case of two-level circuits. An example is given by
combinational adders. Ripple-carry implementations tend to be compact and slow,
while carry look-ahead adders are larger and faster (see Figure 1.16). Thus circuit
transformations can target the decrease of area or delay, possibly while satisfying
bounds on delay or area. This leads eventually to circuit implementations that are
non-inferior points in the area-delay evaluation space.

We shall consider first delay modeling issues for logic networks in Section 8.6.1.
The modeling framework will enable us to define topological critical paths whose de-
lay measure provides useful, but loose, information on performance. We shall then
consider the problem of determining genuine critical paths, i.e., paths that can prop-
agate evenis and have the longest delays. This involves weeding out the false paths,
by considering the logic information of the local functions while computing the path
delays, as shown in Section 8.6.2, Eventually we shall consider circuit transformations
and algorithms for delay (or area) reduction, possibly under (area) or delay constraints
in Section 8.6.3.

8.6:1 Delay Modeling

Delay modeling of digital circuits is a complex issue. We present here simple models
and the fundamental concepts that provide sufficient information to understand the
algorithms. The extension of the algorithms presented here to more elaborate models
is often straightforward.

Assume we are given a bound network. Then every vertex of the network is
associated with a cell, whose timing characteristics are known. Often propagation
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delays are functions of the load on the cell, which can be estimated by considering
the load for each fanout stem. Precise models include also a differentiation for rising
and falling transition delays.

For unbound networks, such as those considered in this chapter, less pre-
cise measures of the propagation delays are possible. Different models have been
used for estimating the propagation delay of the virtual gate implementing a lo-
cal Boolean function. The simplest model is to use unit delays for each stage. A
more refined model is to relate the delay to a minimal factored form. The under-
lying principles are that a cell generator can synthesize logic gates from any fac-
tored form and the decomposition tree of the factored form is related to the series
and parallel transistor interconnection, which affects the propagation delay. More
detailed models include also a load dependency factor and separate estimates for ris-
ing and falling transitions. Empirical formulae exist for different technologies that
relate the parameters of the factored form to the delay [8, 21]. Good correlation
has been shown between the predicted delay and the delay measured by circuit
simulation,

We are concerned here with delay evaluation in a network. For our purposes,
we can just assume that the propagation delay assigned to a vertex of the logic
network is a positive number. In general, a certain margin of error exists in propa-
gation delay estimates. Hence worst-case estimates are used that include the possible
worst-case operating conditions (e.g., temperature, power supply, etc.) and fabrica-
tion parameters. The worst-case assumption is motivated by the desire of being on
the safe side: overestimating delays may lead to circuits that do not exploit a tech-
nology at its best; underestimating delays may lead to circuits that do not operate
correctly. -

We assign also to each vertex an estimate of the time at which the signal it
generates would settle, called data-ready time or arrival time. Data-ready times of the
primary inputs denote when these are stable, and they represent the reference points for
the delay computation in the circuit. Often the data-ready times of the primary inputs
are zero. This is a convenient convention for sequential circuits, because the delay
computation starts at the clock edge that makes the data available to the combinational
component. Nevertheless, positive-input data-ready times may be useful to model a
variety of effects in a circuit, including specific delays through the input ports or
circuit blocks that are not part of the logic network abstraction.

The data-ready computation can be performed in a variety of ways. We consider
in this section a model. that divorces the circuit topology from the logic domain; i.e.,
data-ready times are computed by considering the dependencies of the logic network
graph only and excluding the possibility that some paths would never propagate events
due to the specific local Boolean functions. (This assumption will be removed in Sec-
tion 8.6.2.) We can assume then that the data-ready time at each internal and output
verlex of the network is the sum of the propagation delay plus the data-ready time of
the latest local input. Note that each output vertex depends on one internal vertex. A
non-zero propagation delay can be associated with the output vertices to model the
delay through the output ports, in the same way as non-zero input data-ready times
can model delays through the input ports.
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Let the propagation delay and the data-ready time be denoted by {d;|v; € V}
and {t;]v; € V}, respectively. Then:
L= d + max (8.38)
Sy ek
The data-ready times can be computed by a forward traversal of the logic network in
G(|V|+ |E|) time. The maximum data-ready time occurs at an output vertex, and it
is called the topological critical delay of the network. It corresponds to the weight of
the longest path in the network, where weights are the propagation delays associated
with the vertices. Such a path is called a topological critical path. Note that such a
path may not be unique.

Example 8.6.1. Consider the logic network of Figure 8.29. Assume that the data-ready
times of the primary inputs are ¢, = 0 and #, = 10, respectively. Let the propagation
delay of the internal vertices be d, = 3:d, = 8;d,, = 1, d, = 10;d, = 3;d, = 5;d, =
2,d, =21d, =2;d, =3.

Then, the data-ready times are as follows:

t, =340=3
f, =8+3=11
= 104+3=13
L, =5+10=15
t, = 2+ max(15,3} =17
=34+ max{13,17} =20
e, = | +max{3, 11,20} :-2]
o =2421=123
tp =2420=22
t, =3+4+22=25
The maximum data-ready time is ¢, — 23. The topological critical path is {vy, v, vp, v,

Ug, Uy ).

Timing. optimization problems for multiple-level networks can be formulated
by restructuring the logic network to satisfy bounds on output data-ready times or to
minimize them. We denote the required data-ready time at an output by a bar, e.g.,
the required data-ready time at output v, is f,. The required data-ready times can
be propagated backwards, from the outputs to the inputs, by means of a backward
network traversal, namely:

Jilvig)eE

It is usual to record at each vertex the difference between the required data-ready time
and the actual data-ready time. This quantity is called the timing slack:

5= ;,' — VU,‘ eV (840)
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0 5 10 15 20 25 data-ready
] -

FIGURE 8.29
Example of logic network. Vertices are placed according to their data-ready times.

Example 8.6.2. Consider again the circuit of Example 8.6.1, shown in Figure 8.29. Let
us assume that the tequired data-ready time at both outputs is 25, namely #, = 25

and 1, = 25. Then the slacks are s, = 2 and s, = 0, which means that signal
x could be delayed up to 2 units without violating the bound, while signal y can-
not.

The required data-ready times and slacks at v, and v, are 1, = 25 — 2 = 23 and
7, =25—-3=22and s, =2 and 5, = O, respectively. The required data-ready time at
w is min{23 —~ 1; 22 - 2} = 20. Hence 5, = 0. -

The remaining required data-ready times and slacks are 7, =23 — 1 = 22; 5, =
R-N=11=20-3=1T5=1T-13=41,=20-3=175, =17T-17T=0;
= 17-2 =155 =15-15=01% =15-5= 1045 = 10-10 = 0
?g =min{22 -8, I7-10:17-2} =T: s, =7-3=41,=7-3=45=4-0=4.

The topological critical path (v, v, v,, v;. v, 2,) corresponds to the vertices with
zero slacks.

The required data-ready times and the slacks of the internal and input vertices
can be computed by backward network traversal in O(|V| + [E|) time. Critical paths
are identified by vertices with zero slack, when the required data-ready times at the
outputs are set equal fo the maximum data-ready time. Note the similarities and
differences with scheduling (see Section 5.3): in scheduling we use the start time for
a computation, while in logic design the data-ready time denotes the end time of a
logic evaluation.

8.6.2 Detection of False Paths*

Topological critical paths can be determined easily from the logic network graph
only. Unfortunately, they may lead to overestimating the delay of the circuit. It may
be possible that a topological critical path is a false path, when no event (ie., signal



422  LOGICLLEVEL SYNTHESIS AND OPTIMIZATION

transition) can propagate along it, This can be explained by considering the interplay
of the local functions of the network with the network topology.

Example 8.6.3. Consider the circuit of Figure 8.30. Assume that the propagation delay
of each gate is 1 unit of delay and that inputs are available at time (.

The longest topological path is (v, v.. vy, ¥y, v:) and has a total of 4 units of
delay. It is easy to see that no event can propagate along this path, because the aND gate
requires ¢ = 1 and the or gate requires ¢ = 0 to propagate the event. On the other hand,
the value of e settles at time 1| and hence it is either 0 or 1. The longest true path is
(Y, Ve, Vg, vy} and has a total of 3 units of delay.

Obviously false paths do not affect the circuit performance. Therefore, it is
very important to weed out false paths and detect the true critical paths. The true
critical paths are called critical paths for brevity and may have smaller delay than the
topological critical paths. The detection of the critical path is important for timing
verification, i.e., checking if a circuit can operate at a given speed. It is also important
for delay optimization, because logic transformations should be applied to true critical
paths, which are responsible for the circuit speed.

Definition 8.6.1. A path of a logic network is sensitizable if an event can propagate
from its tail to its head. A critical path is a sensitizable path of maximum weight.

In the sequel, we do not distinguish between a network of (virtual) gates and
its representative graph. Let us consider a vertex alofg a sensitizable path. The direct
predecessors of the vertex under consideration are called the inputs to the vertex. The
inputs that are not along the path are called side inputs.

Let us consider now conditions for sensitization of a path P = (vy,, vy, ..., ¥y, ).
An event propagates along P if 3f, /dx;y =1, ¥i=1,2,...,m. Since the Boolean
differences are functions of the side inputs and values on the side inputs may change,
the sensitization condition is that the Boolean differences must be true at the time
that the event propagates. For this reason, this form of sensitization is called dynamic
sensitization. '

Example 8.6.4. Consider again Exampie 8.6.3 and path (v,, v., v4. v,. v.) shown in Fig-
ure 8.30. For an event to propagate along that path, assuming that the event leaves v,

FIGURE 8.30
Example of false path.
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at time 0, we need:

8f,/3d = e =1 at time 2;

af./8y = ¢ = | at time 3.

It is impossible to meet both the first and last conditions, because e will settle to a final
value at time 1.

A weaker condition is static sensitization, which is not sufficient to characterize
the false-path problem but deserves an analysis because it is related to other sensiti-
zation criteria. A path is statically sensitizable if there is an assignment of primary
inputs t € B" such that f, (£)/8x;_, =1, ¥i = 1.2, ..., m. In other words, in static
sensitization we assume that the Boolean differences must be true at time infinity,
i.e., when all signals settle, instead of when the event propagates. As a consequence
any approach based on static sensitization may lead to underestimate the delay, be-
cause there may be paths that are not statically sensitizable but that can stilt propagate
events.

Example 8.6.5. Consider first the circuit of Figure 8.30. Path (v,, v, v4, vy, ¥;) iS not
statically sensitizable because no input vector can make ¢ = 1 and ¢’ = |. The path is
false as we argued before.

Consider next the circuit of Figure 8.31. For the sake of simplicity, all input data-
ready times are zero and all vertices (gates) have umit delay. The topological critical
paths are {{va, 4. v, ¥,)5 (U V4. ¥,. v,)} with delay 3. For a to propagate to d we must
have # = 1. For g to propagate to ¢ we must have ¢ = 1, which implies ¢ = b = 0,
Hence there is no input vector that statically sensitizes path (v,. ve. v,, v,) and similarly
for (vs. va, v,, v,). Both paths appear to be false. On the other hand, path (v,, v.. v,) is
statically sensitizable, with & = 0 and ¢ = 1, and has werght 2.

Let us assume that ¢ = 0 in the interval of interest. Let the event be a simultaneous
transition of @ and b from 1 to 0. Then e rises to 1 and  drops to O after 1 unit of time.
Signal g drops to 0 after 2 units of time. Eventually signal o raises to 1 and drops to 0
after 2 and 3 units of time, respectively. Hence the critical path delay is 3. Any sampling
of the output after 2 units of delay would yield a wrong result.

Thus both paths {(v,, vy, ve. v,): (Us, w4, vy, v,)} are true critical paths, even though
they are not statically sensitizable.

Another important criterion for the detection of critical paths is robustness. The
robustness of the method relies on interpreting correctly the underlying assumptions.
Consider the propagation delay of a vertex. It may be expressed by one number,
representing the worst-case condition, or by an interval, representing the possible
delays of the gate implementation under all possible operating conditions. The former
delay model is called a fixed delay model and the latter a bounded delay model.

FIGURE 8.31
Exampte of a true path that is not statically sensitizable.
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In addition, a delay computation requires assumptions on the “memory” that
circuit nets can have, due to parasitic capacitances in practical circuits. In the rransition
mode of operation, variables are assumed to hold their previous values until they
respond to an input stimulus vector t. This model abstracts accurately the operation of
the circuit. Any circuit delay measure involves then two input vectors, the first devoted
to setting the circuit in a particular state. Needless to say, delay computation with
this mode can be lengthy. Conversely, in the floating mode of operation, the circuit
under consideration is memoryless. Thus, the values of the variables are assumed
to be unknown until they respond to an input stimulus vector 1. Whereas the delay
computation with the floating mode of operation is simpler to perform, it results in
pessimistic estimates of the performance; i.e., the critical path delay is never inferior
to that computed with the transition mode [14}.

It is interesting to remark that the transition mode of operating a circuit may not
have the monotone speed-up property [32]. Namely, the replacement of a gate with a
faster one may lead to a slow-down of the overall circuit.

Example 8.6.6. The following example is adapted from reference [32]. Consider the
circuit in Figure 8.32 (a). Assume that all propagation delays are 2 units, except for

time time

o 4
[
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FIGURE 8.32
Example of monotone speed-up failure.
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the shaded gate, whose delay is 3 units. The waveforms for a rising transition at v, are
shown in Figure 8.32 (b}. The circuit has no sensitizable paths and its critical path delay
is zero.

Assume now that the propagation delay of the shaded gate is 1. The waveforms
for a rising transition at v, are shown now in Figure 8.32 (c). Note that the circuit output
settles after 6 delay units, Hence speeding up the shaded gate makes the overall circuit
slower.

Thus, when considering the transition mode of operation, the fixed gate delay
model and the bounded gate delay model may yield different delay estimates. As
a consequence, any robust method for false-path detection using the transition mode
must take into account the monotone speed-up effect. On the other hand, in the floating
mode of operation, the critical path delay of a circuit is the same when considering
either bounded or worst-case propagation delays [14].

Example 8.6.7. Consider the circuit in Figure 8.32. Regardless of the value of the prop-
agation delay of v,, the floating mede delay of v, is 6, because it is undetermined until
that time.

There are several theories for computing the critical path delays that use different
underlying assumptions [14, 24, 27, 32, 33], We summarize here an approach that
uses the floating mode of operation {24]. Without loss of generality, assume that the
circuit can be represented in terms of AND and OR gates, in addition to inverters that
do not affect our analysis. We say that O is a controlling vaiue for an AND gate and
that 1 is a controlling value for an or gate. The controlling value determines the value
at the gate output regardless of the other values. We say that a gate has a controlled
value if one of its inputs has a controlling value.

Consider now a path P = (v, Uy,. - ., . Ur, ). A vector statically co-sensitizes
a path to 1 (or to 0) if x,, = 1 (or 0} and if v,, , has a controlling value whenever
vy, has a controlled value, Yv,,,i = 1. 2,..., m. Note that this criterion differs from

static sensitization, which requires v,,_, to present the only controlling value.

Example 8.6.8. Consider the circuit of Figure 8.31. Path (v,. vs, v,, v,) is staticaily co-
sensitizable to O by input vector ¢ = 0. b =0, ¢ = 0, because the gates with controlled
values (corresponding to v, and vy) have a controlling input along the path, ie, g =
0,a=0.

On the other hand, static sensitization requires ¢ = 1, ¢ = 0 and b = 1, and since
the first and last conditions are incompatible, the path (v,.v4, v,. v,) is not statically
sensitizable.

Static co-sensitization is a necessary condition for a path to be true, whereas
static sensitization is not, as shown by Example 8.6.5. Necessary and sufficient con-
ditions for a path to be true can be formally stated, as reported in reference {24]. We
present here the intuitive features of that analysis.

The static co-sensitization criterion is based on logic properties only and does
not take delays into account. When a vector statically co-sensitizes a path to 1 (or 0),
there may be some other path that sets the path output to that value earlier. Thus, for a
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path to cause the output transition, the following must hold for all gates along the path.
If a gate has a controlled value, then the path must provide the first of the controlling
values. If a gate does not have a controlled value, the path must provide the last of
the non-controlling values. The reason is that when a gate has a controlled value, the
delay up to its output is determined by the first controlling input, while when it does
not have a controlled value, the delay is determined by the last (non-controlling) input.

As a result, a test for detecting a false path can be done as follows. A path is
false if, for all possible input vectors, one of the following conditions is true:

1. A gate along the path is controlled, the path provides a non-controlling value and
a side input provides a controlling value.

2. A gate along the path is controlled and both the path and a side input have
controlling values, but the side input presents the controlling value first.

3. A gate aleng the path is not controlled but a side input presents the controlling
value last.

Example 8.6.9. Consider the circuit of Figure 8.30. We question the falsity of path
(Ua. Ve, U, Uy, ;).

For input vector @ = 0, b = 0 condition 1 occurs at the OR gate.

For input vector a2 = 0, b = 1 condition 2 occurs at the AND gate.

For input vector @ = 1, & = 0 condition 2 occurs at the OR gate.

For input vector a = 1, b = 1 condition 1 occurs at the AND gate.

Therefore the path is false.

There are different interesting design problems related to false-path detection.
A very important question is to determine if a circujt works at a given speed, i.e., if
its critical path delay is no larger than 7. This problem can be rephrased as checking if
all paths with delay larger than 7 are false. Another important issue is to determine the
critical path delay of a circuit. This problem can be reduced to the previous problem,
by making a sequence of tests if the critical path delay is no larger than 7, where [ is
the outcome of a binary search in the set of path delays sorted in decreasing order.

Therefore it is important to have methods that can detect groups of false paths to
avoid checking paths one at a time. Indeed, the number of paths in a network grows
exponentially with the number of vertices, and false-path detection is particularly
important for those circuits with many paths with similar delays. Multiple false-path
detection methods have been recently developed [24], and leverage concepts developed
in the testing community, such as the D-calculus. The description of these techniques
goes beyond the scope of this book. We refer the interested reader to reference [24]
for further details. :

r

8.6.3 Algorithms and Transformations for Delay
Optimization

We consider in this section algorithms for reducing the critical delay (possibly under
area constraints) and reducing the area under input/output delay constraints. We shall
refer to critical paths without distinguishing among topological or sensitizable paths,
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REDUCE DELAY(Go(V.E), e }{

repeat |
Compute critical paths and critical delay 7;
Set outpui required data-ready times to t;
Compute slacks;
U/ = vertex subset with slack lower than ¢;
W = select vertices in U/
Apply transformations to vertices W

} until (no wransformation can reduce 1)

]

ALGORITHM 8.6.1

because the techniques are independent of the criterion used. Obviously the quality of
the results reflects the choice.

SYNTHESIS OF MINIMAL-DELAY CIRCUITS. Let us consider first the problem of
minimizing the critical delay that arises often in synchronous circuit design, where the
logic network under consideration is the combinational portion of a sequential circuit.
Recall that the critical delay is a lower bound for the ¢ycle-time.

Most critical delay optimization algorithms have the frame shown in Algo-
rithm 8.6.1.

The parameter € is a threshold that allows us to consider a wider set of paths
than the critical ones. When ¢ = 0, the vertices in I/ are critical, and they induce a
path if the critical path is unique. Quasi-critical paths can be selected with € > 0, so
that more transformations can be applied between two recomputations of the critical
path. It is obvious that the smaller the difference between the critical delay and the
largest delay of a non-critical path, the smaller the gain in speeding up the critical
paths only.

Transformations target the reduction of the data-ready time of a vertex. There
are two possibilities: reducing the propagation delay and reducing the dependency of
the vertex under consideration on some critical input. The transformation must not
have as a side effect the creation of another critical path with equal or larger delay.
When a singie transformation is applied at each iteration of the algorithm, this can
be ensured by menitoring the data-ready variation at the neighboring vertices that
should be bounded from above by their corresponding siacks. When area constraints
are specified, the marginal area variation of the transformation should be recorded
and cheeked against a bound. Note that recomputation of the critical paths and slacks
is also an important issue for the computational efficiency of the algorithm. Several
schemes for determining the cone of influence of a transformation have been devised,
so that the data-ready times and slacks can be updated without redundant computation.

Most algorithms differentiate in the selection of the vertex subset and in the
transformations that are applied. The propagation delay model of the local functions
plays an important role because they are tightly coupled to the transformations.
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We consider first, as a simple example, the case of unit propagation delays.
Hence, a minimum delay network is a single-stage network that can be obtained by
the ELIMINATE algorithm. Single-stage networks may have local functions so
complex that they are not practical. Te cope with the problem of literal and area
explosion, vertex elimination can be applied selectively. Let us consider algorithm
REDUCE_DELAY and let us choose W as a minimum-weight vertex separation
set in the subgraph induced by U/, where the weight of each vertex is its area value, i.e.,
the increase in area due to its elimination. Let the transformation be the elimination of
W. Thus the algorithm will generate a sequence of networks corresponding to different
area/delay trade-off points. An area constraint can be easily incorporated as a stopping
criterion, i.e., the algorithm terminates when an elimination causes the area estimate
to overcome the given bound.

Example 8.6.10. Consider the network of Figure 8.33 {a). Assume that ail gates have
unit delay and all input data-ready times are 0. Then, (topclogical) critical paths are
(U(., Vp, Uss Uu, V) (Ug9 Ups Vg U Vy). (Ui, Ugs Uss Uy Uu')a (Ui\'a Vg, Vs, Uy, V).

Let us consider the values of the vertices. Those vertices that provide primary
output signals, e.g., v.. 1wy, vy, V-, are given infinite weight, because they cannot be
climinated. The values of v;, v,, v,, v, are —1, the value of v, is 0 and the value of
v, is 1 (using a factored form model).

Hence a critical vertex separation set of minimum cost is {v,, v,}, whese elimi-
nation leads to 5 = eghk. Now the critical paths are (v;, v,, vy, v,,) and (v;, vy, vy, v,),
where v; is some primary input. The value of v, is now 2. Hence a minimum-cost
separation set is {v,}, whose elimination yields w = yrs.

At this point a few paths with weight 2 still remain, as shown in Figure 8.33 (b).
They would be eliminated in the next iteration of the algorithm, which would choose
{v,.v,, v} as the separation set, because it is the only choice left. Note that as the
algorithm proceeds, the focal expression gets larger and the assumption on unit delay
gates becomes less reasonable.

Algorithm REDUCE_DELAY can support other choices for W as well as
other transformations, such as decomposition, substitution and simplification [8, 21].
In addition, general propagation delay models can be used. Note that when the de-
lay model depends on the fanout load, neighboring vertices can be affected by the
transformation and should be checked.

Example 8.6.11. Let us consider a delay model where the propagation delay grows
with the size of the expression and with the fanout load. Let us analyze the fragment of
a network graph shown in Figure 8.34 (a). Let us consider first a critical path (v, v;, ).
A selective elimination of j into the expression of v; reduces one stage of delay. Never-
theless, the gain may be offset by the larger propagation delay of v;, because function
fi has now more literals. In addition, the load on v, has increased, which can raise the
propagation delay di. As a result, the data-ready time 1, may increase. Even though the
path (v, v;, v,,) was not critical, it may become so if the variation in the data-ready time
of 1, is larger than the slack s,,.
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(a,b) Network fragments before
and after elimination. (c,d)
Network fragments before and after
substitution. (Shaded area is critical.)
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Let us analyze the network fragment shown in Figure 8.34 (c) and described by
the expressions:

x = ka+ kb + cde
y=a+b

Z = &y

Let (v.. v,) be on a critical path, being . is much larger than the other data-ready times
of the inputs to v,. Then it is likely that substituting v for ¢ + & in f; may reduce its
propagation delay 4, and the data-ready time ¢,. Note also in this case that the load on
v, increases. Even though this may not affect the critical path {when 1, < t.) it affects
f.. Hence we must ascertain that the variation of r. is bounded by its slack s,.

A more elaborate approach is used by the SPEED_U P algorithm in program
MIS [41). In this case, the network is decomposed beforehand into two-input NAND
functions and inverters. This step makes the network homogeneous and simplifies the
delay evaluation.

The algorithm can fit into the frame of REDUCE_DELAY shown before.
The set W is determined by first choosing an appropriate vertex separation set in the
subgraph induced by U/ and then adding to it the predecessor vertices separated by
no more than ¢ stages, d being a parameter of the algorithm. Then unconstrained
elimination is applied to the subnetwork induced by W. Vertices with successors
outside the subnetwork are duplicated, and the corresponding cost is called area
penalty. The potential speed-up in the subnetwork is an educated guess on the speed-
up after elimination and resynthesis. We can now explain how the separation set
was chosen: it is a minimum-weight separation set, where the weights are a linear
combination of the area penalty and potential speed-up.

The subnetwork is then resynthesized by means of a timing-driven decom-
position, by selecting appropriate divisors according to the data-ready times. Note
that the data-ready times of the inputs to the subnetwork are known. The recursive
decomposition process extracts first vertices that are fed by the inputs, and so the
data-ready times can be computed correctly bettom up. Eventually the subnetwork
is cast into NAND functions, while optimizing the delay. The algorithm is controlled
by a few empirical parameters, including € and 4 described above, the coefficients
of the linear combination of the area penalty and porential speed-up and a choice of
propagation delay models, ranging from unit delay to unit delay with fanout depen-
dency or to library cell evaluation. We refer the reader to reference [41] for more
details.

- Example 8.6.12. Consider the circuit of Figure 8.35 (a). Let all NAND gates have prop-
agation delay equal to 2 units and each inverter equal to 1 unit. Let the data-ready times
of all inputs be 0, except for d, where 1; = 3. The critical path goes then through v; and
v, and its delay is 11 units. Let us assume that ¢ = 2 and thus W includes the vertices
in the path from v, 1o v,. Assume that v, is selected as the vertex separation set and the
parameter d = 5.

Figure 8.35 (h) shows the circuit after the subnetwork feeding v, has been elim-
inated into a single vertex, with comesponding expression &' + &' + ¢" + d' + ¢'. Note
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(c) decomposition.

that the gates in the shaded area have been duplicated. The cost of that duplication
(one NAND gate and one inverter) has been weighted against the possible speed-up of
the network due to a more favorable decomposition that balances the skews of the
inputs.

Such a decomposition is shown in Figure 8.35 (c). The decomposition has a
structure similar to the original circuit, but it reduces the number of stages for the late
arriving input 4. Almost all input/output paths are now critical, being the critical delay
is equal to 8 units.

SYNTHESIS OF MINIMAL-AREA CIRCUITS UNDER DELAY CONSTRAINTS.
Another relevant problem in multiple-level logic synthesis is the search for minimal-
area implementations subject to timing constraints. The problem can be decomposed
into two subproblems:

e compute a timing-feasible solution, i.e., satisfy all timing constraints;

+ compute an area-optimal solution.

The former subproblem is more difficult, and sometimes no solution may be
found. Unfortunately, due to the heuristic nature of multiple-level logic optimization,
the lack of a solution may not be related to an overspecification of the design, because
the method itself may not be able to find a solution.
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Timing constraints are expressed as input arrival times and output required
data-ready times. A circuit is timing feasible if no slack is negative. The larger the
magnitude of a negative slack, the more acute is the local problem in satisfying
the timing requirements. A first approach to achieve timing feasibility is to apply
transformations to the vertices with negative slacks repeatedly until all slacks are
non-negative. A pitfall of this approach is that no transformation may be able to make
non-critical those vertices with large negative slacks, because a major restructuring is
required in the neighborhood of that vertex. Since major changes require a sequence
of transformations and most of them lack a look-azhead capability, no transformation
may be found and the method may fail.

A gradual approach to achicving timing feasibility is the following, As a first
step, different required data-ready times on different outputs are transformed into a
single constraint. This can be done by using the largest required data-ready time as an
overall constraint and by adding the difference to the actual required data-ready times

as “fake” delays on the output ports. In particular, 1 = max f; is the new required
veV

data-ready time after having added 7 —-7; to the propagation delay of each output port
Vi € Ve,

We can then use algorithm REDUCE_DEL AY with a different exit condition.
Namely v = 1 breaks the loop. At each iteration, some critical vertices are identified
and transformed. The goal is to find the transformation that most reduces the delay,
rather than the transformation that reduces the delay by a given amount. Hence it is
more likely that a transformation is found and that the algorithm succeeds.

When the given circuit is timing feasible, the search for a minimum-area solution
can be done by logic transformations. Care has to be taken that no transformation
violates the timing constraint, Hence, if the transformation increases the data-ready
time at any vertex, this amount should be bounded from above by the slacks. Note
that efficient updates of the data-ready times and slacks are of great importance for
the overall efficiency of the method.

Example 8.6.13. Consider again the network of Figure 8.33 (a), where gates have unit
delay and all input data-ready times are 0. Assume that required output data-ready times
are t = [2332])7. We could then assume a single required data-ready time 7. = 3 by
adding an additional unit delay on the output ports for x and z.

The network is not timing feasible, because the critical path has weight t = 4. Let
us set then the required data-ready time to 4 and compute the slacks. We would detect
the same critical paths as in Example 8.6.10. Assume that set W = [vp, vg) is selected
and that these vertices are eliminated.

Then, a successive computation of the longest path would result in r = 3. Since
the timing constraints are now met, we can look for other transformations that reduce the
area while preserving timing feasibility. For example, we could eliminate vertices with
negative value, such as v,.

It is important to remember that the transformations are straightforward in this
example, because the unit delay model was purposely chosen to show the underlying
mechanism of the algorithm. When considering more realistic propagation delay models,
the choice of the transformation and their applicability is obviously more involved.
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8.7 RULE-BASED SYSTEMS FOR LOGIC
OPTIMIZATION

Expert systems are an application of artificial intelligence to the solution of specific
problems. A key concept in expert systems is the separation between knowledge and
the mechanism used to apply the knowledge, called inference procedure. Hence this
methodology is applicable to solving a wide class of problems, each characterized by
its domain-specific knowledge.

Rule-based systems are a class of expert systems that use a set of rules to deter-
mine the action to be taken toward reaching a global goal [13]. Hence the inference
procedure is a rule interpreter. Rule-based systems evolved aver the years (0 a good
degree of maturity, and several knowledge engineering frameworks have been designed
to support the design and use of such systems,

We consider in this section the application of rule-based systems to multiple-
level logic optimization. Hence our view of rile-based systems will be somehow
limited in scope and focused on our appiication. We refer the reader interested in
rule-based systems to reference [13] for details.

Rule-based systems for logic optimization have been fairly successful. The first
logic synthesis and optimization systems used rules. The most notable example is
IBM’s Logic SYNTHESIS SYSTEM (LSS) [i8, 19]. Some commercial logic synthesis
and optimization systems are based on rules, especially. for solving the library binding
problem. Therefore some of these considerations wili be echoed in Section 10.5. Here
we concentrate on the application of the rule-based methodology to the optimization
of unbound logic networks.

In a rule-based system, a network is optimized by a stepwise refinement. The
network undergoes local transformations that preserve its filnctionality. Each transfor-
mation can be seen as the replacement of a subnetwork by an equivalent one toward
the desired goal.

A rule-based system in this domain consists of:

o A rule database that contains two types of rules: replacement rules and metarules.
The former abstract the local knowledge about subnetwork replacement and the
latter the global heuristic knowledge about the convenience of using a particular
strategy (i.c., applying a set of replacement rules).

+ A system for entering and maintaining the database.

* A controlling mechanism that implements the inference engine. It is usually a
heuristic algorithm.

A rule database contains a family of circuit patterns and, for each pattern, the corre-
sponding replacement according to the overall goal (such as optimizing area, testability
or delay). Several rules may match a pattern, and a priority scheme is used to choose
the replacement.

Some systems, like LSS, use a common form for representing both the logic
network and the rules, for example, interconnections of NAND or NoOR gates with a
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limit on the number of inputs. This facilitates matching the patterns and detecting the
applicability of a rule. Other systems use signatures of subcircuits that encode the
truth table and can be obtained by simulation.

Example 8.7.1. Consider the rules shown in Figure 8.36. The first rule shows that two
cascaded inverters can be replaced by a single inverter. The second rule indicates a direct
implementation of a three-input NAND function. The last rule removes-a local redundancy,
and therefore it increases the testability.

A major advantage of this approach is that rules can be added to the database
to cover all thinkable replacements and particular design styles. This feature played
a key role in the acceptance of optimization systems, because when a designer could
outsmart the program, his or her “trick” (knowledge) could then be translated into a
rule and incorporated into the database.

The database must encode the rules in an efficient way to provide for fast
execution of the system. Since this task is not simple, specific programs collect the
knowledge about the possible transformations and create the database. Even though the
generation of the database is time consuming, this task is performed very infrequently.

The most compelling problem in rule-based systems is the order in which rules
should be applied and the possibility of look-ahead and backtracking. This is the task
of the control algorithm, that implements the inference engine. The algorithm has to
measure the quality of the circuit undergoing transformations. The measure of area
and delay is usually incremental and involves standard techniques. Then the algorithm
enables the rules to identify the subnetwork that is the target for replacement and to
choose the replacement. This may involve firing on€ or more rules.

The problems that the control algorithm has to cope with can be understood
by means of the following ideal model. (The adjective “ideal” means that the model
is not related to the implementation of the algorithm.) Let us consider the set of all
equivalent logic networks that implement the behavior of the original network. We
define a configuration search gruph, where the vertices correspond to the set of all
equivalent networks and the edges represent the transformation rules. Assume each
vertex is labeled with the cost of the corresponding implementation (e.g., area or

Do = o
TP = =»
@ :> o oums 36

Three simple transformation rules.
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timing cost). A set of rules is complete if each vertex is reachable from any other
vertex. Needless to say. questioning the completeness of the rule set is a hard problem
because of the size of the search configuration graph.

A greedy search is a sequence of rules, each decreasing the circuit cost. Hence
it corresponds to a path in the configuration search graph, whose head is the final
solution. Obviously it may not be the (global) optimum solution. Indeed the choice of
applying a rule affects which rules can be fired next. Some rule-based systems, such
as LSS [19], use this kind of strategy for the control algorithm,

Higher quality solutions can be found by using a more complex search for the
transformation to apply. The rationale is to explore the different choices and their
consequences before applying a replacement, Given a circuit configuration, consider
the set of possible sequences of transformations. The branching factor at each config-
uration is called the breadth of the search; the length of the sequences is the depth.
The larger the breadth and the depth, the better the quality of the solution but also
the higher the computing time, which grows exponentially with the depth. Ideally, if
the set of rules is complete and the depth and breadth are unbounded, the optimum
configuration can be reached.

Some rule-based systems, such as SocraTes [22, 28], use heuristics to bound
the breadth and the depth, as well as for restricting the search to the rules that apply
to a small portion of the circuit (peephole optimization). Whereas experiments can
be used to determine good values for the depth and breadth parameters, a befter
strategy is to vary them dynamicaily. Metarules are rules that decide upon the value
of these parameters, given the state of the optimization [28]. Metarules can be used
also to trade off area versus delay or the quality of the solution versus computing
time. -

From an implementation point of view, the control algorithm iterates the follow-
ing tasks. First it evaluates the cost functions of interest. Then, it fires the metarules
that determine some global parameters of the search. This is followed by firing re-
placement rules in a specific order. When no rule can improve the cost function of
interest, the network is declared optimal and the optimization procedure ends.

The control mechanism is data driven, i.e., the moves are determined by how
transformations can improve the cost function from a given configuration. This ap-
proach, called also forward chaining of the rules, is a typical choice when rule-based
systems are applied to logic optimization problems.

We shall revisit rule-based systems for the optimization of bound networks
in Section 10.5. We shall compare then the rule-based approach to the algorithmic
approach in Section 10.5.1.

8.8 PERSPECTIVES

Multiple-level logic synthesis has evolved tremendously over the last two decades.
Synthesis and optimization of large-scale circuits is today made possible by CAD
tools developed on the basis of the algorithms described in this chapter. The use
of automatic circuit optimization has become common practice in industry and in
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academia. Existing CAD tools support area- and performance-oriented design and are
linked to test pattern generators and to programs that ease the testing problem in
different ways.

There are still several open issues in this field. First of all, exact methods are
few and inefficient. This contrasts the case of two-level mimimization, where large
problems can be solved exactly today. Even though heuristic logic minimization often
satisfies the practical needs of most digital designs, it would -be useful to be able to
compute at least lower bounds on area and/or delay, to which the solutions computed
by heuristic methods could be contrasted. Moreover, it would be very interesting
to synthesize (even small) circuits with provably optimum delay properties. Indeed,
timing-critical portions of processors are still hand designed or tuned, and they often
involve a small amount of logic gates.

Multiple-level logic synthesis and optimization have evolved from minimization
methods for sum of products expressions and are especially well-suited for manipulat-
ing control circuits. When constdering data-path design, the optimization of circuits
involving exclusive-or primitives, such as adders and multipliers, is often difficult to
achieve with presently known heuristic algorithms, Thus an important open problem is
the optimal synthesis of data paths, including arithmetic units. Research on optimiza-
tion of AND-ExOR forms, and of networks of modules with such logic representations,
is thus very important and promising.

8.9 REFERENCES

Optimization methods for multiple-level circuits were investigated heavily in the last thirty years. Among the
classical methods, it is worth remembering the decomposition techniques of Ashenhurst |2] and Curtis [16].
Davidson [20] proposed exact and approximate algorithms for determining minimal gate-count (i.e., arca)
implementations of multiple-cutput networks, subject to stage (i.e., delay), fan-in and fanout constraints.
The method, based on a branch-and-bound search (that can be relaxed in the approximate case), has over-
polynomial-time complexity, and it is not considered practical for usual circnits. Lawler [35] proposed a
minimum-literal factorization algorithm for single-output networks.

Heuristic logic optimization flounshed in the 1980s. Most of the contributions are scattered in recent
journal papers and conterence proceedings, which explains the rich bibliography of this chapter. Algorithins
for optimization were pioneered by Brayton and McMullen |7], who developed the algebraic model and
the kernel theory. These methods were later perfected by Brayton, Rudell, Wang and Sangiovanni, who
introduced and solved the rectangle covering problems [8. 37, 43].

The theory of the don’t care specifications and computation has been the object of long investigation.
Coudert er al. [15] proposed a method for image computation that was later perfected by Touati et al. [42]
and applied to the computation of controllability don’t care sets. Damiani and De Micheli [17] proposed
a method for the exact computation of observability don’r care sets by means of network traversal and
showed the link between the equivalence classes of a Boolean relation and the ODC sets. The concept of
ODC sets has been recently extended to observability relations [40%.

Algebraic and Boolean algorithms have been used in several programs, such as MIS (8] and BOLD
[3]. The transduction method, proposed by Muroga et al. [36], has shown to yield good results and it
was implemented as part of Fujitsu's design system. The global flow method, proposed by Berman and
Trevillyan, was incorporated in IBM's LSS system [18, 19],

Barttett et al. presented first in a seminal paper [3] the links between logic optimality and testability.
Recently, Hachtel er af. [29] described thoroughly the relations between algebraic transformations and



MULTIPLE-LEVEL COMBINATIONAL LOGIC OPTIMIZATION 437

testability for both single and multiple stuck-at faults. Keutzer, Malik and Saldanhe [31] addressed the
relations between delay optimization and testability.

Whereas methods for timing optimization had been explored since the early stages of logic synthesis
[8, 21]. the false-path problem was brought back 10 the community’s attention only recently. Brand and
Iyengar [3] devised conditiens for dynamic sensitization. Devadas et al. [24] developed the false-path theory
based on static co-sensitization. McGeer and Brayton [32] proposed another theory using the concept of
viability. Their book is a good source of information on the problem.

Rule-based methods have been applied to logic optimization for many year's IBM*s LSS system
was the first logic optimization tool widely used in industry and paved the way (o the development of
this ficld. SocraTEs [28] uses both the algorithmic and the rule-based approaches, the latter being mainly
applied to the binding problem.

1. P. Abouzeid, K. Sakouti, G. Saucier and F. Poirot, “Multilevel Synthesis Minimizing the Routing
Factor,” DAC, Proceedings of the Design Automarion Conference, pp. 365-368, 1990.

2. R. Ashenhurst, “The Decomposition of Switching Functions.” Proceedings of the International Sym-
posium on the Theory of Switching, pp. 74-116, 1957,

3. K. A Bartlett, R. K. Brayton, G, D. Hachtel, R. M. Jacoby, C. R. Morrison, R. L. Rudell,
A. Sangiovanni-Vincentelli and A, R. Wang, *Muliilevel Logic Minimization Using Implicit Don’t
Cares,” IFEE Transactions en CAD/ICAS. Vol. CAD-7, No. 6, pp. 723-740, June 1988.

4. L. Berman and L. Trevillyan, “Global Flow Optimization in Automatic Logic Design,” IEEE Trans-
actions on CAD/ICAS, Vol. CAD-10, No. 5, pp. 557-564. May 1991.

5. D. Barnd and V. Iyengar, “Timing Analysis Using a Functional Relationship,” ICCAD. Proceedings
of the International Conference on Computer Aided Design, pp. 126-129, 1986,

6. R. Brayton, G. Hachtel and A. Sangiovanni-Vincentelli, “Multilevel Logic Synthesis,” JEEE Proceed-
ings, Vol. 78, No. 2, pp. 264-300, February 1990.

7. R. Brayton and C. McMullen, ““The Decompesition and Factorization of Beolean Expressions,” ISCAS,
Proceedings of the Imtemational Svmposium on Circuits and Svstems, pp. 49-34, 1982

8. R. Brayton, R. Rudell, A. Sangiovanni-Vincentelli and A. Wang. “MIS: A Multiple-level Logic Opti-
mization System.” [EEE Transactions on CAD/ICAS, Vol, CAD-6, No. 6, pp. 1062-1081, November
1987,

9. R. Brayton, R. Rudell, A. Sangiovanni-Vincentelli and A. Wang, Muln Level Logic Optimization
and the Rectangular Covering Problem.” ICCAD, Proceedings of the International Conference on
Computer Aided Design, pp. 66—69, 1987,

10. F. Brglez, D. Bryan, J. Calhoun. G. Kedem and R. Lisanke, “Automated Synthesis for Testability,”
IEEE Transactions on Industrial Electronies, Vol, IE-36, No. 2, pp. 263-277, May 1989.

I1. F. Brown, Boolean Reasoning, Kluwer Academic Publishers, Boston, MA, 1990.

12. D. Bryan, F. Brglez and R. Lisanke, “Redundancy Identification and Removal.” fnrernational Work-
shop on Logic Synthesis, 1991,

13. B. Buchanan and R. Duda, “Principles of Rule-based Expert Systems,” in M. Yovits, Editor, Advances
in Computers, Vol. 22, Academic Press. San Diego, 1983.

14, H. Chen and N. Du, “Path Sensitization in Critical Path Problem.,” TAU90, Proceedings of ACM
Workshop on Timing Issues in the Specification and Svnthesis of Digiral Systems, 1990.

15. 0. Coudert, C. Berthet and J. C. Madre. “Venfication of Sequential Machines Based on Symbolic Ex-
ecution,” in I. Sifakis, Editor, Lecture Notes in Computer Science, Springer-Verlag, Berlin, Germany,
1990,

16. A. Curtis, New Approach to the Design of Switching Circuits, Van Nostrand, Princeton, NJ, 1962,

17. M. Déamiani and G. Pe Micheli. “Don't Care Specifications in Combinational and Synchronous Logic
Circuits,” IEEE Transactions on CAD/ICAS, Vol. CAD-12, pp. 365-388, March 1993,

18. I. Darringer, W. Joyner, L. Berman and L. Trevillyan, “LS8: Logic Synthesis through Local Trans-
formations,” IBM Journal of Research and Development, Vol. 25, No. 4, pp. 272-280, July 1981.

19. I. Darringer, D. Brand, W. Joyner and L. Trevillyan, “L8$: A System for Production Logic Synthesis,”
IBM Journal of Research and Development. Vol. 28, No. 5, pp. 537-545, September 1984.

20. E. Davidson. “An Algorithm for NanNp Decomposition under Network Constraints,” JEEE Transactions
on Compurers, Vol C-18, No. 12, pp. 1098-1109, December 1969.



438 LOGIC-LEVEL SYNTHESIS AND OPTIMIZATION

21. G. De Micheli, “Performance Oriented Synthesis of Large Scale Domino CMOS Circuits,” IEEE
Transactions on CAD/AICAS, Vol. CAD-6, No. 5, pp. 751-764. September 1987.

22. G. De Micheli, A. Sangiovanni-Vincentelli and P. Antognetti (Editors), Design Systems for VLSI
Circuits: Logic Synthesis and Silicon Compilation, M. Njthoff Publishers, Dordrecht, The Netherlands,
1987.

23. S. Devadas and K. Keutzer, “Synthesis of Robust Delay-Fault Testable Circuits: Theory,” JEEE
Transactions on CAD/ICAS, Vol. 11, CAD-No. 1, pp. 87-101, January 1992.

24. S. Devadas, K. Keutzer and S. Malik, “Delay Computation in Combinational Logic Circuits: Theory
and Algorithms,” JCCAD, Proceedings of the International Conference on Computer Aided Design,
pp. 176-179, 1991.

25. D. Dieuneyer, Logic Design of Digital Systems, Allyn and Bacon, Needham Heights, MA, 1978.

26. D. Dietmeyer and Y. Su, “Logic Design Automation of Fan-in Limited NAND Networks,” JEEE
Transactions on Computers, Vol. C-18, No. 1, pp. 11-22, January 1969,

27. D Du, 8. Yen and S. Ghanta, “On the General False Path Problem in Timing Analysis,” DAC,
Proceedings of the Design Automation Conference, pp. 555-560, 1989,

28. D. Gregory, K. Bartlett, A. de Geus and G. Hachtel, “Socrates: A System for Automatically Synthesiz-
ing and Optimizing Combinational Logic,” DAC, Proceedings of the Design Automation Conference,
pp. 7983, 1986.

29. (. Hachtel, R. Jacoby, K. Keutzer and C. Morrison, “On Properties of Algebraic Transformations and
the Synthesis of Multifault-Irredundant Circuits,” IEEE Transactions on CAD/ICAS, Vol. CAD-11,
No. 3, pp. 313-321, March 1992,

30. B. Kernighan and §. Lin, “An Efficient Heunstic Procedure for Partitioning Graphs,” Bell System
Technical Journal, pp. 291-307, February 1970.

31. K. Keutzer, S. Malik and A. Saldanha, “Is Redundancy Necessary to Reduce Delay?” IEEE Transec-
tions on CAD/ICAS, Vol. CAD-10, No. 4, pp. 427-435, April 1991.

32. P. McGeer and R. Brayton, Integrating Functional and Temporal Domains in Logic Design, Kluwer
Academic Publishers, Boston, MA, 1991,

33. P.McGeer, A. Saldanha, R. Brayton and A. Sangiovanni-Vincentelli, “Delay Models and Exact Timing
Analysis,” in T. Sasao, Editor, Logic Synthesiy and Opﬂmt*mmn Kluwer Academic Publishers, Boston,
MA, 1993,

34. P. McGeer and R. Brayton, “Efficient, Stable Algebraic Operation on Logic Expressions,” in C. Sequin,
Editor, VLSI Design of Digital Systems, North-Holland, Amsterdam, 1988.

35. E. Lawler, “An Approach to Multilevel Boolean Minimization,” Journal of ACM, Vol. 11, pp. 283
295, 1964.

36. S. Muroga, Y. Kambayashi, H. Lai and J. Culliney, “The Transduction Method—Design of Logic
Networks Based on Permissible Functions,” IEEE Transactions on Computers, Vol. C-38, No. 10, pp.
1404-1424, 1989.

37. R. Rudell, “Logic Synthesis for VLSI Design,” Memorandum UCB/ERL M85/49, Ph.D. Dissem[ion,
University of California at Berkeley, April 1989.

38. A. Saldanha, A. Wang, R. Brayton and A. Sangiovanni-Vincentelli, “Multi-Level Logic Slmpl:ﬁcatmn
using Don’t Cares and Filters,” DAC, Proceedings af the Design Automation Conference, pp. 277-282,
1989.

39. H. Savoy, R. Brayton and H. Touati, “Extracting Local Don’t Cares for Network Optimization,”
ICCAD, Proceedings of the International Conference on Computer Aided Design, pp. 514-517, 1991.

40. H. Savoj and R. Brayton, “Observability Relations and Observability Don’t Cares,” ICCAD, Proceed-

" ings of the International Conference on Computer Aided Design, pp. 518-521, 199).

41. K. Singh, A. Wang, R. Brayton and A. Sangiovanni-Vincentelli, “Timing Optimization of Combina-
tional Logic,” ICCAD, Proceedings of the International Conference on Computer Aided Design, pp.
282-285, 1983.

42, H. Touati, H. Savoy, B. Lin, R. Brayton and A. Sangipvanni-Vincentelli, “Implicit State Enumera-
tion of Finite State Machines using BDDs,” ICCAD, Proceedings of the International Conference on
Computer Aided Design, pp. 130-133, 1990

43, A. Wang, “Algorithms for Multilevel Logic Optimization,” Memorandum UCB/ERL M89/49, Ph.D.
Dissertation, University of California at Berkeley, April 1989,



MULTIPLE-LEVEL COMBINATIONAL LOGIC OPTIMIZATION 439

8.10 PROBLEMS

1. Prove that given two algebraic expressions fuividens a0d faivisor, the algebraic quotient of

the former by the latier is empty if any of the following conditions apply:
® fuivisor CONtAINS a variable not in fy;yigend-
& fyivisor CONtains a cube not contained in any cube of fiigena-
o fiivisor CONtaIns more terms than fy;,igens (i, m > n).
e The count of any variable in fy,i50- 1s larger than in fy;idend-

2. Design an algorithm that finds all O-level kemels of a function.

3. Design an algorithm that finds just one O-level kernel of a function.

4. Consider the logic network defined by the following expressions:

x =ad +a't +a'd +bc+bd +ac
y=a+b

i=dd+dd +bd +bd te
u=dac+ad+bd+e

Draw the logic network graph. OQutputs are {x, y, z. u}. Perform the algebraic division £, /£,
and show all steps. Substitute y into f, and redraw the network graph. Compute all kernels
and co-kemnels of z and u. Extract a multiple-cube subexpression common to f; and f,.
Show all steps. Redraw the network graph.

. Consider the logic network defined by the following expressions:

x = abcf +efc +de
y = acdef + def -

z bed + acf

Determine the cube-variable matrix and all prime rectangles. Identify all feasible cube in-
tersections. Determine the minimum-literal network that can be derived by cube extraction.

Consider the logic network defined by the following expressions:

d =10b
f=(a+dy
e = {ca)
x = fe
y=dde

Inputs are {a, b, ¢} and outputs are {x, yv}. Assume CDC,, = abc’. Compute CDCpyy.

7. Consider the logic network of Problem 6. Compute the ODC sets for all internal and input

vertices, assuming that the outputs are fully observable.

Design an algorithm that computes the exact ODC set by backward traversal and does not
use the results of Theorem 8.4.1 but exploits formulae 8.9 and 8.10.

. Prove formally the following theorem justifying an exact filter. Consider a vertex v,. Let

DC, = DU E such that |(sup(F) U sup(D)) Nsup(E)| < 1. Then, the cubes of E are
useless for optimizing f,.
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10.

11.

12.
13.

14.
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16,
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Give an example of the usefulness of an approximate filter based on the following. Discard
those cubes of the don’t care set whose support is disjoint from that of the function to be
minimized. Show also that it is not an exact filter.
Prove the following theorem. Let the input/output behavior of the network under con-
sideration be represented by f and the comresponding external don’t care set by DC,,,.
Let us apply simplification to vertex v, and let g, be a feas'.lb]e implementation of the
corresponding local function. Then:

(fmm ﬂf lx [})U (f

n”r»ﬂ)chc(fmm'ur lx l)n(f Uflx:])

max min

where f,;, = (F NDC,,, and f,,, = FUDC.,).

Derive a recursive formula to compute the controlling set Cy;(x). Justify the formula.
Design an exact algorithm for inverter minimization in a tree-structured network. Determine
its time complexity.

Formulate the inverter minimization problem as a ZOLP. Consider networks with general
topology.

Consider the logic network defined by the following expressions:

k=a
e=k+b

g = b+
f =asg

h = ab
i=f&d =
J=d+s

x =edi
y=Jj+h

Inputs are {a, b, ¢, d, 5} and outputs are [x, ¥}. Draw the logic network graph. Assume that
the delay of each inverter, AND and OR gates is | and that the delay of each Nor, EXOR
and EXNOR gate is 2. Compute the data ready and slacks for all vertices in the network.
Assume that the input data-ready times are zero except for f; = 4 and that the required
data-ready time at the output is 7. Determine the topological critical path.

Consider the cireuit of Figure 8.31. Is it fully testable for single stuck-at faults? Can you
draw the conclusion that a critical true path is not statically sensitizable if the circuit is not

fully testable? Why?
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Non ¢’ é un unico tempo: ci sono molti nastri
che paralleli slittano ...
There isn't one unigue time: many

tapes run parallel ...
E. Montale. Satura,

9.1 INTRODUCTION

We consider in this chapter the optimization of sequential circuits modeled by finite-
state machines at the logic level. We restrict our attention to synchronous models
that operate on a single-phase clock. From a circuit standpoint, they consist of inter-
connections of combinational logic gates and registers. Thus, synchronous sequential
circuits are often modeled by a combinational circuit component and registers, as
shown in Figure 9.1. We assume here, for the sake of simplicity, that registers are
edge triggered and store 1 bit of information. Most of the techniques described in this
chapter can be extended, mutatis mutandis, to the case of level-sensitive latches [32]
and that of multiple-phase clocks [3].
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Primary Primary
Inputs COMBINATIONAL Outputs
CIRCUIT
State
REGISTERS FIGURE 9.1
Block diagram of a finite-state machine
clock

implementation.

Sequential circuit optimization has been the subject of intensive investigation
for several decades. Some textbooks [20, 21, 23, 29] present the underlying the-
ory and the fundamental algorithms in detail. 1t is the purpose of this chapter to
distill those techniques based on classical methods that have been shown practical
for CAD synthesis systems as well as to report on the recent developments in the
field.

Sequential circuits can be specified in terms of HDL models or synthesized
by means of the techniques described in Chapter 4. In both cases, the sequential
circuit model may have either a behavioral or a structural flavor or a combination
of both. Whereas the behavior of combinational logic circuits can be expressed by
logic functions, the behavior of sequential circuits can be captured by fraces, ie.,
by input and output sequences. A convenient way to express the circuit behavior is
by means of finite-state machine models, e.g., state transition diagrams (Section 3.3.3),
as shown in Figure 9.2 (a). State transition diagrams encapsulate the traces that the
corresponding cirewit can accept and produce. Thus, state-based representations have
a behavioral flavor. -

Classical methods for sequential optimization use state transition diagrams (or
equivalent representations, e.g., tables). While many optimization techniques have
been proposed, this finite-state machine representation lacks a direct relation between
state manipulation (e.g., state minimization) and the corresponding area and delay
variations. In general, optimization techniques target a reduction in complexity of the
model that correlates well with area reduction but not necessarily with performance

r=11000...
rf) z=00101...
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improvement, Therefore these optimization methods parallel the behavioral-level trans-
formations for architectural medels, described in Section 3.4.2.

An alternative representation of the circuit behavior is by means of logic ex-
pressions in terms of time-labeled variables. As in the case of combinational circuits,
it is often convenient to express the input/output behavior by means of a set of lo-
cal expressions with mutual dependencies. This leads to circuit representations in
terms of synchronous logic networks that express the interconnection of combina-
tional modules and registers, as shown in Figure 9.2 (b). Synchronous logic net-
works have a structural flavor when the combinational modules correspond to logic
gates. They are hybrid structural/behavioral views of the circuit when the modules
are associated with logic functions. Some recent optimization algorithms for sequen-
tial circuits use the network representation, such as retiming [24]. In this case there
is a direct relation between circuit transformations and area and/or performance
improvement,

State transition diagrams can be transformed into synchronous logic networks
by state encoding and can be recovered from synchronous logic networks by state
extraction. State encoding defines the state representation in terms of state variables,
thus allowing the description in terms of networks. Unused state codes are don’t care
conditions that can be used for the network optimization. The major task in state
extraction is to determine the valid states (e.g., those reachabie from the reset state)
among those identified by all possible polarity assignments to the state variables.
Design systems for sequential optimization leverage optimization methods in both
representation domains.

In this chapter we shall first describe sequential circuit optimization using state-
based models in Section 9.2. Then we shall consider those methods relying on network
models in Section 9.3. Next we shall consider the relations between the network mod-
els and state transition diagrams, in particular implicit methods for finite-state machine
traversal, in Section 9.4. We shall conclude with some comments on testability of se-
quential circuits.

9.2 SEQUENTIAL CIRCUIT OPTIMIZATION
USING STATE-BASED MODELS

We consider in this section algorithms for sequential optimization using state-based
models as weil as transformations into and from structural models. We consider Mealy-
type finite-state machines, defined by the quintuple (X, Y, S, 4, A), as introduced in
Section 3.3.3. We denote |S| by n; in the sequel.

Finite-state machine optimization has been covered by several textbooks [20,
21, 23, 29]. For this reason, we summarize the state of the art in the field, with
particular reference to the relation to other synthesis problems and to recent results.
In particular, we concentrate on the state minimization and state encoding problems
in Sections 9.2.1 and 9.2.2, respectively.

We shall survey briefly other relevant optimization techniques in Section 9.2.3,
including decomposition. We comment on the relations among different finite-state
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machine optimization problems and on issues related to synthesis and optimization of
interconnected finite-state machines.

9.2.1 State Minimization

The state minimization problem aims at reducing the number of machine states. This
leads to a reduction in size of the state transition graph. State reduction may correlate
to a reduction of the number of storage elements. (When states are encoded with a
minimum number of bits, the number of registers is the ceiling of the logarithm of
the number of states.) The reduction in states correlates to a reduction in transitions,
and hence to a reduction of logic gates.

State minimization can be defined informally as deriving a finite-state machine
with similar behavior and minimum number of states. A more precise definition relies
on choosing to consider completely (or incompletely) specified finite-state machines.
This decision affects the formalism, the problem complexity and the algorithms, Hence
state minimization is described separately for both cases in the following sections. In
addition, a recent technique for state minimization of completely specified finite-state
machines using an implicit representation (instead of an explicit state-based model) is
described in Section 9.4.2.

STATE MINIMIZATION FOR COMPLETELY SPECIFIED FINITE-STATE MA-
CHINES. When considering completely specified finite-state machines, the transition
function § and the output function A are specified for each pair (input, state) in X x S.
Two states are equivalent if the output sequences of the finite-state machine initialized
in the two states coincide for any input sequence. Equivalency is checked by using
the result of the following theorem [21].

Theorem 9.2.1. Two states of a finite-state machine are equivalent if and only if, for
any input, they have identical outputs and the corresponding next states are equivalent,

Since equivalency is symmetric, reflexive and transitive, states can be partitioned
into equivalence classes. Such a partition is unique. A minimum-state implementa-
tion of a finite-state machine is one where each state represents only one class, or
equivalently where only one state per class is retained. ‘

Minimizing the number of states of a completely specified finite-state machine
then entails computing the equivalence classes. These can be derived by an iterative
refinement of a partition of the state set. Let 1;,i = 1,2,..., ny, denote the par-
titions. At first, blocks of partition 1, contain states whose outputs match for any
inpwt, “hence satisfying a necessary condition of equivalence. Then, partition blocks
are iteratively refined by further splittings by requiring that all states in any block
of I1;,; have next states in the same block of IT; for any possible input. When the
iteration converges, i.e., when I1;;, = [1; for some value of i, the corresponding
blocks are equivalence classes, by Theorem 9.2.1. Note that convergence is always
achieved in at most #n, iterations. In the limiting case that n; iterations are required,
we obtain a 0-partition where all blocks have one state each, i.e., no pair of states are
equivalent. The complexity of this algonithm is O(nf).
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FIGURE 9.3
State diagram.

Example 9.2.1. Consider the state diagram shown in Figure 9.3, whose state table{l is
reported next:

Input  State  Next State  Output

1] 5\ 53 1
1 5| 55 1
1] 52 53 1
1 k) 55 1
) 51 59 Q)
1 53 5 1
0 54 £ 0
1 54 55 1
0 55 54 1
1 55 ] 0

The state set can be partitioned first according to the outputs, i.e.,
I = ({1, 52} {s3. 84 {ss})

Then we check each block of IT; to see if the corresponding next states are in a single
block of I, for any input. The next states of s, and s, match. The next states of 51 and
54 are in different blocks. Hence the block {s:. s4] must be split, yielding:

My = {Is1. 521, (s3] {sa}. {ss])

When checking the blocks again, we find that no further refinement is possible, because
the next states of §; and s, match. Hence there are four classes of compatible states. We
denote {5}, 52} as $; in the following minimal table:

Input  State  Next State  Output

[§] 512 53 1
- |L 512 55 1
0 53 512 0
1 33 512 1
0 54 51 G
1 54 55 1
0 35 54 1
1 $5 5132 0

The corresponding diagram is shown in Figure 9.4,
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FIGURE 9.4
Minimum-state diagram, (Dotted edges
are superfluous.)

In the algorithm described above, the refinement of the partitions is done by
looking at the transitions from the states in the block under consideration to other
states. Hopcroft [19] suggested a partition refinement method where the transitions
into the states of the block under consideration are considered. Consider a partition
block A € IT; and, for each input, the subset of the states whose next states are in
A, which we call P. Then any other block B € TI; is consistent with A if either
B C Por BN P = . If neither of these conditions are satisfied, block B is split into
B' =B Pand B =B — BN P, and the two splinters become part of IT;, . If no
block requires a split, then the partition defines a class of equivalent states.

Example 9.2.2. Consider the table of Example 9.2.1. The state set can be partitioned
first according 10 the outputs, as in the previous case:

[Ty = {{s1, 52}, {53, 54}, {Ss}T

Then we check each block of IT). Let 4 = {s5}. Let us consider input 1. The states
whose next state is 55 are set P = {5, 52, 54}. Block {s,. 57} is a subset of P and requires
no further split. Block B = {s3, 54} is not a subset of P and BN P = [s4]. Hence the
block s split as {{s3}, {ss}}. yielding:

[Ty = {51, 1), (3], {5}, {s51)

No further splits are possible and I1, defines four classes of equivalent states.

Hopcroft’s method is important because it has a better asymptotic behavior.
Note that when a block is considered to split the others, it does not need to be
reconsidered unless it is split. In this case, both splinters would yield the same results
wher sonsidered in turn to split other blocks. Hence we can consider the smailer one
in the future iterations. This fact is key in proving that the algorithm can be executed
in O(n,logny) steps. The proof is laborious and reported in references [1] and [19].

STATE MINIMIZATION FOR INCOMPLETELY SPECIFIED FINITE-STATE MA-
CHINES. In the case of incompletely specified finite-state machines, the transition
function § and the output function A are not specified for some (input, state) pairs.
Equivalently, don’t care conditions denote the unspecified transitions and outputs.
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They model the knowledge that some input patterns cannot occur in some states or
that some outputs are notl observed in some states under some input conditions.

An input sequence is said to be applicable if it does not lead to any unspecified
transition. T'wo states are compatible if the output sequences of the finite-state machine
initialized in the two states coincide whenever both outputs are specified and for
any applicable input sequence. The following theorem [21] applies to incompletely
specified finite-state machines. '

Theorem 9.2.2. Two states of a finite-state machine are compatible if and only if, for
any input, the corresponding output functions match when both are specified and the
corresponding next states are compatible when both are specified.

This theorem forms the basis of iterative procedures for determining classes
of compatible states that are the counterpart of those used for computing equivalent
states. Nevertheless two major differences exist with respect to the case of completely
specified finite-state machines.

First, compatibility is not an equivalency relation, because compatibility is a
symmetric and reflexive relation but not a transitive one. A class of compatible states
is then defined to be such that all its states are pairwise compatible. Maximal classes
of compatible states do not form a partition of the state set. Since classes may overlap,
multiple solutions to the problem may exist, The intractability of the problem stems
from this fact,

Second, the selection of an adequate number of compatibility classes to cover
the state set is complicated by implications among the classes themselves, because the
compatibility of two or more states may require the compatibility of others. Hence
the selection of a compatibility class to be represented by a single state may imply
that some other class also has to be chosen. A set of compatibility classes has the
closure property when all implied compatibility classes are in the set or are contained
by classes in the set,

Example 9.2.3. Consider the finite-state machine of Figure 9.5 (a) and described by the
following table, where onty the output function A is incompletely specified for the sake

of simplicity:

Input State Next State  Output

¢ 51 53 k
1 51 55 ®
0 52 53 *
1 59 55 1
L) 51 52 0
1 51 e 1
0 54 54 0
1 54 55 1
0 55 54 1
1 55 51 0

Note first that replacing the don’t care entries by 1s would lead to the table of
Example 9.2.1, which can be minimized to four states. Other choices of the don’t care
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FIGURE 9.5
(a) State diagram. (b) Minimum state diagram.

0/0
071 '
1/1
{b)

entries would lead to other completely specified finite-state machines. Unfortunately, there
is an exponential number of completely specified finite-state machines in correspondence
to the choice of the don’r care values.

Let us consider pairwise compatibility. The pair {s, s;} is compatible. The pair
{52, 53} is compatible subject to compatibility of {s, s5}. The pair {s;, 53} is not compat-
ible. This shows the lack of transitivity of the compatibility relation.

The following table lists the compatible and incompatible pairs:

Pairs Implied Pairs
Compatible {51, 52} -
Compatible {s1.55}  {s3.51}
Compatible {s2.54}  {s3.54}
Compatible [52. 53} {51,355}
Compatible {s3. 53} {52,534} {51. 55}
Incompatible {5 53}
Incompatible {51, 54}
Incompatible {53, 55}
Incompatible  {s3, 55}
Incompatible  {s4, 55}

Maximal compatibility classes are the following:

Classes Implied Classes
{51, 82}

NETP {53, 54)
Isz. 53,34} {51,355}

Minimizing the number of states of an incompletely specified finite-state ma-
chine consists of selecting enough compatibility classes satisfying the closure prop-
erty so that the states are covered. Hence the state minimization problem can be
formulated as a binate covering problem and solved exactly or heuristically by the
corresponding algorithms. The states of a minimum implementation would corre-
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spond then to the selected classes and their number to the cardinality of a minimum
cover.

It is worth noticing that the set of maximal compatible classes satisfies always
the closure property, Hence, their computation gives always a feasible solution and no
check for implications is needed. Unfortunately, its cardinality may be larger than that
of a minimum cover and even larger than the original state set cardinality. Minimum
covers may involye compatibility classes that are not necessarily maximal. This can
be explained infgrmally by noticing that smaller classes may have fewer implication
requirements.

Example 9.2.4. Consider the table of Example 9.2.3. There are three maximal classes
of compatible states. However, a minimum closed cover involves enly {s,s5} and
{82, 53, 54}, therefore with cardinality 2. In this case. the selected classes are maximal,
but they are not required to be so in general. The minimum state diagram is shown in
Figure 9.5 (b).

Exact methods for state minimization of incompletely specified finite-state ma-
chines can take advantage of considering a smaller set of compatibility classes. For
example, Grasselli and Luccio [18] suggested restricting the attention to prime classes,
which are those not included in other classes implying the same set or a subset of
classes, The use of prime classes allows us to prune the solution space.

Heuristic methods for state minimization have different flavors. Upper bounds
on the optimum solution size are given by the cardinality of the set of maximal
compatible classes and by the original state set cardinality. A Jower bound is given
by a unate cover solution that disregards the implications. It has been noticed [29]
that often a unate cover in terms of maximal compatible classes has the closure
property and hence it is a valid solution. Otherwise, an approximation to the so-
lution of the binate covering problem can be computed by heuristic covering
algorithms.

9.2.2 State Encoding

The state encoding {or assignment) problem consists of determining the binary rep-
resentation of the states of a finite-state machine. In the most general case, the state
encoding problem is complicated by the choice of register type used for storage (e.g.,
D, T, JK) [29]. We consider here only D-type registers, because they are the most
commonly used. :

Encoding affects the circuit area and performance. Most known techniques for
state encoding target the reduction of circuit complexity measures that correlate well
with circuit area but only weakly with circuit performance. The circuit complexity
is related to the number of storage bits n; used for the state representation (i.e.,
encoding length) and to the size of the combinational component. A measure of the
latter is much different when considering two-level or multiple-leve] circuit
implementations.

For this reason, state encoding techniques for two-level and multiple-level logic
have been developed independently. We shall survey methods for both cases next.



450 LOGIC-LEVEL SYNTHESIS AND OPTIMIZATION

STATE ENCODING FOR TWO-LEVEL CIRCUITS. Two-level circuits have been the
object of investigation for several decades. The circuit complexity of a sum of products
representation is related to the number of inputs, outputs and product terms. For PLA-
based implementations, such numbers can be used to compute readily the circuit area
and the physical length of the longest path, which correlates to the critical path delay.!
The number of inputs and outputs of the combinational component is the sum of twice
the state encoding length plus the number of primary inputs and outputs. The number
of product terms to be considered is the size of a minimum (or minimal) sum of
products representation.

The choice of an encoding affects both the encoding length and the size of a
two-level cover. There are 27+!/(2" — n;)! possible encodings, and the choice of the
best one is a formidable task. Note that the size of sum of products representations
is invariant under permutation and complementation of the encoding bits. Hence the
number of relevant codes can be refined to (2% — 1)}1/(2" — ng)ing!.

The simplest encoding is /-hor state encoding, where each state is encoded
by a corresponding code bit set to 1, all others being 0. Thus n, = a,;. The 1-hot
encoding requires an excessive number of input/outputs, and it was shown [8, 9]
not to minimize the size of the sum of products representation of the corresponding
combinational component.

Early work on state encoding focused on the use of minimum-length codes, i.e.,
using n, = [log,n;] bits to represent the set of states S. Most classical heuristic
methods for state encoding are based on a reduced dependency criterion [20, 31]. The
rationale is to encode the states so that the state variables have the least dependencies
on those representing the previous states. Reduced dependencies correlate weakly with
the minimality of a sum of products representation. =

In the early 1980s, symbolic minimization {see Section 7.5) was introduced
[8, 9] with the goal of solving the state encoding problem. Minimizing a symbolic
representation is equivalent to minimizing the size of the sum of products form re-
lated to all codes that satisfy the corresponding constraints. Since exact and heuristic
symbolic minimizers are available, as well as encoding programs, they can be readily
applied to the state encoding problem.

Note that the finite-state machine model requires the solution to both input and
output encoding problems. The feedback nature of the finite-state machine imposes a
consistency requirement, Namely, symbol pairs (in the input and output fields) corre-
sponding to the same states must share the same code. In other words, the state set must
be encoded while satisfying simuitaneously both input and output constraints. Exact
and heuristic encoding algorithms have been previously reported in Section 7.5.2.

IThe area of a PLA is proportional to the product of the number of /Os (columns) and the number
of product terms (rows). For simplicity we consider as one column any input column pair corresponding
to a signal and its complement. The longest physical path is propertional to the sum of twice the number
of rows (2 column lengths) plus the number of 1/Os (1 row length).
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Example 9.2.5. Consider the finite-state machine described by the following state table:

Input State Next State  Output

4] 51 53 0]
l 51 53 0
0 52 ! 0
| 527 5 1
0 53 55 0
1 53 N 1
0 54 572 1
1 34 53 0
0 55 52 1
1 55 85 0

A minimal symbolic cover is the following:

* 31525, 53 0
1 52 51 1
1] 5455 52 1
1 53 S4 1

with the covering constraints:

s 5 and s> cover 53;

e 55 is covered by all other states.

The corresponding encoding constraint matrices are then:

00101
cCo10t
N . Frr
00001
00000

An encoding that satisfies simultaneously both sets of constraints is then:

111

101

E= (001

100

. 600

r

where each row relates to a state.
An encoded cover of the finite-state machine combinational component is then:

* ¥ 001 0
1 101 111 1
0 *00 103 1
1 001 100 1
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Whereas symbolic minimization and constrained encoding provide a framework
for the solution of the state assignment problem for two-level circuits, we would like
to stress a limitation of this approach. The minimum-length solution compatible with
a set of constraints may require a number of bits larger than [log, n,]. In practice,
experimental results have shown that just a few extra bits may be needed to satisfy all
constraints. In addition, constraints can be relaxed to satisfy bounds on the encoding
length [2, 9, 35]. Thus, the desired circuit implementation can be searched for by
trading off the number of I/Os with the number of product terms.

Example 9.2.6. Consider a finite-state machine whose minimal symbolic cover is:

00 515 53 100
0l s 57 010
10 18 s 001

There are no output encoding constraints. Nevertheless, the satisfaction of the input
encoding constraints requires at least 3 bits. A feasible encoding is 5, = 100;s; =
010; 53 = 001. Hence a cover with cardinality 3 and n, = 3 can be constructed. The
corresponding PLA would have 3 rows and 11 columns.

Altemnatively we may choose not to satisfy one constraint, to achieve a 2-bit
encoding. Assume we split the top symbolic implicants into two, namely 00 s, s; 100
and 00 s, s3 100. Then the following 2-bit encoding is feasible: sy = 00; 5, = 11; 53 =01.
Now we would have a cover with cardinality 4 and n, = 2. The corresponding PLA
would have 4 rows and 9 columns.

STATE ENCODING FOR MULTIPLE-LEVEL CIRCUITS. State encoding techniques
for multiple-level circuits use the logic network model described in Chapter 8 for
the combinational component of the finite-state machine. The overall area measure is
related to the number of encoding bits (i.e.. registers) and to the number of literals in
the logic network. The delay corresponds to the critical path length in the network.
To date, only heuristic methods have been developed for computing state encodings
that optimize the area estimate.

The simplest approach is first to compute an optimal state assignment for a two-
level logic model and then to restructure the circuit with combinational optimization
algorithms. Despite the fact that the choice of state codes is done while considering a
different model, experimental results have shown surprisingly good results. A possible
explanation is that many finite-state machines have shallow transition and output
functions that can be best implemented in a few stages.

- “The difficulty of state encoding for multiple-level logic models stems from the
wide variety of transformations available to optimize a network and from the literal
estimation problem. Therefore researchers have considered encoding techniques in
connection with one particular logic transformation. Devadas et al. [2, 11] proposed
a heuristic encoding method that privileges the extraction of common cubes. The
method has been improved upon by others in a later independent development [16].
Malik et al. [27] addressed the problem of optimal subexpression extraction and its
relation to encoding.
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We summarize here a method that targets common cube extraction, and we
refer the reader to reference [2] for details. The rationale is to determine desired code
proximity criteria. For éxample, when two (or more) states have a transition to the
same next state, it is convenient to keep the distance between the corresponding codes
short, because that correlates with the size of a common cube that can be extracted.

Example 9.2.7. Given a finite-state machine with state set § = {5}, 52, 53, 83, 85}, con-
sider two states s, and s, with a transition into the same state s; under inputs i’ and
i, respectively. Assume that a 3-bit encoding is used. Let us encode both states with
adjacent (i.e.. distance 1) codes, namely 000 and 001. These correspond to the cubes
a'b’c’ and a’'b'c, respectively, where {a. b, ¢} are the state variables. Then the transition
can be written as i’a’b'c’ +ia'b'c, or equivalently a'b (i'e¢" +ic). Note that no cube could
have been extracted if 52 were encoded as 111, and a smaller cube could be extracted by
choosing 011.

The encoding problem is modeled by a complete edge-weighted graph, where
the vertices are in one-to-one correspondence with the states, The weights denote the
desired code proximity of state pairs and are determined by scanning systematically all
state pairs. State encoding is determined by embedding this graph in a Boolean space
of appropriate dimensions. Since graph embedding is an intractable problem, heuristic
algorithms are used to determine an encoding where pairwise code distance correlates
reasonably well with the weight (the higher the weight, the lower the distance).

There are still two major complications. First, when considering the codes of
two states with transitions into the same next state, the size of the common cube
can be determined by the code distance. but the number of possible cube extractions
depends on the encoding of the next states. Therefore, the.arca gain cannot be related
directly to the transitions, and the weights are only an imprecise indication of the
possible overall gain by cube extraction. Second, the extraction of common cubes
interacts with each other.

To cope with these difficulties, two heuristic algorithms were proposed by
Devadas et al. [2, 11]. They both use a complete edge-weighted graph, the weights
being determined differently. In the first algorithm, called fanout oriented, state pairs
that have transitions into the same next state are given high edge weights (to achieve
close codes). The weights are computed by a complex formula which takes the output
patterns into account. This approach attempts to maximize the size of common cubes
in the encoded next-state function. In the second algorithm, called fan-in oriented,
state pairs with incoming transitions from the same states are given high weights.
Again a complex rule determines the weight while taking the input patterns into ac-
count. This strategy tries to maximize the number of common cubes in the encoded
next-state function.

Example 9.2.8. Consider the table of Example 9.2.5 and the fanout-oriented algorithm,
First a complete graph of five vertices is constructed and then the edge weights are
determined. For the sake of simplicity, we consider binary-valued weights. Hence 2 high
weight is 1. Take, for example, the state pair {s,. 52}, where either state has a transition
to s3. Then weight 1 is assigned to edge {vy, v2].
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By scanning all state pairs, the edges {{vy, va}, {va, val, {v1, va}, {04, Us), {13, 5]}
are assigned unit weight, while the remaining edges are given weight 0.

The encoding represented by the following matrix reflects the proximity require-
ments specified by the weights:

111
110
E=1000
011
001

By replacing the codes in the table and by deleting those rows that do not contribute to
the encoded transition and output function, we obtain:

1 110 111 1
0 000 00I 0O
1 000 011 1
0 o011 110 1
0 001 110 1
1001 001 0

Now let the input be variable i, the state variables be a, b, ¢ and the encoded transition
functions be f,, fi. fe. ’

Consider expression f, = iabc’ + i'a’bc + i'a’'F'c, which can be rewritten as
fa = iabd + i'a’c(b + B') = iabc’ + i'a’c. The common cube i'a’c is related to the
codes of {s4, 55}, which are adjacent. Note that cube {'a’c is not in conjunction with an
expression, because in this particular case the primary inputs match in correspondence
with the transitions from {s4, 55} under consideration (rows 4 and 5 of the cover).

For the sake of the example, assume now that s; is given code 101, or equivalently
ab’c. Then f, = iabe’ +i'a’be +1i'ab'c, which can be rewritten as f, = iabc’ +i'c(a’b+
ab’). The expression for f, is larger in size (i.e., literal count} than the previous one.
This is due to the increased distance of the codes of {s4. 55}.

Other rules for detecting potential common cubes have been proposed, as well
as formulae for more precise evaluation of literal savings [16]. They all correspond to
examining next-state transition pairs that can be represented symbolically as i;s|+ iasy,
where f|, i are input patterns (cubes) and {s|, s} € § is any state pair. Whereas the
general case was described before and demonstrated in Example 9.2.7, specific cases
apply when i; = é» or {1 € i>. Then it is particularly convenient to achieve distance
1 in the encoding of 5, and s, because a larger literal saving can be achieved.

Example 9.2.9. Consider again the first expression of f, in Example 9.2.8. Since i, =
i = i’ and the distance of the encoding of {s4, 55} is 1, the common cube {’g'c(b+ &) =
i'a’c is not in conjunction with any expression,

Let us consider now transitions from states {s,, 5;] to state s; under inputs {; and
i, respectively, where i, C i, e.g., ij = iy and i = ;. Assume adjacent codes are
assigned to 5; and 52, €.2., a'b'¢’ (000) and a’b'c (001), respectively. Then, the transition
can be expressed as ija'b'¢c’ + ia'b'c and simplified to ia'b'(j¢' + ) = ia'b' (j + ¢).
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It is important to remember that, while cube extraction reduces the number of
literals, many other (interacting) transformations can achieve the same goal. Hence,
this encoding technique. exploits only one methed for reducing the complexity of a
multiple-level network. By the same token, the estimation of the size of an optimal
multiple-level network by considering cube extraction only may be poor. Experimental
results have shown this to be adequate, mainly due to the fact that transition functions
are shallow ones and do not require many levels.

9.2.3 Other Optimization Methods and Recent
Developments*

We review briefly some other optimization techniques for finite-state machines and
their interrelations. We comment on the recent developments in the field. This section
is intended to give the reader a flavor for the problems involved (for details the reader
is referred to the literature [2, 23]).

FINITE-STATE MACHINE DECOMPOSITION. Whereas collapsing two (or more)
finite-state machines into a single one is straightforward, by merging the transition
diagrams, the reverse process is more difficult. Finite-state machine decomposition has
been a classic problem for many years, and it has been reported in some textbooks [20,
23]. Most techniques have theoretical importance only, because their computational
complexity limits their use to small-sized circuits only.

The goal of finite-state machine decomposition 1s to find an interconnection of
smaller finite-state machines with cquivalent functionality to the original one. The
rationale is that the decomposition may lead to a reduction in area and increase in
performance. Decomposition entails a partition, or a cover, of the state set by subsets,
each one defining a component of the decomposed finite-state machine. Different
decomposition types can be achieved, as shown in Figure 9.6.

As for state minimization and encoding, it is often difficult to relate a decompo-
sition to the final figures of merit of the circuit, because of the abstractness of the state
transition graph model. Nevertheless, in the particular case of two-way decomposition
with two-level logic models, symbolic minimization and constrained encoding can be
used to yield partitions whose figures of merit closely represent those of the resplting
circuits. We refer the reader to reference [2] for details.

Recently, decomposition algorithms based on factorization have been reported
[2]. Factorization consists of finding two (or more) similar disjoint subgraphs in a
state transition diagram. An exact factorization corresponds to determining two (or
more) subgraphs whose vertices, edges and transitions match. Hence it is possible to
achieve a two-way decomposition of the original finite-state machine by implementing
the common subgraphs as a single slave finite-state machine that acts as a “subrou-
tine” invoked by a master finite-state machine. This leads to a sharing of states and
transitions and therefore to an overall complexity reduction. Exact factors are hard
to find in usual designs, unless modeled by state diagrams obtained by flattening hi-
erarchical diagrams. Approximate factors, i.e., similar disjoint subgraphs in a state
transition diagram with possibly some mismatches, are more common. Even though
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approximate factorization is more complex and gains are more limited, because mis-
matches in the common subgraphs must be compensated for, it can still be used as a
basis for two-way decomposition and leads to an overall reduction in complexity.

AN OVERALL LOOK AT FINITE-STATE MACHINE STATE-BASED OPTIMIZA-
TION. There are many degrees of freedom in optimizing finite-state machines that
parailel those existing in multiple-level logic design. Indeed, transformations like de-
composition, factoring and collapsing are defined in both domains and are similar in
objectives, even though their nature is different. State minimization is the counterpart
of Boolean minimization and state encoding corresponds to library binding, i.e., both
are transformations into structural representations.

Therefore finite-state machine optimization systems can be built that support
these transformations. Unfortunately, as in the case of multiple-level logic optimiza-
tion, the search for an optimum implementation is made difficult by the degrees of
freedom available and the present ignorance about the interrelations among the trans-
formations themselves.

Consider, for example, state minimization and encoding. Whereas it is reason-
able to apply both optimization steps (with minimization preceding encoding), coun-
terexamples show that solving exactly, but independently, both problems may not lead
to an overall optimum solution. Indeed, encoding non-state-minimal finite-state ma-
chines may lead to smaller circuits than encoding state-minimal finite-state machines.
State encoding techniques that take advantage of equivalent or compatible states are
described in the upcoming section on symbolic relations.

The relations of decomposition to state encoding have been investigated [20, 23].
Indeed an encoding can be seen as a set of two-way partitions of the state set, each
induced by the choice of a 1 or a 0 in an encoding column. As we mentioned before,
in the case of two-level logic models, two-way decomposition can be achieved by
symbolic minimization and constrained encoding. The definitions of the generalized
prime implicants, encoding problems and evaluation of the objective function differ
slightly, but the underlying mechanism is the same. We refer the interested reader to
reference [2] for details.

There are also interesting relations between decomposition and state minimiza-
tion. Indeed, a decomposition yields an interconnection of finite-state machines, and
the state minimization problem of each component can take advantage of the decom-
position structure. This issue is described in the next section.

STATE MINIMIZATION FOR INTERCONNECTED FINITE-STATE MACHINES.
Most classical work on state minimization has dealt with finite-state machines in isola-
tion. Recéntly, the optimal design of interconnected finite-state machines has prompted
scientists to revisit the state minimization problem and extend it. We summarize here
the major results, and we refer the reader to reference [2] for more details.

Consider the cascade interconnection of two finite-state machines, as shown
in Figure 9.6 (d). The first (driving) machine feeds the input patterns to the second
(driven) one. It is then often possible to compute the set of all possible and impossible
pattern sequences generated by the driving machine. This corresponds to specifying
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the input don’t care sequences that can be used for the state minimization of the
driven machine. Note that classical state minimization considers only (input, state)
pairs, while we are considering here input sequences from a given state. Kim and
Newborn [22] proposed a technique for the state minimization of the driven machine.
The technique was then improved by Rho et al. [30].

Similarly, it is possible to derive the sequences of patterns of the driving ma-
chine that do not affect the output of the driven machine, because the latter does not
distinguish among them. The knowledge of these output don’t care sequences can
then be used to simplify the driving machines. We shall show in Section 9.3.3 how
the input and output don’t care sequences can be computed in the case of network
representations.

SYMBOLIC RELATIONS. Symbolic relations are extensions of Boolean relations to
the symbolic domain. By replacing the state transition function by a stare transition
relation, we can model the transitions from a state into more than one next state that
is indistinguishable as far as these specific transitions are concerned.

Example 9.2.10. Consider the following state table [23]:

0 5 s 0
I 5 s 0
0 53 52 0
1 52 k¥l *
0 55 s O
1 s3 s 1

By noticing that compatible classes are {s;, s;} and {s,, 53}, the table can be minimized
to yield [23, 25]:

0 s s 0
I s 52 0
0 s {si.s:) O
1 23 312 1

The minimal table shows that a transition from s-3 under input 0 can lead to either
$12 Or §23. Note though that 5\, and 5,3 are not compatible states.

Symbolic relations allow us to express state tables with more general degrees of
freedom for encoding than symbolic functions. The optimization of symbolic relations,
as well as the solution to corresponding encoding problems, was proposed by Lin and
Somgenzi [25], and it has applications to several encoding problems.

r

9.3 SEQUENTIAL CIRCUIT OPTIMIZATION
USING NETWORK MODELS

We already mentioned in the introduction to this chapter that the behavior of sequential
circuits can be described by rraces, i.e., by sequences of inputs and outputs. These
sequences correspond to those that the related finite-state machine models can accept



SEQUENTIAL LOGIC OPTIMIZATION 459

and generate. We recall that we restrict our altention to synchronous circuits with
single-phase edge-triggered registers for the sake of simplicity. For this reason, it is
convenient to discretize time into an infinite set of time points corresponding to the
set of integers and to the triggering conditions of the registers. We assume that the
observed operation of the network begins at time n = 0 after an appropriate initializing
(or reset) sequence is applied. By this choice, the reset inputs are applied at some time
point n < Q. .

We denote sequences by time-labeled variables. For example x™ denotes vari-
able x at time n. A sequence of values of variable x is denoted by x™ Vn in an
interval of interest. It is convenient sometimes to have a shorthand notation for vari-
ables, without explicit dependency on time but just marking the synchronous delay
offset with respect to a reference time point. We represent this by appending to the
variable the reserved symbol @ and the offset when this is different from zero, Hence
xek = x* % and x = x«0. Circuit equations in the shorthand notation are normalized
by assuming that the left-hand side has zero offest, e.g., x ™" = y® is translated to
x = yel.

We can extend then the notion of literals, products and sums to time-labeled
variables. Thus the behavior of a synchronous network can be expressed by functions
{or relations} over time-labeled variables.

Example 9.3.1. Consider the circuit of Figure 9.2 (b), which provides an oscillating
sequence when input r is FaLSE. Its behavior can be expressed as z™ = ("% 4
ry ¥r = 0. Input r is a reset condition.

Using the shorthand notation, the circuit can be described by the expression z =
(z@l +r).

-

Network models for synchronous circuits are extensions of those used for de-
scribing multiple-level combinational circuits. In particular, logic networks where
modules can represent storage elements can be used to represent both bound and un-
bound networks. Bound networks represent gate-level implementation, while unbound
networks associate internal modules with logic expressions in terms of time-labeled
variables. Hence they represent a structured way of representing the circuit behavior.
We consider unbound networks in the sequel.

As in the case of combinational synthesis, we restrict our attention to non-
hierarchical logic networks, and we assume that the interconnection nets are split into
sets of two-terminal nets. In addition, we represent the registers implicitly, by positive
weights assigned to the nets (and to the edges in the corresponding graph), where
the weights denote the corresponding synchronous delays. For example, a direct con-
nection’ between two combinational modules has a zero weight, while a connection
through a register has a unit weight. A connection through a &-stage shift register has
weight k. Zero weights are sometimes omitted in the graphical representations. We
call a path weight the sum of the edge weights along that path. (Path weights should
not be confused with path delays, which are the composition of vertex propagation
delays.) When compared to combinational logic networks, synchronous networks dif-
fer in being edge weighted and in not being restricted to acyclic. Nevertheless, the
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synchronous circuit assumption requires each cycle to have positive weight to disallow
direct combinational feedback.

We summarize these considerations by refining the earlier definition of logic
network of Section 3.3.2.

Definition 9.3.1. A non-hierarchical synchronous logic network is:

» A set of vertices V partitioned into three subsets called primary jnputs V', primary
outputs V® and internal vertices V. Each vertex is assigned to a variable.

e A set of scalar combinational Boolean functions associated with the internal vertices.
The support variables of each local function are time-labeled variables associated
with primary inputs or other internal vertices. The dependency relation of the support
variables corresponds to the edge set £ and the synchrenous delay offsets, ie.,
differences in time labels correspond to the edge weights W.

e A set of assignments of the primary outputs to internal vertices that denotes which
variables are directly observable from outside the network.

Note that a local function may depend on the value of a variable at differ-
ent instances of time. In this case the model requires multiple edges between the
corresponding vertices with the appropriate weights. Thus a synchronous network is
modeled by a multi-graph, denoted by G,,(V, E, W). Note that synchronous logic
networks simplify to combinational networks when no registers are present,

Example 9.3.2. An example of a synchronous circuit and its network model are shown
in Figures 9.7 (a) and (b), respectively. The circuit decodes an incoming data stream
coded with bi-phase marks, as produced by a compget-disk player. The network model
is a multi-graph, For example, there are two edges between v; and v, with zero and
unit weight. Note that zero weights are not shown. There are two unit-weighted
cycles.

As in the case of combinational networks, an alternative representation is possi-
ble in terms of logic equations, whose support are variables with explicit dependence
on time.

Example 9.3.3. Consider the network of Figure 9.7 (a). It can be described by the
following set of equations:

N a(nl — i(n\ é r-(ri-ll
v = sn-1) = cn=2)
=i D i
(,lnl = a(uiblm
dln) — C(nl+d’(n h
8(". = d(n)e(n—ll +d’ln}b’{ll}
vm) - C(J!i

gim eln—l)
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FIGURE 9.7
(a) Synchronous circuit. (b) Synchronous logic network.

or equivalently, using the shorthand notation:

c=ahb

d =c+del
e=deel+d ¥
v =c

5 = eel

There are different approaches to optimizing synchrenous networks. The sim-
plest is to ignore the registers and to optimize the combinational component using
techniques of combinational logic synthesis. This is equivalent (o deleting the edges
with poSitive weights and to optimizing the corresponding combinational logic net-
work. Needless to say, the removal of the registers from the network segments the
circuit and weakens the optimality.

A radically different approach is retiming. By retiming a network, we move
the position of the registers only. Hence we do not change the graph topology, but
we modify the weight set W. Leiserson and Saxe [24] presented polynomially bound
algorithms for finding the optimum retiming, which minimizes the circuit cycle-time
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or area. Unfortunately, retiming may not lead to the best implementation, because
only register movement is considered.

The most general approach to synchronous logic optimization is to perform
network transformations that blend retiming with combinational transformations, Such
transformations can have the algebraic or Boolean flavor. In the latter case, the concept
of don’t care conditions must be extended to synchronous networks.

We present retiming first. Then we survey recent results -on synchronous logic
transformations as well as on enhancements to the original retiming method. We
conclude this section by describing the specification of don’t care conditions for
optimizing synchronous networks.

9.3.1 Retiming

Retiming algorithms address the problem of minimizing the cycle-time or the area of
synchronous circuits by changing the position of the registers. Recall that the cycle-
time is bounded from below by the critical path delay in the combinational component
of a synchronous circuit, i.e., by the longest path between a pair of registers. Hence
retiming aims at placing the registers in appropriate positions, so that the critical paths
they embrace are as short as possible.

Moving the registers may increase or decrease the number of registers. Thus, area
minimization by retiming corresponds to minimizing the overall number of registers,
because the combinational component of the circuit is not affected.

MODELING AND ASSUMPTIONS FOR RETIMING, We describe first the original
retiming algorithms of Leiserson and Saxe {24] using g graph model that abstracts the
computation performed at each vertex. Indeed retiming can be applied to networks that
are more general than synchronous logic networks, where any type of computation is
performed at the vertices (e.g.. arithmetic operations).

When modeling circuits for retiming, it i$ convenient to represent the environ-
ment around a logic circuit within the network model, Hence, we assume that one or
more vertices perform combined input/output operations. With this model, no vertex
is a source or sink in the graph. Because of the generality of the model, we shall refer
to it as a synchronous network and denote it by G,,(V, E. W). We shall defer to a
later section a discussion of specific issues related to modeling the environment, such
as representing distinguished primary input and output ports (¢.g., Figure 9.7).

Example 9.3.4. A synchronous network is shown in Figure 9.8 [24]. The numbers above

_the vertices are the propagation delays.

The retiming algorithms proposed by Leiserson and Saxe {24] assume that ver-
tices have fixed propagation delays. Unfortunately, this is a limitation that may lead to
inaccurate results. When registers have input loads different from other gates, shifting
the registers in the circuit may indeed affect the propagation delays.

We consider topological critical paths only. Hence, the path delay between two
registers (identified by non-zero weights on some edges) is the sum of the propagation
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FIGURE 9.3
Example of synchronous network.

delays of the vertices along that path, including the extremal vertices. For a given path
{(v;.....v;) we define path delay as:

d(v, ... v) = Z d& (9.1)

kel )

Note the path delay is defined independently from the presence of registers along that
path.

The path delay must not be confused with the path weight, which relates to the
register count along that path. For a given path (v,, ..., v;) we define path weight as:

wlvi, o)=Y Wiy (9.2)

k(e e)e(v .. p)

Retiming a vertex means moving registers from its outputs to its inputs, or vice
versa. When this is possible, the retiming of a vertex is an integer that measures the
amount of synchronous delays that have been moved. A positive value corresponds
to shifting registers from the outputs to the inputs, a negative one to the opposite
direction, =

Example 9.3.5. Consider the circuit fragment shown in Figure 9.9 (a), whose network
is shown in Figure 9.9 (b). A retiming of vertex v, by 1 leads to the circuit fragment of
Figure 9.9 (c), whose network is shown in Figure 9.9 (d).

The retiming of a network is represented by a vector r whose elements are the
retiming values for the corresponding vertices. Retiming can be formally defined as
follows, .

Definition 9.3.2. A retiming of a network G, (V. E. W) is an integer-valued vertex
labeting r : V — Z that transforms G,,(V, E, W) into G, (V, E, W), where for each
edge (v, v;) € E the weight after retiming w;; is equal to w; = w,, +1; —r,.

Example 9.3.6. Consider the network fragment shown in Figures 9.9 (b} and (d). The
weight w., = 1 before retiming. Since r, = 1 and r, = 0, the weight after retiming
Wy =14+0-1=0.

It is simple to show [24] that the weight on a path depends only on the retiming
of its extremal vertices, because the retiming of the internal vertices moves registers
within the path itself. Namely, for a given path (v;,....v):

Wy, ...,v) =w(y,....v)+r—r; (9.3)
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FIGURE %.9
(a) Circuit fragment. (b) Network fragment. (¢) Circuit fragment after retiming. (d) Network fragment after
retiming. (Zero weights are omitted.)

As a consequence, weights on cycles are invariant on retiming. Note that the path
delay is invariant with respect to retiming by definition.

A retiming is said to be legal if the retimed network has no negative weights.
Leiserson and Saxe {24] proved formally that networks obtained by legal retiming
are equivalent to the original ones. Moreover they also showed that retiming is the
most general method for changing the register count and position without knowing
the functions performed at the vertices. Hence, the family of networks equivalent to
the original ones can be characterized by the set of legal retiming vectors,

Example 9.3.7. Consider the network of Figure 9.8. An equivalent network is shown in
Figure 9.10, corresponding to the retiming vector r = —[11222100]", where the entries
are associated with the vertices in lexicographic order.

CYCLE-TIME MINIMIZATION BY RETIMING. Retiming a circuit affects its topo-
logical critical paths. The goal of this section is to show how an optimum retiming
vector can be determined that minimizes the length of the topological critical path in
the network. '

FIGURE 9.10
Retimed network.
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Example 9.3.8. Consider the network of Figure 9.8. The topological critical path is
(V4. ., vy, v,, ), whose delay is 24 units. Consider instead the network of Figure 9.10.
The topological critical path is (v, v., v.), whose delay is 13 units.

For each ordered vertex pair v;, v; € V, we define W(v;, v;} = minw(v;, ...,
v;) over all paths from »; to v;. Similarly, we define D(v;, v;) = maxd(vi,...,v;)
over all paths from v; to v; with weight W(v;, v;). The quantity D(v;,v;) is the
maximum delay on a path with minimum register count between two vertices.

Example 9.3.9. Consider the network of Figure 9.8 and vertices v, v,. There are two
paths from v, to v., namely, (v,, vy, ve. v} and (Vq, Vs, V., Uy, v,) Wwith weights 2 and 3,
respectively. Hence W(v,. v.) = 2 and D(v,, v,) = 16.

For a given cycle-time ¢, we say that the network is fiming feasible if it can
operate correctly with a cycle-time ¢, i.e., its topological critical path has delay ¢ or
less.? This condition can be restated by saying that the circuit operates correctly if any
path whose delay is larger than ¢ is “broken” by at least one register, or equivalenily
its weight is larger than or equal to 1. This can be shown to be equivalent to saying
that the circuit operates correctly if and only if W(v;, v;) > 1 for all pairs v;,v; € V
such that D(v;, v;) > ¢.

The usefulness of relating the retiming theory 10 the quantides W(y;, v;) and
D(v;, v;) is that they are unique for each vertex p:;lr and capture the most strin-
gent timing requirement between them. In addition, W(v;, v;) = W(v, vj)) +r; — 1
and 5(1),-, v;) = D(v;.v;). These quantities can be computed by using an all-pair
shortest/longest path algorithm, such as Warshall-Floyds. We denote by W and D
the square matrices of size |V| containing these elements.

We say that a retiming vector is feasibie if it is legal and the retimed network
is timing feasible for a given cycle-time ¢. We can now state Leiserson and Saxe’s
theorem [24].

Theorem 9.3.1. Given a network G, (V. E, W) and a cycle-time ¢, r is a feasible
retiming if and only if:

Fp TS Wy Y(vi,y) € E G4

=< W,y -1 Yo, Dvv) > ¢ (9.5)

Proef. A retiming is legal if and only if ¥;; = wi; +r; — r; > 0, which can be recast
as_inequality (9.4). Given a legal retiming, the topological critical path delay is less
than ¢ if and only if the path weight after retiming is larger than or equal to 1 for all

those paths with extremal vertices v;. v; where d(v;, .. ., v;) > ¢. This is equivalent
to saying that W(u, v} = 1 for all vertex pairs v, ¥ € V such that D(v,.vj) > ¢

2We assume that setup times, clock-skew and register propagation delays are negligible. If this is
not the case. they can be subtracted from ¢.
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RETIME_DELAY( G (V. E, W) )| .
Compute all path weights and delays in G;,(V. £. W) and matrices W and D;
Sort the values of the elements of Dy
Construct inequalities (9.4):
foreach ¢ determined by a binary search on the elements of D {
Construct inequalities (9.5);
Solve inequalities (9.4, 9.5} by the Bellman-Ford algorithm:
}
Determine r by the last successful solution to the Bellman-Ford algorithm;

)

ALGORITHM 9.3.1

and eventually to stating inequality (9.5}, because W(v;, ) = Wy, v;) +r; —r and
D(U,’, TJJ) = D(U.‘, Uj) VU,-’, Uy e V.

Checking the conditions of Theorem 9.3.1 is fairly straightforward, because the
right-hand sides are known constants for a given ¢. The solution to this linear set
of inequalities can be computed efficiently by the Bellman-Ford algorithm, which
searches for the longest path in a graph with vertex set V, edges and weights de-
termined by inegualities (9.6, and 9.5). Note that the problem may have no solution
when it is overconstrained, i.e., when there exists a topological critical path whose
delay exceeds ¢ in all circuit configurations corresponding to a legal retiming.

A naive way to minimize the cycle-time in a network is to check if there exists
a feasible retiming for decreasing values of ¢. For egch tentative value of ¢, the set
of inequalities 9.4, and 9.5 is constructed, and a solution is sought by invoking the
Bellman-Ford algorithm.

A more efficient search can be done by noticing that the optimum cycle-time
must match a path delay for some vertex pair v;, v; € V. More specifically, in any net-
work there exists a vertex pair v;, ¥; such that D(v;, v;) equals the optimum cycle-time.
Hence a binary search among the entries of D provides the candidate values for the
cycle-time, which are checked for feasibility by the Bellman-Ford algorithm. The over-
all worst-case computational complexity is O(|V|* log |V ), where the cubical term is
due to the Bellman-Ford algorithm and the logarithmic one to the binary search. This
is the original algorithm proposed by Leiserson and Saxe [24]. (See Algorithm 9.3.1.)

Example 9.3.10. Consider the network of Figure 9.8. The computation of the path
_weights and deiays is trivial, as well as that of matrices I} and W. (Matrices refated
to this example are reported in reference [24].) The elements of D, once sorted, are
(33.30.27,26,24,23, 21,20, 19. 17, 16, 14, 13, 12, 10,9, 7, 6, 3). The algorithm would
_then compute the inequalities 9.4, which can be represented by a graph with the same
" topology as the network and complementing the weights, because r, — rj < wy; implies
ry = r; — wy; for each edge (v;. v;) € E. (See Section 2.4.1.) This is shown by the solid
edges of Figure 9.11.
The binary search selects first ¢ = 19. Then inequalities 9.5 are constructed, and
the Bellman-Ford algorithm is applied. Since no positive cycle is detected, a feasible
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FIGURE 9.11
Constraint graph.

retiming exists for a cycle-time of 19 units. We do not describe the details of this step.
We describe instead the case when ¢ = 13 is selected. Inequalities 9.5 are computed.
Sotne of these are redundant, namely, D(v;, v;) — d(¥;) > 13 or D(v;, v;) — d(v;) > 13.
The relevant ones are shown by dotted edges in Figure 9.11.

An inspection of the graph shows no positive cycle, and therefore the constraints
are consistent. The Bellman-Ford algorithm can be used to compute the retiming vecter.
The retiming entries can be thought of as the weights of the longest path from a reference
vertex say vy, with r, = 0. In this case the retiming vector is —[12232100]7. Note that
the solution is not unique and that other (larger) retiming values are possible for v,
and vy. Namely, another feasible retiming vector is —[11222100}", corresponding to the
network shown in Figure 9.10,

Other attempts with a shorter cycle-time would then fail. Note that we could have
used the Bellman-Ford algorithm to solve a shortest path problem on a graph obtained
from Figure 9.11 by complementing the weights.

Even though this method has polynomial-time compTexity, its run time may be
high. Computing matrices W and D may require large storage for graphs with many
vertices. Most large networks are sparse, i.e., the number of edges is much smaller
than the vertex pairs. Some retiming algorithms exploit the sparsity of the network and
are more efficient for large networks. We review here a relaxation method that can be
used to check the existence of a feasible retiming for a given cycle-time ¢ [24]. It is
called FEAS and it can replace the Bellman-Ford algorithm in RETIME_DELAY.

The algorithm uses the notion of data-ready time at each vertex, which is equal
to the the data-ready time of the combinational network obtained by deleting the
edges with positive weights. (See Section 8.6.3.) As in the combinational case, the
data-ready times are denoted by {; : v; € V). Hence:

t = di + ) - max I (9.6)
. Jiv ) eE and wy =0
The circuit operates correctly with cycle-time ¢ when the maximum data-ready time
is less than or equal to ¢.

Algorithm FEAS is iterative in nature. At each iteration it computes the data-
ready times and its maximum value. If this value is less than or equal to the given
value of ¢, the algorithm terminates successfully. Otherwise it searches for all those
vertices whose data-ready times exceed the cycle-time, i.e., those vertices where the
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FEAS(G, (V. E, W), ¢
Setr = 0,
Set GV, E. Wy = Gon(V. E. W) ;
for (k=1 to |V {
Compute the set of data-ready times;

if (max #; < ¢} /* All path delays are bounded by ¢ */
eV .
return ( G, (V. E.W) )
else { /* Some path delays exceed ¢ ¥/

foreach vertex v; such that ; > ¢
r=r+1L /* Retime vertices with excessive delay ¥
GV, E. W) = G, (V. E. W) retimed by r;

!
return { FALSE %

b

ALGORITHM 9.3.2

output signal is generated too late to be stored in a register. It then retimes these
vertices by 1 unit, i.e., it moves registers backwards along those paths whose delay is
too large. Since moving registers may creafe timing violations on some other paths,
the process is iterated until a feasible retiming is found. A remarkable property of
the algorithm is that when the algorithm fails to find a solution in V iterations, no
feasible retiming exists for the given ¢. (See Algorithm 9.3.2.)

The computational complexity of the algoritlyn is O V||E]). Only the syn-
chronous network needs to be stored. Note that when the algorithm is incorporated
in RETIME_DELAY, matrices W and D must still be computed, and the overall
complexity may be dominated by their evaluation. However, the algorithm can be
used in a heuristic search for a minimum cycle-time, where just a few values of ¢ are
tried out in decreasing order. This may correspond to practical design requirements
of choosing clock cycles that are multiples of some unit or corresponding to other
design choices.

We now show the correctness of the algorithm and then give an example of its
application.

Theorem 9.3.2. Given a synchronous network G (V. £, W) and a cycle-time ¢, algo-
rithm FEAS returns a timing-feasible network G\"(V E. W) if and only if a feasible
retiming exists. If no feasible retiming exists, it returns FALSE [24].

Progf. We first show that the algorithm constructs only legal retiming vectors. Consider
any vertex, say v,, being retimed at any iteration of the algorithm. Since #; > ¢ implies
t; = ¢ for each vertex v; that is head of a zerc-weight path from wv;, retiming of vertex
v; as done by the algorithm cannot introduce a negative edge weight, because all its
successors on zéro-weight paths are retimed as well.

When the algorithm returns G, (V. E, W), the returned network is obviously tim-
ing feasible for the given ¢. It remains to prove that when the algorithm returns FALSE,
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no feasible retiming exists. This can be shown by relating algorithm FEAS to Bellman-
Ford’s and showing that they are equivalent. We give here a short intuitive proof, as
reported in reference [24},

Our goal is to show that we attempt to satisfy inequalities 9.5 in |V| successive
iterations by setting r; = r; — W(v,. v;) + 1 Tor each vertex pair v;, v; : D(v;, v;) > ¢.
We then concentrate on vertex pairs 1. v; : D{vi, v;) > ¢, the others being neglected by
the algorithm as well as not inducing any constraint. We can also disregard vertex pairs
v, v 0 Wi, v) = Wi v;) +r; —r; > 0, because the corresponding constraint in 9.5
is satisfied, N

When D(vi,v) > ¢ and Wiy, v) = 0. there is some path from v; to v;
such that Wiy, ..., v;) = W(v.v) = 0 and d{v;. ..., ;) = D(v,.v;). Hence 1; >
dv, ... y) = Dy, v) > ¢, so that the algorithm retimes v; by 1, ie., r; is as-
signed the value r; + 1 =r, + W(v,.v;) — Wiv, ;) + 1 = — W(u, v;) + 1. Setting
r;, =r; — Wy, v;) + 1 is exactly the assignment done by the Bellman-Ford algorithm.
Conversely, r; is incremented only when there exists a path, say from v; to w;, with
zero weight and delay larger than ¢, implying that D(v;.v;) = d(vy, ..., v;) > ¢ and
W(Uk, UJ.‘) =0.

Example 9.3.11. Consider the network of Figure 9.8, reported again in Figure 9.12 (al).
Let ¢ = 13. Let us compute the data-ready times. Recall that cutting the edges with
positive weighis determines the combinational component of the circuit, shown in Figure
9.12 (a2). Thus, we can perform a network traversal starting from the vertices that are
heads of edges with positive weights, which yields r, = 35, = 3,7, = 3,1, = 31, =
10; ¢y = 17; ¢, = 24: 8, = 24. Hence the subset of vertices to be retimed is {#;, £, tn}.
Retiming these vertices by I corresponds to assigning w.r = 1; wp, = 0; w = 15wy =
1. The retimed network is shown in Figure 9.12 (b1).

We consider again the combinational component of the circuit {Figure 9.12 (b2)]
and we then recompute the data-ready times. Thus: 1, = 178, = 3;t. =31ty = 3:¢, =
10;t; = 751, = 14;1, = 14. Now the subset of vertices to be retimed is {t,, £, fu ).
Retiming these vertices by | corresponds to assigning wy, = 1; w, = 0. The newly
retimed network is shown in Figure 9.12 (cl).

We consider again the combinational component of the circuit [Figare 9.12 (c2)}
and determine the data-ready times, which are ¢, = 10,1, = 13;1. = 3.1y = 351, =
10;ty =T, 1, = 7, 1 = 7. The network is timing feasible.

Note that the final network differs from the one in Figure 9.10 by a possible
retiming of v, by 1, which would not alter the feasibility of the network.

AREA MINIMIZATION BY RETIMING.* Retiming may affect the circuit area, be-
cause it may increase or decrease the number of registers in the circuit. Since retiming,
does not affect the functions associated with the vertices of the network, the variation
of the number of registers is the only relevant factor as far as area optimization by
retiming is concerned.

Before explaining the method, let us recall that the synchronous network model
splits multi-terminal nets into two-terminal ones. As a result, synchronous delays
are modeled by weights on each edge. Consider a vertex with two (or more) fanout
stems. From an implementation standpoint, there is no reason for having independent
registers on multiple fanout paths. Registers can be shared, as shown in Figure 9.13 (c).
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(cl) (c2)

FIGURE 9.12
(al, bl, c1) Synchronous network being retimed by the FEAS algorithm at various steps. (a2, b2, ¢2)
Combinational component of the network at various steps. (Shaded vertices are not timing feasible.)

Nevertheless, for the sake of explanation, we show first how we can achieve minimum
area without register sharing. We then extend the method to a more complex network
model that supports register sharing.

Consider a generic vertex, say v; € V, that is retimed by r;. The local variation
in register count is r; (indegree(v;) — outdegree(v;)). Therefore, the overall variation
of registers due to retiming is e’ r, where ¢ is a constant known vector of size |V|
whose entries are the differences between the indegree and the outdegree of each
vertex. Since any retiming vector must be legal, i.e., satisfying Equation 9.4, the
unconstrained area minimization problem can be stated as follows:

7

min ¢’r such that

ri—t =Wy V(U;,Uj)EE
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FIGURE 9.13
(a) Circuit and network fragment.
b

(b} Retiming without register
sharing. (c} Retiming with
fc) register sharing.

Similarly, area minimization under cycle-time constraint ¢ can be formulated as:

min c'r such that
Fi—F S wy V(U,’,Uj)EE
- = W(v,-,vj)—l VU,-,"UJ; ID(U,-,T)J:) > ¢

These problems can be solved by any linear program solver, such as the simplex
algorithm. Since the right-hand sides of the inequalities are integers, the retiming
vector I has integer entries. This formulation is also the linear programming dual of
a minimum-cost flow problem that can be solved in polynomial time [24].

Note that the riming feasibility problem under area constraint @ can be modeled
by appending ¢’'r <@ -}, 2_; wij to Equations 9.4 and 9.5 and is solved by linear
programming techniques. This provides us with a means of solving the minimum
cycle-time problem under area constraints by retiming.

Example 9.3.12. Consider the example of Figure 9.8. Then ¢ = [-1. -1, 1,0, 1, 1,
1,0) and ¢"r = —r; —ry, — r. + 1o + 7 +7,. The implementation of Figure 9.8 is area
minimal. This can be shown by noticing that there are only four registers and they are
all on a cycle. No legal retiming can reduce the cycle weight. Consider the network of
Figure 9.10. This implementation requires five registers, The additional register is the
price paid for the reduced cycle-time. Note that retiming v, by r» = —1 would yield a
timing-feasible circuit for the same cycle-time, but with an additional register.

To take register sharing into account, we transform the network G, (V, E, W)
into a modified one, called Gs,,(V E. W) Then we minimize the register count on
m(V E W) with a modified cost function. The transformation is such that the
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overall register count in 6;,,{ ?, E , W) without register sharing equals the register
count in G, (V, E, W) with register sharing.

The transformation targets only those vertices with multiple direct successors
(i.e., where register sharing matters). Without loss of generality, we shall consider
only one vertex, say v, with k direct successors vy, v, . .., ¥;. The modified network
Gm( V E W) is obtained from G, (V, E, W) by addmg a dummy vertex V; with

zero propagation delay and edges from vy, va, ..., vy to U;. Let Wae = rlngx wyj
i=

in G,,(V, E, W). In the modified network, the weights of the new edges are wﬂ =
Wingr — Wij3 J=12... .k

Let each edge in Gm(V E W) have a numeric attribute, called breadth. We
use a modified cost function ¢’ r, where the entries of ¢ are the differences of the sums
of the breadths of the incoming edges minus the breadths of the outgoing ones. Note
that when all breadths are 1, vector ¢ represents just the difference of the degrees of
the vertices.

We set the breadth of edges (v;, v;) and (v;, %), j=1,2,...,k, to 1/k. We
show now that this formulation models accurately register sharing on the net that
stemns from v; when the overall register count in 6;,,( V, E, W) is minimized. For any
retiming r, all path weights w(v;, ..., 7;) are the same, because they are equal for
r = 0. A minimal-area retimed network is such that the weights @ wi =12,k
are minimal, because ¥; is a sink of the graph. Thus there exists an edge whose head
is 7; with 0 weight after retiming. Then all path weights w(v;, ..., 7;) are equal to the
maximum weight of the edges whose tail is v; after retiming, denoted by ©,,,,. The
overall contribution to the modified cost function by the portion of the network under
consideration is thus ZL] 1/k Whnar = Wrnas, thgs modeling the register sharing
effect.

Example 9.3.13. A network fragment is shown in Figure 9.14 (a). Vertex v; has k =3
outdegree. Dotted edges model the interaction with the rest of the network. The modified
network before and after retiming is shown in Figures 9.14 (b) and (c), respectively.
Note that the path weights along the paths (v, ..., 7:) remain equal, even though the
edge weights change during retiming. Before retiming wy,,, = 2. while after retiming
Wmar = 3. The local increase in registers is justified by an overall decrease in other
parts of the network. The marginal area cost associated with the modified network is
(3-3)/3 =3, corresponding to three registers in a cascade connection.

RETIMING MULTIPLE-PORT SYNCHRONOUS LOGIC NETWORKS AND OPTI-
MUM PIPELINING. A practical problem associated with retiming synchronous logic
nesworks is the determination of an initial state of the retimed network such that the
new network is equivalent to the original one. This is always possible when the reset
functions of the registers are modeled explicitly by combinational circuits, i.e., the
registers perform only synchronous delays.

On the other hand, it is often convenient to associate the reset function with
the registers themselves. This simplifies the network and often matches the circuit
specification of the register cells. In this case, the determination of the initial state of a
retimed network may be problematic. Consider the negative retiming of a vertex, where
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FIGURE 9%.14
(a) Network fragment. (b) Moadified network before retiming. {c¢) Modified network after retiming. (d)
Circuit fragment after retiming.

registers are moved from the input to the output of the corresponding combinational
gate. Then the initial state can be determined by applying the local function to the
initial states of the inputs. Conversely, when considering a positive retiming of a
vertex, registers are moved from the output to the input of the local gate. Consider the
case when no register sharing is used and the gate under consideration drives more
than one register with different initial states. Then, an equivalent initial state in the
retimed circuit cannot be determined.

Example 9.3.14. An example of a register with explicit external synchronous reset is
shown in Figure 9.15 (b), which can be compared to a register with internal reset, as
shown in Figure 9.15 (a). In practical circuits, the difference lies in the different internal
transistor-level model and in the possible support for asynchronous resets. As far as we
are concerned, the difference is in the level of detail of the objects of our optimization
technique.

Consider the circuit of Figure 9.15 (¢}, where registers have internal reset and are
initialized to different values. It is impossible to find an equivalent initial state in the
circuit retimed by 1.

in out in out g FIGURE 9.15
. {a) Register model with internal
q reset. (b) Register model with
> explicit external reset circuit. (c)
re r € Circuit fragment before retiming
@ ()] (<) with initial conditions.
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FIGURE 9.16 .
(a) Modified synichronous network. (b} Retimed synchronous network.

Let us consider now the input/output modeling issue. Leiserson’s model for
retiming synchronous networks assumes that input/output is modeled by one or more
vertices of the network. Practical examples of networks have distinguished primary
iput and output ports. The most common assumption is that the environment provides
inputs and samples outputs at each cycle. Hence we can lump all primary input vertices
into a single vertex {(v;) and all primary output vertices into another one (vg). An edge
of unit weight between the output vertex and the input vertex models the synchronous
operation of the environment. Without loss of generality, the input and output vertices
are assumed to have zero propagation delay. Finite delays on any port can be modeled
by introducing extra vertices with the propagation delay of the ports.

With this simple transformation, no vertex is a source or a sink in the graph.
Retiming preserves the relative timing of the input and output signals, because retiming
the input (or the output) merged vertex implies adding/removing the same amount of
weight to all edges incident to it. This motivates the use of distinguished vertices for
the inputs and outputs. A pitfall of this modeling style is that the synchronous delay
of the environment may be redistributed inside the circuit by retiming. This problem
can be obviated by the additional constraint r; = rp.

Example 9.3.15. The network of Figure 9.7 is reproposed in Figure 9.16, after having
combined the primary output vertices and added the edge representing the environment.
Assume all gates have unit delay. The critical delay is 3 units,

An optimum retiming is shown in Figure 9.16 (b), where the critical path length
is 2 units.
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A different modeling style for retiming multiple-port networks is to leave the
network unaltered and require zero retiming at the ports, i.e., r; =7y = 0, which is a
stronger condition. When using algorithms that allow retiming of a single polarity, like
the FEAS algorithm that retimes vertices iteratively by +1 and moves registers from
output to input, this modeling style may in some cases preclude finding the optimum
solution. Consider, for example, the case of a network where the critical path is an
input/output path with a (high) weight on the tail edge. The corresponding registers
cannot be distributed by the algorithm along that path.

Let us now consider the following optimum pipelining problem. Given a com-
binational circuit, insert appropriate registers so that the cycle-time is minimum for
a given latency A. The circuit can be modeled by merging all primary inputs and
outputs in two distinguished vertices and joining the output vertex to the input vertex
by means of an edge with weight A. Note that in this case the synchronous delay of
the environment is meant to be distributed inside the network. If our pipeline model
is such that primary inputs and outputs should be synchronized to the clock, then we
may require that the weight on the edge representing the environment is at least 1
after retiming. This can be modeled by the additional constraint 7o —r; < A — 1.

By applying algorithm RETIME _DELAY to the circuit for different values of
X, we can derive the exact latency/cycle-time trade-off curve. Similarly, we can min-
imize the number of registers in a pipeline, under latency and cycle-time constraints,
by using the linear programming formulation of the previous section,

9.3.2 Synchronous Circuit Optimization
by Retiming and Logic Transformations -

When considering the overall problem of optimizing synchronous circuits, it is desir-
able to perform retiming in conjunction with optimization of the combinational com-
ponent. It is obviously possible to alternate retiming and combinational optimization.
Indeed, we can think of optimization of synchronous circuits as the application of a
set of operators, where retiming is one of them. Other operators are the combinational
transformations described in Sections 8.3 and 8.4 and applied to the combinational
component.

Retiming and combinational optimization are interrelated. Retiming is limited
in optimizing the performance of a circuit by the presence of vertices with large
propagation deiays, which we call combinational bottlenecks. Conversely, combina-
tional optimization algorithms are limited in their ability to restructure a circuit by
the fragmentation of the combinational component due to the presence of registers
interspersed with logic gates.

Dey et al. [15] proposed a method that determines timing requirements on com-
binational subcircuits such that a retimed circuit can be made timing feasible for a
given ¢ when these conditions are met. The timing constraints on the propagation
delays of combinaticnal subcircuits can guide algorithms, such as SPEED UP (see
Section 8.6.3), to restructure the logic circuit to meet the bounds. In other words,
the method attempts to remove the combinational bottlenecks to allow the retiming
algorithm to meet a cycle-time requirement.
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Malik et al. [28] proposed a complementary approach that removes the registers
temporarily from (a portion of} a network, so that combinational logic optimization
can be most effective in reducing the delay (or area). Since the registers are temporar-
ily placed at the periphery of the circuit, the method is called peripheral retiming.
Peripheral retiming is followed by combinational logic optimization and by retiming.
Logic optimization benefits from dealing with a larger unpartitioned circuit.

Other approaches merge local transformation with local retiming, or equiva-
lently perform local transformations across register boundaries. As in the case of
combinational circuits, they can have the algebraic or Boolean flavor.

PERIPHERAL RETIMING. Peripheral retiming applies to acyclic networks. When
synchronous logic networks have cycles, these can be cut by removing temporarily
some feedback edges. Vertices of synchronous logic networks can be partitioned into
peripheral vertices, defined as V¥ = v/ U vV, and internal ones, denoted by V©.
Similarly, edges can be classified as peripheral or internal; the former are incident to
a peripheral vertex while the latter are the remaining ones.

In peripheral retiming, peripheral vertices cannot be retimed. When peripheral
retiming can be applied, the internal vertices are retimed so that no internal edge has
a positive weight, i.e., all registers are moved to the periphery of the circuit.

Definition 9.3.3. A peripheral retiming of a network G..(V, E, W) is an integer-valued

vertex labeling p : V — Z that transforms G,,(V, E, W) into E_!-.,(V, E, MNI), where

p(v) =0 ¥u € V7, and for each internal edge {v,, v;) € E the weight after peripheral

retiming fﬁu =w,; +p—p=0

Note that a legal retiming (see Section 9.3.1) requires that w;; +r; —r; = 0 for
each edge, while a peripheral tetiming requires w;; + p; — p; = 0 for each internal
edge. As a consequence of the fact that peripheral retiming sets all weights to zero
(removes all registers) on internal edges, negative weights are allowed on peripheral
edges. The presence of negative weights means that we are allowed to borrow time
from the environment temporarily while applying combinational optimization.

Example 9.3.16. Consider the synchronous circuit of Figure 9.17 (a) [28]. ‘One AND
gate is redundant, but combinational techniques cannot detect it when operating on the
network fragments obtained by removing the registers. Figure 9.17 (b} shows the circuit
after peripheral retiming, where the registers have been pushed to the periphery of the
circuit. Note that one register has negative weight, corresponding to borrowing time from
the environment.

et The result of applying combinational optimization to the peripherally retimed cir-
cuit is shown in Figure 9.17 (c), where the redundancy is detected and eliminated. The
circuit after retiming is then shown in Figure 9.17 (d). Note that no negative delay is left
in the circuit.

The goal of peripheral retiming is to exploit at best the potentials of combina-
tional logic optimization. Registers are temporarily moved to the circuit periphery, so
that combinational logic optimization algorithms can be applied to networks that are
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FIGURE 9.17

{a) Synchronous network and circuit. (b) Modified network and circait by peripheral retiming. (c) Opii-
mized network and ciccuit after combinational optimization. (d) Synchronous network and circuit after final
retiming.

not segmented by the presence of registers. Eventually registers are placed back into
the circuit by regular retiming.

Two issues are important to determine the applicability of this method: first, the
determination of the class of circuits for which peripheral retiming is possible; second,
the characterization of the combinational transformations for which there exist a valid
retiming (i.e., so that negative weights can be removed).

The circuits that satisfy the following conditions have a peripheral retiming:

e The network graph is acyclic.
e There are no two paths from an input to an output vertex with different weights.
- . i ;
e There exists integer vectors a € ZV" and b e Z”nl such that w(v;, ..., v;) =
a; + b; for all paths (v;. ... v) tove Vi eve,

The correctness of this condition is shown formally in reference [28]. Pipelined
circuits, where all input/output paths have the same weight, fall in the class of circuits
that can be peripherally retimed. Vectors a and b represent the weights on the input
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and output peripheral edges of a retimed circuit. Verifying the condition and comput-
ing a and b (which is equivalent to performing peripheral retiming) can be done in
O(|E||V]) time [28].

Let us consider now the applicable logic transformations. Malik er al [28]
showed that a legal retiming of a peripherally retimed network requires non-negative
input/output path weights. Obviously, it is always possible to retime a peripherally
retimed circuit whose topology has not changed by restoring the original position of
the registers. On the other hand, some combinational logic transformations may intro-
duce input/output paths with negative weights. When this happens, the transformations
must be rejected.

Example 9.3.17. Consider the synchronous circuit of Figure 9.18 (a) [28]. Figure 9.18
(b) shows the circuit after peripheral retiming, and Figure 9.18 (¢) shows the circuit after
combinational optimization, where a three-input or gate has been replaced by a two-
input oR. Unfortunately, this change induces an inputfoutput path with negative weight,
impeding a valid retiming and hence a feasible implementation. Hence the combinational
transformation is not acceptable.

4
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(a) (b)
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FIGURE 9.18
(a) Synchronous circuit. (b) Synchronous circuit modified by peripheral retiming, (c) Modified circuit after
combinational optimization.
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Peripheral retiming may be applied to acyclic networks when the above condi-
tions are satisfied or to portions of acyclic networks when partitioning is necessary
to satisfy them by breaking some paths. By the same token, peripheral retiming can
be applied to cyclic networks by deleting temporarily enough edges to satisfy the
assumptions for peripheral retiming. Unfortunately, partitioning the network weakens
the power of the method.

TRANSFORMATIONS FOR SYNCHRONOUS NETWORKS. We consider now logic
transformations that are specific to synchronous circuits, called synchronous logic
transformations. They are extensions of combinational logic transformations and can
be seen as transformations across register boundaries. In other words, they blend local
circuit modification and retiming.

Before describing the transformations, let us consider retiming as a transforma-
tion on synchronous logic networks described by time-labeled expressions. Retiming
a variable by an integer r is adding r to its time label. Retiming a time-labeled expres-
sion is retiming all its variables. Retiming a vertex of a synchronous logic network
by r corresponds to either retiming by r the corresponding variable or retiming by
—r the related expression.

Example 9.3.18. Censider the network fragment of Figure 9.9, reported for convenience
in Figure 9.19. Retiming of vertex v, by 1 corresponds to changing expression ¢ =
a™hp" jnto ¢ = g™ b or equivalently to ¢ = g®~Dp"-1_ (With the shorthand
notation, ¢ = ab is retimed t© ¢ = ael bel.) Therefore it corresponds to retiming
variable ¢ by 1, i.e., to replacing ¢ by ¢"*". Altematively, it corresponds to retiming
expression ab by —1. -

Synchronous logic transformations can have the algebraic or Boolean flavor. In
the algebraic case, local expressions can be viewed as polynomials over time-labeled
variables [10]. Combinational logic transformations can be applied by considering
the time-labeled variables as new variables, while exploiting the flexibility of using

a
a C C
(©)

(@)

(b} (d)

FIGURE 9.19
(a) Circuit fragment. (b) Network fragment. {c) Circuit fragment afier retiming, (d) Network fragment after
retiming. (Zero weights are omitted.)
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retimed variables and expressions to simplify the circuit. Thus, the shorthand notation
is particularly convenient for representing synchronous transformations.

Example 9.3.19. Consider the circuit of Figure 9.20 (a), described by expressions ¢ =
ab: x = d +cel. Variable ¢ is eliminated after retiming the corresponding vertex by 1,
This is equivalent to saying that ¢ = ab implies cel = ael bel and replacing cel in
the expression for x. leading to x = d + ael bel. The elimination saves one literal but
adds one register.

Example 9.3.20. Consider the circuit of Figure 9.21 (a), described by expressions x =
ael +b; y = ae? ¢+ kel c. The local expression for y is simplified by algebraic
substitution by adding to its support set varable x retimed by —1, ie., xel. This is
possible because the local expression for x, ie., ael + b, is an algebraic divisor of
ae2 ¢ + bel c once retimed by —1. The algebraic substitution leadsto x = ael +b; y =
xel ¢ while saving two literals and a register.

It is important to note that synchronous transformations affect the circuit area by
modifying the number of literals and registers in the network model. Similarly, they
affect the network delay by changing the propagation delays associated with the local
functions as well as the register boundaries. Hence, the computation of the objective
functions is more ¢laborate than in the combinational case.

FIGURE 9.20
(a) Fragment of synchronous network. (b) Example of synchronous elimination,

FIGURE 9.21
(a) Fragment of synchronous network. (b) Example of synchronous substitution.
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The synchronous Boolean transformations require the use of logic minimizers,
as in the case of combinational circuits. In the synchronous case, the minimizers
operate on function representations based on time-labeled variables.

Example 9.3.21. Consider the network A> of Figure 9.22. Let us consider the simplifi-
cation of function ¥ @ v associated with variable y. The local don't care conditions for
this function are not straightforward and will be derived in Example 9.3.25, As far as this
example is concerned, we assume that the don 't care conditions include uel’ o’ +uel v/
and thus involve literals at different time points (different from the combinational case).

Note that ¥ = 4 ® v = uv + #'v’ and that 1'v’ = v'v'uel’ + u'v'wel is included
in the local don’t care set. Hence, the local function can be replaced by y = uv, with
a savings of two literals, by Boolean simplification. The resulting network is shown in
Figure 9.23,

9.3.3 Don’t Care Conditions in Synchronous
Networks

The power of Boolean methods relies on capturing the degrees of freedom for opti-
mization by don’t care condiiions. Since the behavior of synchronous networks can be
described in terms of traces, the don’r care conditions represent the degrees of free-
dom in associating output with input sequences. Hence the most general representation
for synchronous networks and don't care conditions is in terms of Boolean relations.
Nevertheless some don’t care conditions can be expressed by sum of products ex-
pressions over time-labeled literals and computed by an extension of the methods for
don’t care set computations of combinational circuits.

When the don't care conditions of interest are expressed by a sum of products
form, we can perform simplification by applying any two-level logic minimizer. Oth-

FIGURE 9.22

Interconnected networks.

FIGURE 9.23
Optimized network A%.
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erwise, specific relation minimizers or optimization methods are required. We describe
next the computation of don’t care conditions expressed explicitly in sum of products
forms, We shall then consider implicit specifications of synchronous networks and
their don’t care conditions as well as the corresponding optimization methods.

EXPLICIT DON’T CARE CONDITIONS IN SYNCHRONOUS NETWORKS. External
don’t care conditions of synchronous logic networks are related to the embedding
of the network in the environment, as in the combinational case. Differently from
combinational circuits, sequential networks have a dynamic behavior. As a result,
sum of products representations of don’t care sets may involve literals at one or more
time points.

External dor’t care conditions consist of a controllability and an observability
component.

Definition 9.3.4. The input controllability don'r care set includes all input sequences
that are never produced by the environment at the network’s inputs.

Definition 9.3.5. The output observability dor't care sets denote al! input sequences
that represent situations when an output is not observed by the environment at the current
time or in the future,

We denote the input controllability don’t care set by CDC;,. We use the vec-
tor notation ODC,,, for the output observability dor’t care set by associating each
entry of the vector with the observability conditions at each output. Moreover, out-
put observability may be restricted to be at a given+ime point. When referring to
the observability at time n, we denote the observability don't care set as ODCY.
The overall observability don’t care set ODC,,,, is the intersection of the ODC sets
at the time points of interest. The external don't care conditions are denoted by

DC,., = CDC,,u0DC,,,, where CDC;, is a vector with n, entries equal to CDCy,.

Example 9.3.22. Consider the circuit of Figure 9.22. Let us consider the input control-
lability don 't care conditions for network A;. Assume that the network is m1t1a11zed by
the sequence (B4, 572 By = (1,0, 1).

The limited controllability of the inputs of A is reflected by the set of its impos-
sible input sequences. For example, 4™ ¢"+? is an impossible input sequence for A5,
Indeed for 4™ to be 1, it must be that @™ = 5" = 1, but p* = 1 implies v®+V = 1.
Hence, for Na:

'Y C.onC,. Yn z —4

As a consequence of the initializing sequence, output v cannot assume the value 0 at
time —3, —1. Hence:
N N C CDC,

Similarly, because of the circuit initialization, v cannot take value O twice consecutively,
as will be shown in detail in Example 9.3.26. Consequently:

vyt C CDCy, Yn oz -2
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The interconnection of the two networks limits the observability of the primary
outputs of A/;. We now compute the output observability don’f care conditions for A,
We concentrate on the scalar component related to output v. In particular, the output of
N3 can be expressed in terms of & and v as:

x(n) = y(nfl) + y'(n) + u'[n—l) — u'(n‘l) + u(n—l] @ v[n—l) + u(rt] For) v(n)

uf(n*l) + v(n—l) + um P vln)

(by expanding the & operator and removing redundant terms and literals).
The value of v can be observed at the output of A> only at time r or at time
n + 1. In particular, v is observable at time n if y*~" = 0 and #"~" = 1. The
observability don’t care of v at time n can thus be described by the function;
ODC(’” = Lt”."_” + v(ﬂ—ll — u’(ﬂ—l) + v(nflj

out. pin -

while the observability don’t care at time » + | is described by:

1
opcTti :(},(Hﬂucnl)f — yflm—ll_'_uf(n: — D gy el e

out_ ult
Conditions for never observing v’ at the primary output of A, are described by:

ODC 4y ym = ODC™ L ODCT™

in particular containing the cube &'~ V'™. Since ¥™ = a™b™, then (@ "+
PEDY (@™ 4 by belongs to the component of the ODC set of A, associated with
output v. Thus a* g’ is an input sequence for A that represents a situation when
output v is not observed by the environment.

An intuitive explanation of the ODC set is that tWo consecutive FALSE values at
w suffice to keep both z and x TRUE, in particular being x independent of the value of
v. Two consecutive FALSE values at @ cause two consecutive FALSE values at .

It is interesting to note that synchronous don’t care conditions contain a time-
invariant and a time-varying component. The latter may have a fransient subcompo-
nent, due to the initialization of the circuit, and a periodic subcomponent, due to some
periodic behavior, The transient component may not be used for circuit optimization.
It may be difficult to exploit the periodic component. Therefore, mosi approaches to
Boolean simplification using synchronous don't care conditions take advantage of the
time-invariant component only.

Example 9.3.23. Consider again the circuit of Figure 9.22. Let us consider the in-
put_controllability don't care conditions computed in Example 9.3.22. Then ™ +
P Wy > 0 is a time-invariant don’t care condition, while v + v is a
transient condition.

An example of a periodic don't care component can be found in a network com-
prising a two-input OR gate and an oscillator feeding one input of the or gate. Hence the
value at the other input of the oR gate is irrelevant at every other time point.

When considering the internals of a synchronous network, it is possible to define
the corresponding satisfiability, controllability and observability don’t care sets. The
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satisfiability don’t care set can be modeled by considering, for each time point # and
variable x, the term x* & f,u.. The internal controllability and observability sets can
be defined by considering them as external don't care sets of a subnetwork of the
synchronous logic network under consideration.

The complete computation of internal controllability and observability don’t care
conditions is complex and not detailed here. When compared to combinational circuits,
additional difficulties stem from the interaction of variables at different time points and
from the presence of feedback connections. It is the purpose of the following sections
to give the reader a flavor of the issues involved in deriving and using don’t care
conditions for synchronous network optimization, without delving into the technical
details, for which we refer the interested reader to reference [6]. We shall first comment
on acyclic networks and then extend our considerations to cyclic networks.

ACYCLIC NETWORKS.* The acyclic structure of the network makes it possible to
express its input/output behavior at any time point n by a synchronous Boolean ex-
pression £ in terms of time-labeled primary input variables. Similarly, all internal
variables can be associated with a local expression in terms of time-labeled primary
input variables. Thus the internal controllability don't care sets can be computed by
network traversal by extending the methods presented in Section 8.4.1.

The notion of a perturbed network (Section 8.4.1) can also be extended to
acyclic synchronous networks, and it is useful to define observability don’t cares and
feasible replacements of local functions. Let us consider an arbitrary vertex v, € V
and let us denote by f* the behavior of the network at time » when perturbed at v,
at time m < n. Let p denote the maximum weight on a path from v, to any primary
output vertex. Since the output of the network camebe affected by perturbations at
different time points, we consider sequences of perturbations 8, ..., =7 and we
denote the behavior of the perturbed network explicitly as £7 (5%, ..., %=, Note
that f = £*(0,...,0).

Definition 9.3.6. We call internal ebservability don’t care conditions of variable x'™
at time n > m the function:

ODC(HJ = f* (3("]‘ e 5“"“:, 1, 5“’"7”, e 6(]17'”))

xim)

3 S CRR LD N (R LN AL} 7

Note that in the present case ODC')), may depend on perturbations §) at time

I, 1 #m.

n}

yimi

Example 9.3.24. Let us compute the ODC sets for vertex v, in Figure 9.22. Since
x(n) — y(nfl) + y":n) + “f(nfl)! then:

ODC(::;'” — (yin-n + y'(n) + u'[n—l)) é (ylu-l] + y(nJ + ui(nfl)) - y(nfl) + u-‘(nfl)
and:
ODCHZR) — (y[rl—l,l + ),’(HJ + u’l.’!—l)) @ (y’{fr—l) +),’(HJ + u"(n—ll) — y'(ft] + u’(ﬂ—l]

ypla—Ly
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and thus:
ODC(H‘” )r(n+l\ +ur(_n)

vl

Variable ¥ is never observed at the primary output of A3 when:

ODC i = ODC' [ ODCH! = ("1 4"y ™™ ")

When performing simplification of a combinational function in a synchronous
logic network, the effect of replacing a local function on the network behavior can also
be expressed by means of perturbations. Namely, the behavior of the network obtained
by replacing the local function f, with g, is descnbed by £ (8%, ..., 8" "), where
§0 = fw@guwil=nn—-1... = p.

The problem of verifying the feasibility of a replacement of a local function
bears similarity to multiple-vertex optimization in the combinational case. Instead of
having multiple perturbations at different vertices at the same time point, we now
have multiple perturbations at the same vertex at different time points.

It is possible to show [6] that sufficient conditions for network equivalence are:

e cDCY V=0 (9.8)
where e™ = £¥(8™, ..., 5" Py @ £*(0,...,0). In other words, e™ represents the
error introduced at ime { = n.n — 1,...,n — p, by replacing f, by g, as measured

al the output at time n. A sufficient condition for equivalence is that the error is
contained in the external don't care set, which represents the tolerance on the error.

In general it is not possible to transform Equation 9.8 into unilateral bounds
on the perturbation §, such as (f, & g.) 1 < DC,, whee DC, is a complete local
don’t care set, as in the case of single-vertex combinational logic optimization. This
should not be surprising, because of the similarity to multiple-vertex optimization.
Nevertheless we can always determine a set DC, such that a constraint of type (f, &
g1 € DC, is sufficient to guarantee the validity of Equation 9.8, or equivalently the
validity of the replacement.

On the other hand, it is possible to derive unilateral bounds on the perturbation
when all paths from v, to the primary output have the same weight p. In this case,
e depends only on §" 7 Tt has been shown formally, and analogously to Theorem
8.4.2 for the combinational case, that Equation 9.8 holds if and only if the following
inequality holds {6]:

571 C ODCY) ,, + DC, Vn =0 9.9)

A network models a pipeline when, for each vertex, all paths from the vertex
to any primary output have the same weight. Equation 9.9 shows that these don't
care conditions fully describe the degrees of freedom for the optimization of these
networks. Note also that the computation of don’t care sets in pipelined networks is a
straightforward extension of the combinational case, represented by p = 0 in Equation
9.9. As a result, Boolean optimization of pipelined networks is conceptually no more
difficult than Boolean optimization of combinational networks.
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In the general case, when considering arbitrary acyclic networks, a vertex may
have multiple paths with different weights to a primary output, so that the function
€™ has multiple dependencies upon 8™ ... 8" P and the associated don’t care
conditions expressed by Equation 9.8 are correspondingly more complex.

Techniques similar to those used for computing CODC sets in combinational
circuits (see Section 8.4.2) can be applied to the present situation. Indeed we search
for subsets of the observability don’t care sets that are independent of the multiple
perturbations 8, .. 5"~ A possible approach is to derive bounds on each per-
turbation, make each bound independent on the other perturbations and then consider
their intersection. We refer the interested reader to reference [6] for the details of the
method. We report here an example.

Example 9.3.25. Consider again the circuit of Figure 9.22 and the optimization of
vy. The conjunction of the observability don’t care sets at times 7 and 7 + 1 yields
ODCym = (¥7°0 4 " ) (y' @+ 4 @) which contains cube « = Du'™, which is
independent of variable y.

The time-invariant controllability don’t care set contains cube #*~Y¢/", Hence

the set DC, contains &~ V"™ +u'*~"p"™ ¥n > 0. Replacing the EXNOR gate by an AND
gate is equivalent to the following perturbation: § = (™0™ 4+ '™y ™) @ (™ v™) =
' = Dy Iy gy =it in) e > () The first term is included in the CDC

component and the second in the ODC component of EE v Hence_the replacement is
possible. The optimized network is shown in Figure 9.23. Note that DC, can be expressed
as uel’ w' +wuel v’ in the shorthand notation, as used in Example 9.3.21.

CYCLIC NETWORKS.* The computation of internal controllability and observabil-
ity don’t care conditions is more complex for cyclic networks, due to the feedback
connection. The simplest approach to dealing with cyclic networks is to consider the
subset of internal dor’t care conditions induced by any acyclic network obtained by
removing a set of feedback edges. Note that the acyclic network may be combina-
tional or not. In the affirmative case, this simplification is equivalent to resorting to
combinational don’t care set computation techniques.

In the general case, controllability and observability conditions are induced by
the feedback connection and are inherent to the cyclic nature of the network. For
example, some feedback sequences may never be asserted by the network and may
therefore be considered as external controllability don’r care conditions for the acyclic
component. Similarly, some values of the feedback input may never be observed at
the primary outputs, thereby resulting in external observability don't care conditions
of the feedback outputs of the acyclic component.

_ Iterative methods can be used for computing the don’t care conditions related to
the feedback connection. The principle is to consider at first the feedback connection
fully controllable (or observable). This is equivalent to assuming a corresponding
empty CDC (or ODC) set. Then, the impossible feedback sequences (or unobservable
feedback sequences) are computed for the acyclic network, possibly using the external
don’t care conditions. If the corresponding CDC (or ODC) set is different than before,
the process can be iterated until the set stabilizes [6]. A particular form of iterative
method is used for state extraction, described later in Section 9.4.1.
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a u

b
FIGURE 9.24
Network A redrawn to highlight the feedback
connection.

Example 9.3.26. Consider again network Ay of Figure 9.22, redrawh in Figure 9.24 to
highlight the feedback connection. Assume that the initialization sequence (&'~*, %,
b)) = (1,0, 1) is applied to the network. It follows that ¥ =1 and :'"? = /=%,
Thus, only (0, 1) and (}.0) are possible sequences for ¢, -3,

Consider now the acyclic component of the network obtained by removing the
feedback connection. We denote the dangling feedback connection as 7. External (tran-
sient) don’t care conditions on the subnetwork are DC,,, = 379 473709 More-
over, if we assume that "~V " can never be an input sequence, it follows that
=1 cannot be produced by the acyclic component at the feedback output Yn.

Since F-7Y € DC,,,, 7"V ¥ = —2 is an impossible sequence. Hence
p™ Uy’ ™ ¥y > —1 is also an impossible sequence and it is part of the output control-
lability don’t care set of network N,

Note that similar considerations apply when we neglect the initialization sequence,
but we assume that at least one register has an initial condition equal to TRUE.

IMPLICIT PON’T CARE CONDITIONS IN SYNCHRONOUS NETWORKS.* We stated
previously that traces model best the behavior of sequential circuits. Therefore the
most general representation of synchronous networks and their comresponding dor't
care conditions is in terms of relations that associate the possible input sequences
with the corresponding possible output sequences. Constder the optimization of a
synchronous network confined to Boolean simplification of the local function associ-
ated with a single-vertex or a single-output subnetwork. It may be necessary to resort
to a relational model if we want to be able to consider all possible degrees of free-
dom for optimization. Unfortunately, don’t care sets expressed as sum of products of
time-labeled literals are functional (and not relational) representations, and they may
fall short of representing all degrees of freedom for optimization.

Example 9.3.27. Consider the circuit fragment of Figure 9.25 (a). Assume that the
external don’t care set is empty. for the sake of simplicity. It can be easily verified that
the inverter can be replaced by a direct connection, leading to the simpler and equivalent
circuit of Figure 9.25 (b).

We try to interpret this simplification with the analysis methods learned so far,
First, note that the circuit fragment has two input/output paths of unequal weight, ruling
out the use of (peripheral) retiming techniques. Second, note that removing the inverter
yielding variable x is equivalent to a perturbation 6" = @ & a" = | Va. This could
lead us to the erroneous conclusion that DC,m = 1 ¥n and hence that x could be
replaced by a permanent TRUE of FALSE value.

Whereas the inclusion of the perturbation in a local don’t care set is a sufficient
condition for equivalence, it is by no means necessary in the case of synchronous
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networks. Therefore we must search for more general conditions for stating feasible
transformations,

When considering single-vertex optirnization, say at v,, the most general method
for verifying the feasibility of the replacement of a local function f, by another one g,
is to equate the terminal behavior of the network in both cases, A feasible replacement
must yield indistinguishable behavior at all time points (posmbly excluding the external
don’t care conditions of the network).

Example 9.3.28. Consider again the circuit fragment of Figure 9.25 (a) and assume that
the external don’r care set is empty. The input/output behavior of the network is:

:(ri] = g™ @aml—ll Y > 0

Consider the subnetwork A/ shown inside a box in the figure. Any implementation of
N is valid as long as the following holds:

X“” @x(nfll — af(n] @a'(n—l) Yn > 0

The above equation represents the constraints on the replacement for subnetwork A,
Possible solutions are the following:

e x™ =" V¥n = 0. This corresponds to the original network, shown in Figure 9.25
(a).
s x™ = g™ ¥p > (. This corresponds 1o removing the inverter, as shown in Fig-

ure 9.25 (b). (It can be derived by noticing that the parity function is invariant to
complementation of an even number of inputs.)

e 1" =a" @a" P @x"" ¥n > 0. This solution can be derived by adding the term
@x"~P 10 both sides of the constraint equation after having complemented a” and
a"" ", The corresponding circuit is shown in Figure 9.25 (c).

Note that the last implementation of the network introduces a feedback connection.

A few issues are important in selecting a replacement for a local function. First,
feasibility must be ensured. Second, we may restrict our attention to replacements

FIGURE 9.25
(a) Circuit fragment. (b) Optimized circnit fragment. (c)
(© Other implementation of circuit fragment.
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that do not introduce further cycles in the network. Third, the substitution of the local
function must satisfy some optimality criteria.

A method for computing a minimum sum of products implementation of an
acyclic replacement subnetwork is described in reference [7]. We present here the
highlights of the method by elaborating on an example.

The first step is equating the terminal behavior of the original network and of
the network embedding the local replacement. This yields an implicit synchronous
recurrence equation that relates the network variables at different time points. A
tabulation of the possible values of the variables leads to the specification of a relation
table describing the possible input and output traces of the subnetwork that satisfy the
equation.

Example 9.3.29. Consider again the circuit fragment of Figure 9.25 (a). The correspond-
ing synchronous recurrence equation is:

X("' @x(n—l) — a'un @a'(n—ll Vn > 0

which can be tabulated as follows:

am) a(n—l) x(n) x(n—ll
0 0 100, 11}
o 1 {01, 10}
[ {01, 1)
o1 {00, 11}

-

The right part of the table shows the possible traces for x in conjunction with the input
traces.

The synchronous recurrence equation, and equivalently the relation table, spec-
ifies implicitly the subnetwork and all degrees of freedom for its optimization. Hence
don’t care conditions are represented implicitly.

An implementation compatible with the relation table is a specification of x™
as a function of the network inputs at different time points. Note that the relation
table expresses the possible traces for x and thus the values of the same variable at
different time points. This differs from the specification of a combinational Boolean
relation, specifying the values of different variables at the same time. Therefore,
combinational Boolean relation minimizers (as described in Section 7.6) cannot be
applied rout court to the solution of this problem. A specific synchronous relation
minimizer [33] has been developed to solve this problem. Alternatively, the solution
can be sought for by representing the desired replacement by a truth table in terms
of unknown coefficients [7]. Constraints on the feasible values of the coefficients can

} be inferred from the relation table. As a result, truth tables satisfying the constraints
correspond to feasible network replacements. Among these, an optimal solution may
be chosen.
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Example 9.3.30, Assume that network A of Figure 9.25 (a) is replaced by a function
specified by the following truth table:

at gn—b f
0 0 Jo
0 1 fi
1 0 f
11 b

We can now re-express the constraints of the relation table in terms of the co-
efficients. Consider traces x™, x"~! = {00, 11} implying x” = x"-", or equiva-
lently ™ (e, a1y = f-Ng" Y a"=). Such traces imply also that z*! is TRUE,
which happens in correspondence with the following input traces a™, a®~", a"%:
{000, 001, 110, 111). For input trace 000, f™(0,0) = = 1(0,0) imphes fy = fy
or (fy + fo)( fo + f3) = 1. For input trace 001, f™(0,0) = f"=(0, 1) implies /5 = fi
of (fy + fi)(fo+ f)) = L. Similar considerations apply to the remaining input traces
{110, 111} and to those related to output traces {01, 10}. The resulting constraints on the
coefficients, excluding the tautological ones and duplications, are:

o+ h+ =1
i+ P+ =1
i+ U+ ) =1
(fi+ A+ ) =1
i+ fdh+for=1

Solutions are f[) =1; fl =1; fz ={; f3 = 0 and f() ={); f[ =0 fz =1; f3 =1,
The first solution corresponds to selecting x™ = @' and the second to selecting x™ =
a' . The second situation is preferable, because it does not require an inverter. Note that

this method does not consider solutions with additional feedbacks, as shown in Figure
9.25 (c).

It is interesting to note that approaches to solving exactly the simplification
problem for synchronous networks involve the solution of binate covering problems.
This fact is rooted in the need for considering, even for single-vertex optimization,
the values of the variable at multiple time points and therefore modeling the problem
by relations rather than by functions,

94, - IMPLICIT FINITE-STATE MACHINE
TRAVERSAL METHODS

Traversing a finite-state machine means executing symbolically its transitions. If a state
transition diagram representation is available, an explicir traversal means following all
directed paths whose tail is the reset state, thus detecting all reachable states. States
that are not reachable can be eliminated and considered as don 't care conditions. If the
finite-state machine is described by a synchronous logic network, a traversal means
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determining all possible value assignments to state variables that can be achieved,
starting from the assignment corresponding to the reset state. In this case, reachable and
unreachable state sets are represented implicitly by functions over the state variables,

Lraplicit methods are capable of handling circuit models with large state sets
{e.z., 10°"). The potential size of the state space is large, because it grows exponentially
with the number of registers. Consider, for example, a circuit with 64 state variables,
[x1, x2, ..., xe4}. The condition x; + x; denotes all states with one of the first two
state variables assigned to 1. There are 3 - 262 22 10'” states that can be represented
implicitly by this compact expression.

Finite-state machine traversal is widely applicable to verification of the equiva-
lence of two representations of sequential circuits {4, 5, 26, 34]. We limit our com-
ments here to those applications strictly related to synthesis and to the topics described
in this chapter, namely, we consider state extraction and we revisit state minimization.

9.4.1 State Extraction

The extraction of a state transition diagram from a synchronous logic network requires
us to identify the state set first. If the network has » registers, there are at most 2"
possible states. In general only a small fraction are valid states, i.e., reachable from the
reset state under some input sequence. Thus, finite-state machine traversal is performed
to extract a valid set of states.

Example 9.4.1. Consider the synchronous network of Figure 9.26 (a), with one imput
(x), one output (z) and twa state variables (p. g). Let the reset state correspond to the state
assignment p = 0; ¢ = 0. There are at most four states, corresponding to the different
polarity assignments of p and g. We question if ail fqur states are reachable from the
reset state. Next we shall attemp! to construct a consistent state transition diagram.

We first consider an intuitive method for reachability analysis and then comment
on some refinements, Let the network under consideration have »; inputs and n state

- Oy O
B

- 111 */1

'l‘p P g °

q q 1/1

(a) (b

FIGURE 9.26
(a) Synchronous network. (b) Extracted state transition diagram.
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variables. Let £ : B"™ — B" define the state transition function {denoted clsewhere
as §) which defines the next-state variables in terms of the present-state variables and
primary inputs. Let ro represent the reset state in terms of the state variables.

The states directly reachable from ry are the image of ry under f and can be
expressed implicitly as a function of the state variables. Similarly, the states directly
reachable from any state set represented implicitly by ry are the image of ¢ under f.
By defining 41 : £ = 0 to be the union of r; and the image of #; under f, we specify
an iterative method for implicit reachability computation. The iteration terminates
when a fixed point is reached, i.e., when r; = r;y) for some value of k = k*. It
terminates in a finite number of steps, because the functions #, k = 0.1,..., k%,
denote monotonically increasing state sets and the number of states is finite. The
expression for ry- encapsulates all reachable states, whereas the complement of ry.
denotes unreachable states and represents don’t care conditions that can be used to
optimize the circuit,

Example 9.4.2. Consider again the synchronous network of Figure 9.26 (a), whose reset
state is represented by (p = 0: ¢ = 0). Thus 1y, = p'qg’. The state transition function is

-1
f= ;_2 ] where f' = x"p'q’+ pg and f° = xp’ + pq’. The image of p'q’ under f can

be derived intuitively by considering that when (p = 0; ¢ = 0), the function f reduces to

, whose range is represented by vectors [01]" and [10}7. (The formal computation

is shown in Example 9.4.4.} Equivalently, the states reachable from the reset state are
encodedas (p=1: g =0 and (p = 0: g = 1). Therefore r, = p'g"+pg'+p'a = p'+q'.

The image of | under f is represented by vectors [00]7, {0117 and [10]7. (The
detailed computation is shown also in Example 9.4.40) Thus the reachable states can be
encoded as (p=0:g=0).(p=l:g=0Wand (p=0:g =1).Since r, = p'+¢" =r|,
the iteration has converged. Thus p’ + g’ represents implicitly all reachable states. Each
state can be associated with a minterm of p’ + ¢'. Namely sy corresponds to p'g’, 5 to
pg' and s> to p'q. The state corresponding to pg is unreachable and thus pg can be
considered as a don’r care condition,

Once the state set has been identified, the state transition diagram can be con-
structed by determining the transitions which correspond to the edges of the graph. The
transition edges and the qualifying inputs on the edges can be derived by computing
the inverse image of the head state representation under f.

Example 9.4.3. Transitions into sy corresponding to p'g’ are identificd by those patterns
that make £ = [00]7. Equivalently, they satisfy (f' = 0)(f? =0) = (x'p'g’+ pg) (xp' +
~wq’) = x'p'q. Hence there is a transition into state s, from state s; {encoded as p'g)
under input x'. The corresponding primary output can be derived by evaluating the
network in a straightforward way. In this case, input x = 0 and state p’g yield z = 0.
All other transitions can be extracted in a similar fashion. The exiracted state
transition diagram is shown in Figure 9.26 (b).

The image computation can be performed efficiently using ROBDDs [4, 5, 26,
341, as in the case of controtlability don’t care computation of combinational circuits
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(see Section 8.4.1). Some variations and improvements on the aforementioned scheme
have been proposed.

Reachability analysis can be performed using the state transition relation, which
is the characteristic equation of the state transition function and can be efficiently
represented as an ROBDD. Namely, let y = f£(i.x) denote the state transition
function. Then x (i, x,¥) = 1 is the corresponding relation, linking possible triples
(i, x, y) of inpults, present states and next states. Let r(x) be a functivn over the state
vartables x denoting implicitly a state set. The image of r; under the state transition
function can be computed as S x (x (i, x, ) - re(x)) [26, 34].

The inverse image of a state set under the state transition function is also of
interest, because it allows us to derive all states that have transitions into a given
state subset. The inverse image can also be computed with the same ease. Namely,
let r, (v) be a function over the state variables y denoting implicitly a (next) state set.
Then, the inverse image of r; under the state transition function can be computed as
Si,y( x(1, x, ¥) - (y)). With this formalism, it has been possible to develop algorithms
for finite-state machine traversal in both directions, applicable to sequential circuits
with potential large state sets (e.g., 1090).

Example 9.4.4. Consider again Example 9.4.1. Let p and § denote the next-state vari-
ables. The state transition relation is represented by the characteristic equation:

(. p.g.p.§)=(p ® &'pg +pg)) (§ & Gxp +pg)=1

By expanding the expression, we get:

~r A

X6, pog. 5.4) =BG (x'p'q’ + pg)+ p'q(xp’ + pg} + P'§'(x'P'q)

The states reachable from ry = p'q’ are those denoted by:

~ny NS

Spalxx.pig. p.4) P'a) = S PEE P9+ FGxp'e)) = PG+ PG

corresponding to 5, and s». Similarly, the states reachable from r; = p' + ¢’ are those
denoted by:

~r gy

S pqx(x,p.g. p. @y (P +4')) = S, (PG p'g)+ F'glxp’ + pg'y + p'¢' (X' p'y))
Pe+ g+ pgd

1l

representing states {so. 5\, 52}
The inverse image of ry = p'§’ can be computed as:

Ap Ay

Sepsx(x, p.g. 54N PG = Se;(PGE P = pa

Therefore state s can be reached from state s-.

Example 9.4.5. Consider again the control unit of the complete differential equation
integrator, described in Example 4.7.6 as a synchronous logic network. This description
uses & {-hor encoding and it entails 46 literals and 6 registers.

The corresponding state transition diagram, extracted from the network, is shown
in Figure 9.27. (The output signals are omitted in the figure.) There are six states and
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FIGURE 9.27
State transition diagram for the control unit of the complete differential
equaltion integrator.

state s, is the reset state. No state can be eliminated by state minimization. State encoding
requires 3 bits. The encoding produced by program Nova, calied by program SIS, yields
the network reported in Example 8.2.10. Such a network entails 93 literals and 6 registers.
After logic optimization, the network can be reduced to 48 literals and 3 registers.

9.4.2 Implicit State Minimization*

State traversal methods can be used for finite-state machine state minimization using
an implicit model, which is appealing because it can handle much larger state sets
than other explicit methods do. We consider here state minimization of completely
specified finite-state machines, in particular the derivation of the equivalence classes
as suggested by Lin er al. [26]. Classes of equivalent states are determined by con-
sidering pairwise state equivalence by exploiting the.transitivity of the equivalence
relation.

Given a sequential logic network representation of a finite-state machine, we
duplicate the network to obtain a product machine representation, as sketched in
Figure 9.28. The states of the product machine are identified by the state variables.
Each state of the product machine corresponds to a pair of states in the original finite-
state machine. As a result, all states of the product machine whose output is TRUE for
all inputs denote state pairs in the original finite-state machine whose outputs match
for all inputs. This is a necessary, but not sufficient, condition for equivalence. So,
we call these state pairs candidate equivalent pairs.

Candidate state pairs are represented implicitly by a characteristic function. Since
state pairs correspend to a single state in the product machine, the inverse image of
any state of the product machine under the transition function yields the state pairs
that are mapped into the state under consideration. As a result, it is possible to check
if a state pair has next states that are candidate equivalent pairs for all inputs, This
can be performed by multiplying the characteristic function by the inverse image of
the candidate set under all input conditions.

An iterative procedure can thus be defined that updates the characteristic function
by its product with the inverse image. Equivalently, the state pair information stored
in the characteristic function is refined by requiring that such pairs have next states
that are also represented by the characteristic function. It is possible to show [26]
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FIGURE 9.28
(a) Original finite-state machine. (b) Product finite-state machine,

that this iteration converges in a finite number of steps to a characteristic function
representing implicitly all equivalent pairs.

It is interesting to compare this method with the classical methods described
in Section 9.2.1. Classical methods perform iterative refinements of state partitions.
They require explicit representations of the states, and thus they are limited by the
state set cardinality. The implicit method performs an iterative refinement of a set
of state pairs that are described implicitly in terms of state variables of the product
machine (which are just twice as many as those of the original machine). Since im-
plicit methods leverage efficient set manipulation based on ROBDD representations
and operations, they can handle problems of much larger size than classical methods
do. We refer the interested reader to reference [26] for details.

9.5 TESTABILITY CONSIDERATIONS FOR
SYNCHRONOUS CIRCUITS

The synthesis of testable sequential circuits is a broad area of research. We limit
ourselves to a few comments, and we refer the reader to specialized books on the
fsubject [17, 29]. To be precise, we use single stuck-ar fault models and we consider
fully testable those sequential circuits where all faults can be detected.

Different testing strategies are used for synchronous sequential circuits. Scan
techniques were introduced and divulged by IBM Corporation and are used today with
different flavors. In this design and test methodology, registers can be configured to be
linked in a chain so that data can be introduced and/or observed directly while testing
the circuit. Therefore, scan methods provide full controllability and observability of
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the registers. As a consequence, the sequential testing problem reduces to that of the
corresponding combinational component.

The overhead of using scan techniques varies according to the circuit technology
and clocking policy. In some cases, a considerable area penalty is associated with the
replacement of regular registers with those supporting scan. To alleviate this problem,
partial scan techniques have been proposed where only a fraction of the registers
are in the scan chain. The controllability and observability of the remaining registers
is either achieved by exploiting features of the combinational logic component or
compromised partially.

Testing sequential circuits without scan registers may require long sequences of
test vectors, The circuit has to be driven first to a state that excites the fault, and then
the effects of the fault have to be propagated to the primary outputs. This is caused
by the lack of direct controilability and observability of the state registers.

Recent approaches to design for testability of sequential logic circuits have
explored the possibility of using the degrees of freedom in logic synthesis to make
the circuit fully testable with relatively short sequences of test vectors. The degrees of
freedom are, for example, donr’t care conditions and/or the choice of state encoding.
The starting points for these methods are either state transition diagram [12] or network
[17] representations of sequential circuits. The advantages of these methods are that
both eliminate the area overhead due to the scan registers and that they provide support
for faster testing by avoiding to load and unload the scan chain.

There is a wide spectrum of methods for designing fully testable sequential
circuits not based on scan. On one side of the spectrum, there are techniques that
constrain the implementation of the sequential circuit. On the other side, we find
synthesis techniques that eliminate untestable faults by using optimization methods
with appropriate don’r care sets. Both approaches have advantages and disadvantages.
The first family of methods requires simpler synthesis tasks but possibly an overhead
in terms of area. Conversely, the second group requires computationally expensive
(or prohibitive) synthesis techniques but no implementation overhead [14]. We shall
consider two representative examples of these approaches.

We explain first a method for achieving full testability using an appropriate
state encoding and requiring a specific implementation style based on partitioning (and
possibly duplicating) a portion of the combinational component [12]. This technique is
applicable to sequential circuits modeled as both Moore-style and Mealy-style finite-
state machines. We comment on the first case only, for the sake of simplicity.

Consider the Moore-style finite-state machine shown in Figure 9.29 (a). Assume
first that the circuit is partitioned into registers, a combinational output-logic block
and a combinational next-state logic block (feeding the registers). To detect a fault
in"the output-logic circuit, the finite-state machine has to be driven by a sequence of
vectors into the state that propagates the effect of the fault to the primary outputs.
To detect a fault in the next-state logic block, we must find first a state and an input
vector which propagate the effects of the fault to the state registers, which would
represent a faulty state instead of the corresponding non-faulty next state. We must
then be able to distinguish the faulty state from the non-faulty state by observing the
primary outputs. In general, this problem is complex unless the state variables are
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FIGURE 9.29

(a) Original Moore-style finite-state machine. (b) Moore-style finite-state machine with partiticned next-state
fogic.

directly observable at the outputs. Moreover, if the faulty state is equivalent to the
non-faulty state, the fault is not detectable.

A fully testable implementation of a Moore-style finite-state machine can be
achieved as follows. Assuming that n registers are used, all possible 2" states must
be made reachable from the reset state, possibly by adding transitions to the state
transition diagram. The states are encoded so that two state codes have distance 2
(differ in 2 bits) when they assert the same output. Then the next-state logic block
is further partitioned into independent combinational circuits each feeding a state
register, as shown in Figure 9.29 (b). The combinational circuits are made prime
and trredundant using the techniques of Section 8.5. As a result, any single fault in
the next-state logic will affect one state variable and its effect will be observable at
the primary outputs. Thus, the testing method requires just constructing sequences of
input test vectors that set the machine in the desired state. This task can be done by
reachability analysis.

We consider next a synthesis method to achieve testable sequential circuits that
relies on optimization techniques. For this purpose, we need to characterize faults in
sequential circuits.

A fundamental problem in sequential synthesis for testability is relating faults to
the sequential behavior of the circuit. Untestable faults can be divided into two cate-
gories: combinational and sequential faults. Combinational untestable faults are those
that are untestable in the combinational component of the circuit, even if the registers
were fully observable and controllable. They can be detected by using combinational
logic optimization methods and removed by making the combinational component
prime and irredundant. (See Section 8.5.) Sequential untestable faults are faults in the
combinational component of the circuit that cannot be tested because of the sequential
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behavior of the circuit. Sequential untestable faults can be grouped in the following
three classes:

e Equivalent-sequential untestable faults cause the interchange/creation of equiva-
lent states.

e [nvalid-sequential untestable faults cause transitions from invalid states corre-
sponding to unused state codes.

e Isomorphic-sequential untestable faults cause the circuit to behave as modeled
by a different, but isomorphic, state transition diagram, with a different state
encoding.

Devadas et al. [13, 17] showed that these are all possible types of untestable sequential
faults.

Example 9.5.1. This example of untestable faults is due to Devadas et al. [13]. Consider
the state transition diagram of Figure 9.30 (a), whose network implementation is shown
in Figure 9.30 (b}. The circuit has one primary input ({), one primary cutput () and five
states encoded by variables p|. pa. p3. The states encoded as 010 and 110 are equivalent.

Consider a sruck-at-0 fault on input w1, as shown in Figure 9.30 (b). The fault
changes the state transition diagram to that of Figure 9.30 (c). The corrupted transition is
shown by a dotted edge in the figure. Since states 010 and 110 are equivalent, the fault
causes an interchange of equivalent states and so is an equivalent-sequential untestable
fault.

Consider next a stuck-at-1 fault on input w2. The fault changes the state transition
diagram to that of Figure 9.30 (d). The fault creates an extra state, encoded as 111, that
was originally invalid (unreachable), and that is equivalent to state 110. This is again an
example of an equivalent-sequential untestable fault.

An example of an invalid-sequential fault is a fault that affects the circuit when
in an invalid state, e.g.. 101. An example of an isomorphic-sequential untestable fault
is shown in Figure 9.30 (), where the faulty machine represents an equivalent machine
with a different encoding. Namely the states with codes 000 and 001 have been swapped.

Designing a fully testable sequential circuit involves checking for and remov-
ing untestable sequential faults as well as removing combinational untestable faults.
Devadas et @/. [13] proposed a method that uses three major steps: state minimization,
state encoding and combinational logic optimization with an appropriate don't care
set that captures the interplay of equivalent and invalid states. A special state encoding
is used that guarantees that no single stuck-at fault can induce isomorphic sequential
untestable faults. Don’r care set extraction and combinational logic optimization are
iterated, and the overall method is guaranteed to converge to a fully testable sequential
circuit. We refer the reader to references [13] and [17] for the details.

9.6 PERSPECTIVES

Synthesis and optimization of sequential synchronous circuits has been a research
playground for a few decades. There are a wealth of techniques for optimizing state-
based representations of finite-state machines, including algorithms for decomposition,
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inability of current algorithms to forecast precisely the effects of the choice of the
codes on the area and performance of the resulting circuits.

Sequential optimization methods using network models evolved from retiming
and multiple-level combinational logic synthesis. Once again, the flexibility in imple-
menting multiple-level circuits allows us to develop a rich set of circuit transformations
but makes it hard to devise algorithms yielding optimum implementations. Thus, most
network-based optimization algorithms are heuristic in nature, with the exception of
retiming, which, on the other hand, exploits only one degree of freedom (i.e., register
positioning) for circuit optimization.

Network transformations affect the encoding of the states of the circuit being
optimized. Whereas state transition diagrams can be easily extracted from network
models, the implication of network transformations on the corresponding properties
of the state transition diagrams are not yet fully understood and exploited. To date,
most sequential circuit optimization programs use different modeling paradigms (e.g.,
state transition diagrams or networks) without exploiting the synergism between the
two representations. Even though these programs are used routinely and successfully
for digital design, we believe that this field still has many open problems for further
research and that progress in sequential logic synthesis and oplimization wiil lead to
even more powerful design tools in the years to come.
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9.8 PROBLEMS

1. Consider the state table of Example 9.2.3. Derive a completely specified cover by replacing
the don’t care entries by Os. Minimize the machine using the standard and Hopcroft's
algorithms. Repeat the exercise with the don'r care entries replaced by 0 and 1.

2. Consider the state table of Example 9.2.3. Derive a minimum symbolic cover and the
corresponding encoding constraints. Then compute a feasible encoding. Can you reduce the
encoding length by using constraints derived from a non-minimum cover? Show possible
product term/encoding length trade-off.

3. Consider the state encoding problem specified by two matrices A and B derived by sym-
bolic minimization. Assume that matrix B specifies only covering constraints (i.e., exclude
disjunctive relagions). Let § be the state set. Prove the following. A necessary and sufficient
condition for the existence of an encoding of § satisfying both the constraints specified by
A and B is that for each triple of states {r,s,#} € § such that b,, = 1 and b,, = | there

~ exists no row k of A such that a;, = |, @, = 0, a4 = L.

4, Consider the network of Figure 9.8. Draw the weighted graph modeling the search for a
legal retiming with cycle-time of 22 units using the Bellman-Ford method. Compute the
retiming and draw the retimed network graph.

5. Suppose you want to constrain the maximum number of registers on a path while doing
retiming, How do you incorporate this requirement in the retiming formalism? Would
the complexity of the algorithm be affected? As an example, assume that you require
at most one register on the path (v, vy} in the network of Figure 9.8. What would the
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minimum cycle-time be? Show graphically the constraints of the Bellman-Ford algorithm
in correspondence with the minimum cycle-time as well as the retimed network graph.
Give examples of synchronous elimination and algebraic substitution as applied to the
network of Figure 9.7,
Show that for a pipelined network, for any single perturbation at any vertex v, representing
the replacement of a local function f, by g,. necessary and sufficient conditions for the
feasibility of the replacement are: '
§n=m1 ¢ ODC")

win-pr

+DC! ¥n =0 9.10)

for a suitable value of p.

Consider the acyclic synchronous logic network obtained from that of Figure 9.7 by cutting
the loops and using additional input vaniables for the dangling connections. Determine the
observability don’t care sets at all internai and input vertices.
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10

CELL-LIBRARY
BINDING

Cum legere non possis quantum habueris, satis est habere quantum legas.
Since you cannot read all the books which you may possess,
it is enough to possess only as many books as vou can read.
Seneca. Epistulae ad Lucilium.

10.1 INTRODUCTION

Cell-library binding is the task of transforming an unbound logic network into a bound
network, i.e., into an interconnection of components that are instances of elements of a
given library. This step is very important for standard-cell and array-based semicustom
circuit design, because it provides a complete structural representation of the logic
eircuit which serves as an interface to physical design tools. Library binding allows
us to retarget logic designs to different technologies and implementation styles, Hence
it is of crucial importance for updating and customizing circuit designs.

Library binding is often called technology mapping. The origin of this term is
due to the early applications of semicustomn circuits, which re-implemented circuits,
originally designed in TTL SSI bipolar technologies, in LSI CMOS technologies.
Circuit technological parameters are fully represented by the characterization of a
library in terms of the area and speed parameters of each cell. Therefore we prefer the
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name library binding. because the essential task is to relate the circuit representation
to that of the cell library and to find a cell interconnection.

The library contains the set of logic primitives that are available in the desired
design style. Hence the binding process must exploit the features of such a library in
the search for the best possible implementation. Optimization of area and/or delay,
as well as testability enhancement, is always associated with the binding process. We
shall show that the optimization tasks are difficult, becanse they entail the solution of
intractable problems.

Practical approaches to library binding can be classified into two major groups:
heuristic algorithms and rule-based approaches. In this chapter we consider both
methods in detail and highlight their advantages and limitations. Whereas most binding
algorithms are limited to single-output combinational cells, rule-based approaches can
handle arbitrarily complex libraries, including multiple-output, sequential and interface
elements (e.g., Schmitt triggers and three-state drivers). The drawbacks of the latter
methods are the creation and maintenance of the set of rules and the speed of execution.
Most commercial tools use a combination of algorithms and rules in library binding
to leverage the advantages of both,

Even though digital circuits are often sequential and hierarchical in nature, the
most studied binding problems deal with their combinational components, because
the choice of implementation of registers, input/output circuits and drivers in a given
library is often straightforward and binding is done by direct replacement. Therefore
we consider here the library binding problem for multiple-level combinational circuits.
Two-level logic representations are decomposed into multiple-level networks before
library binding unless they are implemented with a specific macro-cell style (e.g.,
PLASs). -

After having formulated and analyzed the library binding problem in Sec-
tion 10.2, we describe algorithms for standard libraries of combinational gates in
Section 10.3. Next, in Section 10.4, we consider algorithms for specific design styles,
such as field-programmable gate arrays (FPGAs), where the library can be defined
implicitly, instead of by enumeration. We describe rule-based library binding in Sec-
tion 10.5 and we compare it to the algorithmic approach.

10.2 PROBLEM FORMULATION AND
ANALYSIS

A cell library is a set of primitive logic gates, including combinational, sequential
and interface (e.g., driver) elements. Each element is characterized by its function,
terminals and some macroscopic paramelers such as area, delay and capacitive load.
In the case of standard-cell libraries, a cell layout is associated with each element.
For array-based design, information is provided (to the physical design tools) on how
to implement the cell with the pre-diffused patterns.

We are concerned in this chapter with the logic abstraction level of cell libraries.
We also restrict our attention to libraries of combinational single-output cells. Even
though this assumption may seem restrictive, practical approaches to library binding
involve several techniques. Specific multiple-output functions (e.g., adders, encoders,
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etc.), as well as registers, may be identified, and bound to the corresponding cells,
using simple replacement rules. For the sake of simplicity, we restrict our attention
to non-hierarchical combinational logic networks.

We assume that the library is a set of cells, each one characterized by:

& a single-output combinational logic function;
® an area cost;

¢ the input/output propagation delays {that are generally specified as a function of
the load, or fanout, for rising/falling transitions at the output, or by worst-case
values).

Binding for other design styles, such as look-up-table-based FPGAs where the library
is best characterized otherwise, is presented in Section 10.4.

"Let us consider a combinational logic network that may have been optimized by
means of the algorithms described in Chapter 8. The library binding problem entails
finding an equivalent logic network whose internal modules are instances of library
cells. Note that cell sharing is not possible at the logic level, as done for resources at
the architectural level, because cells evaluate logic functions concurrently.,

It is usual to search for a binding that minimizes the area cost (possibly under
some delay constraints) or the maximum delay (possibly under an area constraint).
The binding problem is computationaliy hard. Indeed, even checking the equivalence
of an unbound and a bound network (tautology problem) is intractable.

A common approach for achieving library binding is to restrict binding to the
replacement of subnetworks (of the original unbound network) with cell-library in-
stances [19, 23, 26]. This is called network covering by library cells. Covering entails
recognizing that a portion of a logic network can be replaced by a library cell and se-
lecting an adequate number of instances of library elements to cover the logic network
while optimizing some figure of merit, such as area andfor delay. A simple example
of network covering is shown in Figure 10.1.

We say that a cell matches a subnetwork when they are functionally equivalent.
Note that a cell may match a subnetwork even if the number of inputs differs and
some of these are shorted together or connected to a fixed voltage rail. For example, a
three-input AND cell can be used to implement a two-input AND function. We neglect
these cases in the sequel, because libraries usually contain those cells that can be
obtained from more complex ones by removing (or bridging) inputs.

An unbound Jogic network, where each local function matches a library cell,
can be translated into a bound network in a straightforward way by binding each
verjex to an instance of a matching library cell. We call this binding trivial. Even
when the unbound network is area and/or timing optimal, a trivial binding may not be
50, because optimization of unbound networks involves simplified models and ignores
the actual cell parameters. Thus, library binding often involves a restructuring of the
logic network.

We describe now the covering problem of an unbound network G,(V, E) in
more detail. A rooted subnetwork is a subgraph of G,(V, E) that has a single vertex
with zero outdegree. In the covering problem, we associate with each internal vertex
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(b}

(c} . (d)

FIGURE 10.1
(a} Simple network. (b) Trivial binding by using one gate per veriex. {¢) Network cover with library cells
including two-input and three-input AND and oR gates. (d} Aliernative network cover,

v of G,(V, E). the-subset M, of library cells that match some subnetwork rooted at v.
We say that a cell in M, covers v and the other vertices of the matching subnetwork.
Let M be the set of all matching cells associated with the internal vertices of the
network, e, M = U M,.

reVo

The covering problem can be modeled by selecting enough matches in M that
cover all internal vertices of the unbound neiwork. For each selected match, we must
ensure that the vertices bound to the inputs of the corresponding cell are also associated
with the outputs of other matching cells. Thus the choice of a match implies the choice
of some other matches, and the network covering problem can be classified as a binate
covering problem. An example of an optimal solution is one that minimizes the total
cost associated with the"selected matches. For example, the cost may be the area taken
by the individual cells.

A necessary condition for the network covering problem to have a solution is
that each internal vertex is covered by at least one match. This condition is usually
satisfied by decomposing the unbound network prior to covering so that all local
functions have at least one match in the library.

Example 10.2.1. Consider the simple library shown in Figure 10.2 (a} and the unbound
network of Figure 10.2 (b). We consider the problem of finding a network cover that
minimizes the total area cost associated with the chesen cells.
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FIGURE 10.2
(a) Simple library. {b) Unbound network. (c) Trivial binding. (d) Match set. (¢) Network cover. (f} Alter-
native bound network which is not a cover of the unbound network shown in (b).

There are scveral possibilities for covering this network. For example, a trivial
binding is shown in Figure 10.2 {c). A more interesting binding can be found by con-
sidering the possible matches. Consider, for example, vertex vy, which can be bound to
a two-input OR gate (OR2), and vertex v, which can be bound to a two-input AND gate
(AND2). Moreover, the subnetwork consisting of {;, v;}] can be bound to a complex gate
(0a21). We can associate binary variables to denote the matches, Variable m, is TRUE
whenever the OR2 gate is bound to v, variable m, is TRUE whenever the aND2 gate is
bound to vz, and my represents the use of oa21 for covering the subnetwork {vy, ¥}
Similar considerations apply to vertex v;. We use variable m; to denote the choice of
a two-input AND gate (anp2) for vy and ms to represent the choice of oa21 for {v;, vs}.
The possible matches are shown in Figure 10.2 (d).

Therefore we can represent the requirement that vy be covered by at least one gate
in the library by the unate clause m; + my +ms. Similarly, the covering requirements of
v, and v can be represented by clauses m; + my and mz + ms, respectively,

In addition to these requirements, we must ensure that the appropriate inputs are
available 1o each chosen cell. For instance, binding an AND2 gate to v, requires that its
inputs are available, which is the case only when an or2 gate is bound to v, The former
choice is represented by m» and the latter by m,. This implication can be expressed by
my —» my, or alternatively by the binate clause m’, + m,. Similarly, it can be shown that
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ms —» my, or my + ., Therefore, the following overall clause must hold:
{m; + my + ms)(ma +my)(ms 4+ ms)my +m Yy +m) = 1

The clause is binate. An exact solution can be cbtained by binate covering, taking into
account the cell costs. For each cube satisfying the clause, the least-cost one denotes the
desired binding. In this case, the optimum solution is represented by cube m m mimyms,
with a total cost of 10, corresponding to the use of two oaz1 gates. The optimal bound
network is shown in Figure 10.2 ().

The bound network cbtained by covering depends on the initial decomposition.
For example, Figure 10.2 (f) shows another bound network, which is equivalent to the
network of Figure 10.2 (b), but not one of its covers.

An exact algorithm for solving the network covering problem must cope with
binate covering. The branch-and-bound algorithm of Section 2.5.3 can be used for
this purpose, but experimental results have shown that this approach is viable only
for small-scale circuits, which are not of practical interest [26].

It is important to remember that library binding could be solved exactly by
methods other than covering. Unfortunately, the difficulty of the covering problem
stems from its binate nature, due to the fact that the choice of any cell requires
selecting other cells to provide correct connectivity. Any other formulation of library
binding will face the same problem, and thus we conjecture that solving library binding
is at least as complex as solving it by network covering,

For this reason, heuristic algorithms have been developed to approximate the
solution of the network covering problem. Alternatively, rule-based systems can per-
form network covering by stepwise replacement of matching subnetworks. We shall
review heuristic algorithms next. -

10.3 ALGORITHMS FOR LIBRARY BINDING

Algorithms for library binding were pioneered at AT&T Bell Laboratories by Keutzer
[19], who recognized the similarity between the library binding problem and the code
generation task in a software compiler. In both cases, a matching problem addresses
the identification of the possible substitutions and a covering problem the optimal
selection of matches. :

There are two major approaches to solving the matching problem which relate
to the representation being used for the network and the Hbrary. In the Boolean ap-
proach, the library cells-and the portion of the network of interest are described by
Boolean functions. In the structural approach, graphs representing algebraic decom-
positions of the Boolean functions are used instead. Since the algebraic representation
of an expression can be cast into a graph, expression pattern matching approaches
can be classified as structural techniques. The structural approach was used by pro-
grams DaGow [19], MIS [10, 26] and TEcHMAP [24], while the Boolean approach was
tmplemented first in program CERES [23] and in Fujitsu’s binder [29].

The structural and Boolean approaches differ mainly in the matching step. We
define formally the matching of two scalar combinational functions, representing a
cell and a subnetwork, as follows.



510 LOGICLEVEL SYNTHESIS AND OPTIMIZATION

Definition 10.3.1. Given two singl¢-output combinational functions f(x) and g{y),
with the same number of support variables, we say that /' matches g if there exists a
permutation matrix P such that f(x) = g(P x) is a tautology.

The degrees of freedom in associating input pins is modeled by the permutation
matrix. We refer to this type of matching as Boolean matching because it is based on
the property of the function and to distinguish it from another weaker form of match-
ing. Given a structural representation of two functions by two graphs in a pre-defined
format (e.g., sum of products representations or networks of two-input NAND gates
and inverters), there is a structural march if the graphs are isomorphic. A structural
match implies a Boolean match, but the converse is not true,

Example 10.3.1. Consider the following two functions: f = ab +cand g = p + gr.
Since it is possible to express g as a function of {a, b, ¢} with a suitable input variable
permutation so that f = g is a tautology, it follows that f and g have a Boolean match.

Functions f and g can be represented by their OR-AND decomposition graphs, as
shown in Figures 10.3 {a) and (b). Since the two graphs are isomorphic, f and g have
a structural match.

Consider now the following two functions over the same support set: [ = xy +
X'y + y'z and g = xy + x'y’ + xz. They are logically equivalent and hence they yield
a Boolean match. Nevertheless, they are entirely different in the expression patterns and
in their structural representation. Note that different structures for a given function arise
because there exist different possible ways of factoring an expression and there are even
different sum of products representations of the same function.

Matching algorithms are described in Sections 10.3.1 and 10.3.2. The Boolean
matching problem is intraciable, because the complement of the tautology problem
belongs to the A'P-complete class [12]. The structural matching problem for gen-
eral functions, represented by dags, is also conjectured to be intractable, because it is
transformable into the graph isomorphism probiem [12]. Nevertheless, efficient algo-
rithms for matching have been developed, because the size of the matching problem
is usually small, since it is related to the maximum nomber of inputs of the library
cells.

The major difficulty in solving the library binding problem lies in the network
covering problem, as we have shown in the previous section. To render the problem
solvable and tractable, most heuristic algorithms apply two pre-processing steps to the
network before covering: decomposition and partitioning.

FIGURE 10.3
a b c P q r  (a) Representative graph for f = ab +c. (b) Representative graph
(a) (b) forg =p+qr.



CELL-LIBRARY BINDING 511

Decomposition is required to guarantee a solution to the network covering prob-
lem by ensuring that each vertex is covered by at least one match. The goal of de-
composition in this context is to express all local functions as simple functions, such
as two-inpul NORS or NANDs, that are called base functions. The library must include
celis implementing the base functions to ensure the existence of a solution. Indeed, a
trivial binding can always be derived from a network decomposed into base functions.
Conversely, if no library cell implements a base function f, there may exist a vertex
of the network whose expression is f and that is not included in any subnetwork that
matches a library element. The choice of the base functions is important, especially
for those approaches based on structural matching, and it is obviously dependent on
the library under consideration.

Different heuristic decomposition algorithms can be used for this purpose, but
attention must be paid because network decompositions into base functions are not
unique and affect the quality of the solution. Therefore heuristics may be used to bias
some features of decomposed networks. For example, while searching for a minimal-
delay binding, a decomposition may be chosen such that late inputs traverse fewer
stages.

The second major pre-processing step in heuristic binding is partitioning, which
allows the covering algorithm to consider a collection of multiple-input single-output
networks in place of a multiple-input multiple-output network. The subnetworks that
are obtained by partitioning the original network are called subject graphs [19]. Subject
graphs are then covered by library elements one at a time.

The rationale for partitioning is twofold. First, the size of each covering problem
is smaller. Second, the covering problem becomes tractable under some additional as-
sumptions, as described in Section 10.3.1. In the case of ggneral networks, partitioning
is also used to isclate the combinational portions of a network from the sequential
elements and from the 1/Os.

Ditferent schemes can be used for partitioning, When considering a combina-
tional network, vertices with multiple outdegrees can be marked, and the edges whose
tails are marked as vertices define the partition boundary. This method implies that
library binding will not try to improve the previous structure of the network as far
as changing multiple-fanout points. Another approach is to iteratively identify a par-
tition block consisting of all vertices that are tails of paths to a primary output and
to delete them from the graph [10]. While this approach privileges the formation of
larger partition blocks, it suffers from the dependency on the choice of output,

It is important tp stress that, although the partitioning and decomposition steps
are heuristics that help reduce the problem difficulty, they can hurt the quality of the
solution.

Finally each subject graph is covered by an interconnection of library cells. For
selected portions of the subject graph, all cells in the library are tried for a match,
and when one exists and is selecied, that portion of the subject graph is labeled
with the matching cell along with its area and timing attributes. The choice of a
match is done according to different covering schemes, as described in detail in the
foliowing sections. The decomposition, partitioning and covering steps are illustrated
in Figures 10.4, 10.5 and 10.6.
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FIGURE 10.4
Network decomposition into base functions (iwo-input ORs and two-input ANDS).

10.3.1 Covering Algorithms Based on Structural
Matching

Structural matching relies on the identification of common patterns. For this reason,
both the subject graph and the library functions must be cast into a form that is compa-
rable. Hence they are both decomposed in terms of the same set of base functions. The
graphs associated with the library elements are called pattern graphs. Some library
cells may have more than one corresponding pattern graph, because the decomposition
of their representative functions may not be unique.

The subject and pattern graphs are acyclic and rooted, the root being associated
with the subnetwork and cell outputs. We assume in the sequel that decomposition
yields either trees or dags where paths that stem from the root reconverge only at
the input vertices (leaves). Such dags are called in jargon leaf-dags. When the de-
composition yields a tree, all corresponding input variables are associated with dif-
ferent vertices. Otherwise, an input variable may be associated with more than one
vertex.

We also assume in the sequel that inverters are explicitly modeled in the
subject and pattern graphs. In some cases, we shall represent these graphs by their
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FIGURE 10.5
Network partitioning into subject graphs.

trivial binding, because operations on this representation are easier to visualize and
understand.

Example 10.3.2. Consider the following cells in a library: a two-input AND gate, a two-
input EXOR gate and a four-input AND gate whose representative functions are fi = ab,
f» =a®b and f3 = abed. respectively. The pattern graphs are expressed using a
decomposition in two-input NANDs and inverters.

The pattern graphs are shown in Figure 10.7. In the first case the graph is a tree;
in the second it is a leaf-dag. In the last case, there are two pattern graphs associated
with the cell (excluding isomorphic graphs). Non-terminal vertices are labeled by the
letter “N™ to denote a two-input NAND and by the letter “T" to denote an inverter.

Structural matching can be verified by checking the isomorphism between two
rooted dags. Even though this problem is conjectured to be intractable [12], exper-
imental results have shown that the computation time is negligible for problems of
practical size [10]. Nevertheless. the matching problem can be simplified by noticing
that most cells in any library can be represented by rooted trees and that tree matching
and tree covering problems can be solved in linear time. For those cells, such as EXOR
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EN
data [0][0]

FIGURE 10.6 '
Covering of a subject graph.

and EXNOR gates, that do not have a tree-like decomposition, it is still possible to use a
tree representation (by splitting the leaves of the leaf-dag) with an additional notation
for those input variables associated with more than one leaf vertex. An example of
a simple library and the corresponding pattern trees are shown in Figures 10.8 (a)
and (b).

We consider now structural matching and covering using the tree-based repre-
sentation as proposed by Keutzer [19]. We assume that the subject graph is repre-
sented by a rooted tree, obtained by splitting the leaves of the corresponding leaf-dag.
We describe first tree-based matching and then tree-based covering. In particular,
we describe two methods for tree matching. The first is a simple and intuitive ap-
proach that applies to trees obtained by decomposition into base functions of one type
only. The second approach is more general in nature, because it supports arbitrary
sets of base functions and it uses an automaton to capture the library and check for
matching.

SIMPLE TREE-BASED MATCHING. We describe tree matching in the case that only
one type of base function is used in the decomposition. We consider two-input NANDs,
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(a) () (c)

FIGURE 10.7
(a) Paitern graph for f) = ab. (b) Panern graph for f> = a @ b. (cd) Pattern graphs for f3 = abcd.

but the same considerations are applicable to two-input NoORs. Thus, each vertex of
the subject and pattern trees is associated with either a two-input NAND and has two
children or an inverter and has one child. Note that an inverter can be seen as a
single-input NAND. Since only one type of base function is used, vertices need not
be labeled by the base function. The type of a vertex (e.g., NAND, inverter or leaf) is
easily identified by its degree, i.e., by the number of its children.!

There are several algorithms for tree matching. We describe a simple algorithm
that determines if a patiern tree is isomorphic to a subgraph of the subject tree. This
is performed by matching the root of the pattern tree to a vertex of the subject tree
and visiting recursively their children. The isomorphism can be easily verified by
comparing the degrees of pairs of vertices in both the subject and the pattern trees,
starting from the initial vertices and proceeding top down unti! the leaves of the pattern
tree are reached. If there 1s a mismatch, the algorithm terminates with an unsuccessful
match. Otherwise, the corresponding children are recursively visited.

Algorithm 10.3.1 is invoked with v as a vertex of the subject graph and u as
the root of the pattern graph.

"t is customary to call the degree of a vertex in a rooted tree the number of its children rather than
the number of edges incident to it.
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FIGURE 10.8
(a) Simple cell library. (b) Pattern trees (I = white, N = black, v = gray.) (c) Pattern strings. (d) Pattern

tree identifiers.

When visiting: a vertex pair, if the vertex of the pattern graph is a leaf, then a
path from the root to that leaf in the pattern graph has a match in the subject graph.
Conversely, when the vertex of the subject graph is a leaf, and the vertex of the pattern
graph is not a leaf, a match is impossible. When both vertices are not leaves, they
must have the same number of children which must recursively match for a match to
be possible. The algorithm is linear in the size of the graphs.

Example 10.3.3. Consider the subject tree for function x = a-+4' in terms of a two-input
NAND decomposition, as shown in Figure 10.9 (a,b). Let us consider the pattern trees of
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MATCH (u, v) |

if (u is a leaf) return (TRUE): /* Leaf of the pattern graph reached */
else |
if (v is a leaf) return (FALSE); /* Leaf of the subject graph reached */
if (degree(v) # degree(u)) return(FALSE), /* Degree mismatch */
if (degree(v) == 1) { /# One child each: visit subtree recursively */

. = child of u ; v. = child of v ;
return (match(u., v.) )
}
else { /* Two children each: visit subtrees recursively */
u; = left-child of u ; u, = right-child of u ;
vy = left-child of v ; v, = right-child of v ;
return ( MATCH (uy, v;) - MATCH (uy, v;) + MATCH (uy, vy) - MATCH (uy, v,));

}

ALGORITHM 10.3.1

the simple library shown in Figure 10.8. Two patterns are also reported in Figures 10.9
(¢) and (d) for convenience.

We use algorithm MATCH to determine if a pattern tree matches a subtree of the
subject tree with the same root. First, let us apply the algorithm to the subject tree and
the inverter (INV) pattern tree. Since the root of the subject tree has two children and that
of the INv pattern tree has only one, there is no match. Next, let us apply the algorithm
to the subject tree and to the NAND2 pattern tree. Both roots have two children. In both
recursive calls, the children of the pattern tree are leaves and the calls return TRUE. Hence
the NAND2 pattern tree matches a subtree of the subject tree with the same root.

TREE-BASED MATCHING USING AUTOMATA.* We consider now a method for tree
matching that uses an automaton to represent the cell library. This approach is based on
an encoding of the trees by strings of characters and on a stringrecognition algorithm.

a b
(a) (b) () (d)
FIGURE 10.9

(a) NAND2 decomposition of x = a + b'. (b) Subject tree. (¢) Pattern tree for iNv. (d) Pattern tree for
NAND2Z.



518  LOGIC-LEVEL SYNTHESIS AND OPTIMIZATION

This method supports library descriptions in terms of arbitrary base functions, each
one encoded by a single character. Thus, it is more general in nature than the simple
algorithm of the previous section.

Tree matching using string matching is based on the Aho-Corasick algorithm,
which was devised to recognize strings of characters in a given text [1]. It constructs an
automaton that detects the matching strings. In our context, there is one automaton for
the entire cell library, i.e., all pattern trees contribute to the automaton. The automaton
processes strings that encode paths in the subject tree and recognizes those that match
paths in the pattern trees. This mechanism, detailed later in this section, is used to
detect all matching pattemns.

A tree can be represented by a set of strings, where each string corresponds to a
path from the root to a leaf. Since a path is a sequence of vertices and edges, a string
has a character denoting each vertex in the path and its type (i.e., corresponding base
function) alternated with a number denoting the edge.

Example 10.3.4. Consider the subject tree of Figure 10.9 (b). Let us label edges accord-
ing to this convention. When a vertex has two children, the left edge is labeled by 1
and the right edge is labeled by 2. When a vertex has one child, the edge to its child is
labeled by 1.

There are two paths from the root to the leaves. They can be labeled by strings
{N1I1v,N2v}, where “v” denotes a leaf.

We summarize now the algorithm for constructing the automaton, which is
fully detailed in reference [1]. The automaton consists of a set of states, a set of
transitions that are partitioned into gofe and failure.transitions corresponding to the
status of detection of a character in a string and an output function that signals the full
detection of a string. The automaton is constructed once for all elements of a given
library.

The automaton is constructed incrementally, while considering the strings cor-
responding to the pattern trees. Initially the automaton contains only the reset state,
Then each string is processed in tum one character at a time, a new state being added
for each of the characters not recognized by the automaton under construction. These
characters are used as labels of the goto transitions into the states being added. The
output function that signals the full detection of a string is specified in conjunction
with each transition to a state comesponding to the last character of the string itself.
Once all strings have been considered, the automaton transition diagram has a tree
structure. The states can be assigned a level equal to the number of transitions from
the reset state and a parent/child relation can be established among state pairs.

Next the automaton is revisited to add the failure function, which indicates
which next state to reach when an incoming character does not match the label of
any outgoing edge from the current state. Initially the failure function of states from
level 1 is set to the reset state. Next, while traversing the automaton by breadth-first
search, the failure function for a state s reached by state r under input character ¢ is
set to the state reached by a transition under ¢ from the failure state for r. The output
function is vpdated while deriving the failure functions. In particular, we append to
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the output function of a given state the output function associated with the transition
into the failure state under the corresponding character.

The automaton may recognize arbitrary subtrees of a given tree. In practice, it
is convenient to detect subtrees that have the same root or the same leaves. This can
be easily achieved by using a distinguished character for the root or the leaves.

Example 10.3.5. Consider a library of two cells: a three-input NanD and a two-input
NAND. The corresponding pattern trees are shown in Figure 10.10, where we assume that
the base functions are a two-input NAND and an inverter. Hence, vertices are labeled by
“N,” “T" and “v,” where “v” denotes a leaf.

The following strings encode the first pattern tree: {Nlv, N2I1N1v, N2TIN2v},
These strings are labeled by r1.1,¢1.2, r1.3, fespectively. Similarly, the second pattern is
encoded by {Nlv, N2v}, denoted as ¢2.1, 12.2. Note that the first string in both patterns
is the same.

We want to construct an automaton that recognizes the strings related to the two
cells just mentioned. This automaton is shown in Figure 10.11. We consider now the
individual steps for assembling the automaton.

While processing the first string, i.e., N1v, three states are added to the reset state,
forming a chain with transitions labeled by N, I and v. The last transition is coupled with
the output value t1.1, denoting the detection of the first string. Next the second string
is considered: N2IIN1v. Starting from the reset state, the existing automaton would
recognize the first character (e.g., N), but not the following ones. Hence new states and
transitions are added to the automaton: the first transition to be added is from state 1 to
state 4, and so on.

When all strings have been considered and the state set finalized, the remaining
transitions are determined based on the failure function. The failure function for state 1
is the reset state. This means that when in state 1, if an input character ¢ does not yield a
goto transition (i.e., ¢ # | and ¢ # 2), the next state is determined by the transition from
the reset state under ¢, In particular, when ¢ = N, the next state is state 1. And so on.

Let us now consider the use of the automaton for finding the pattern trees
that match a given subject tree. We shall consider the particular case where we
search for pattern trees isomorphic to subtrees of the subject graph and with the
same leaves.

FIGURE 19.10
Two patiern graphs.
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FIGURE 10.11
Aho-Corasick matching auternaton. The goro transitions are indicated by edges and the failure function is
denoted by subscripts.

The subject tree is visited bottormn up, and for each vertex all strings that corre-
spond to paths to the leaves are processed. A match exists if the strings are recognized
by the automaton as belonging to the same pattern tree, The algorithm complexity is
linear in the size of the subject graph.

Example 10.3.6. We consider here the simple library and the patterns trees of Fig-
ure 10.8. The corresponding automaton is shown in Figure 10.12.

Let us assume that the subject tree models the function x = a + b', as shown in
Figure 10.9. The subject tree can be modeled by strings (N111v,N2v}.

Let us feed these strings (representing the subject tree) to the automaton of Figure
10.12 (representing the library). It can be seen that the automaton would recognize both
strings, leading to output functions t5.1 and 2.2, respectively (states 30 and 32 in Figure
10.12). Since these functions belong to different pattern graphs, there is no cell in the
library that can implement the subject graph directly.

Nevertheless, substring [1v can be recognized by the automaton, yielding output
¢1.1 (state 3 in Figure 10.12). This means that an inverter covers a part of the subject tree.
After pruning the corresponding part of the tree, the subject tree is reduced to the strings
(N1v,N2v}, which can be recognized by the automaton (states 27 and 32 in Figure 10.12).
The corresponding output functions are r1.1 and 1.2, denoting to two-input NAND cell.
Thus, a NaND2 cell and an NV cell provide a cover.

When comparing this example with Example 10.3.3, the reader may be surprised to
notice that the MATCH algorithm finds a match for the NaND2 cell, while the automaton
finds a match for the INv cell. Note first that these matches cover part of the subject tree

- -and that in both cases a tree cover can be achieved by using both a NaND2 cell and an
NV cell. Second, the difference in the matches detected by the two algorithms is due
to the fact that the former algorithm looks for a pattern tree isomorphic to a subtree of
the subject graph with the same root. The automaton-based algorithm looks instead for
a pattern tree isomorphic to a subtree of the subject graph with the same leaves, It is
possible to modify the automaton algorithm by using a distinguished character for the
root instead for the leaves and by reversing the strings, so that it detects if a pattern tree
is isomorphic to a subtree of the subject graph with the same root.
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2.1, 10A.1,
7.1

12,2, 16A.2,
11.2

2.1, 168.2,
7.3

12.2,16B.3,
1.4

FIGURE 10.12
Aho-Corasick automaton for the simple hibrary.

In the previous examples, the subject and pattern trees where represented in
terms of NAND2 and INV base functions. Thus, all strings contained only three charac-
ters, including the terminator {(e.g., “v”). The automaton recognizer can support ree
recognition with decompositions into arbitrary sets of base functions by just associat-
ing each base function with a character. The automaton construction and recognition
algorithms remain the same.

When compared to the simple MATCH algorithm, the automaton-based ap-
proach has the additional advantage that it considers all patterns available for match-
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ing at the same time, while the MATCH algorithm compares one tree at a time.
This advantage is offset by the increased complexity of handling trees as separate
strings.

The set of base functions useful for library binding is usually small. The choice
of the base functions affects the quality of the solution as well as the number of pattern
graphs and consequently the computing time for binding. There are some arguments
and experimental results favoring the choice of using one base function only (e.g.,
NAND2 or NOR2 plus inverters) [26]. In this case, the MATCH algorithm is preferable
due to its simplicity.

TREE-BASED COVERING. Optimum tree covering can be computed by dynamic
programming [2, 19]. Here we consider the algorithm described in Section 2.3.4 in
the context of solving the library binding problem.

We describe first the minimum-area covering problem. Each cell has an area
cost, representing its area usage. The total area of the bound network is the objective
to minimize. The tree covering algorithm traverses the subject graph in a bottom-
up fashion. For the sake of this explanation, we consider matching of pattern trees
whose roots correspond to the vertex of the subject tree under consideration. Other
approaches yield equivalent results.

For all vertices of the subject tree, the covering algorithm determines the matches
of the locally rooted subtrees with the pattern trees. There are three possibilities for
any given pattern tree:

1. The pattern tree and the locally rooted subject subtree are isomorphic. Then, the
vertex is labeled with the corresponding cell cost.

2. The pattern tree is isomerphic to a subtree of the locally rooted subject subtree
with the same root and a set of leaves L. Then, the vertex is labeled with the
corresponding cell cost plus the labels of the vertices L.

3. There is no match.

If we assume that the library contains the gates implementing the base functions,
then for any vertex there exists at least one celi for which one of the first two cases
applies, and we can label that vertex. Therefore, it is possible to choose for each vertex
in the subject graph the best labeling among all possible matches. At the end of the tree
traversal, the vertex labeling corresponds to an optimum covering. Note that overall
optimality is weakened by the fact that the total area of a bound network depends
aleo ‘on the partitioning and decomposition steps. The complexity of the algorithm is
linear in the size of the subject tree.

Example 10.3.7. Consider the network shown in Figure 10.13 with the library and
patterns of Figure 10.8. {The network is represented by its trivial binding after a NaAND2
decomposition, for the sake of clarity.) While visiting the subject tree bottom up, only
one match is found for vertices x, v.z and w. The corresponding pattern is recorded
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Network Subject graph | Vertex | Match Gate Cost
% 7] NAND2(h,¢) | NAND2
y 11 INV(a) INV
z 2 NAND2(x,d) | 2 NAND2
w 2 NAND2(y,z) | 3 NAND2+INV
0 11 INV(w) 3 NAND2+2INV

B | AND2(yz) | 2 NAND2+AND2+INV

t6B AORZI(x.d.a) | NAND2+AOI21

FIGURE 10.13
Example of structural covering: network; subject graph: possible matches at each vertex and corresponding
casts.

along with the cost of the network bound to the rooted subtree. Let us consider then the
root vertex o. Three matches are possible:

s One 1nv gate. Hence the cost is that of an inverter plus that of the subtree rooted
in w.
e One AND2 gate with inputs y, z. Hence the cost is that of an AND2 plus those of the
subtrees rooted in y and z.
e One Aonzi gate with inputs x, d, a. Hence the cost is that of the ao121 gate plus that
of the subtree rooted in x.
Assume now that the area costs of the cells {INV, NAND2, AND2, AO121} are { 2, 3, 4, 6 )
respectively. Then, the optimum binding is given by the third option, i.e., by choosing
gate Ao121 fed by a NaND2 gate (Figure 10.14).

Let us now consider delay minimization in conjunction with library binding.
When considering the network partitioned into subject graphs, the problem reduces
to minimizing the data-ready time (see Section 8.6.3) at the output corresponding to
the root of the subject graph. In this case, the cost of each cell is its input/output

FIGURE 10.14
(a) Subject graph with area-cost annotation.
(b) Optimum cover for area.

(a)
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propagation delay. For the sake of simplicity, we consider the worst-case delay for
the cells’ rising and falling transitions at the outputs, and we assume that the cell
delay from each input to the output is the same. The algorithms still apply. with some
slight modifications, if these assumptions are removed.

Therefore the propagation delay of a cell can be measured in terms of a constant
plus a load-dependent term, which depends on the cell (or cells) being driven and the
wiring load. First, we consider the case in which the propagation delay is constant,
and then we look at the more general case.

When the propagation delay is constant, the cost associated with a cell is just
a single positive number. The overall cost is the maximum path delay, assuming that
all paths can be sensitized. The data-ready time at a cell output is then the sum of
its propagation delay plus the maximum of the data-ready time at the cell inputs. A
bottom-up traversal of the subject tree would allow us to determine the binding that
minimizes the data-ready time at each vertex and hence the minimum time at the
root. The input data-ready times can be easily taken into account. Note again that
the delay optimality is valid within the tree model and is dependent on the chosen
decomposition. i

Example 10.3.8. Consider again the network of Figure 10.13 with the library and
patterns of Figurc 10.8. Assume that a minimum-delay cover is scarched for, that the
delays of the cells {INV, NAND2, AND2, A0I121} are {2, 4, 5, 10}, respectively, and that all
inputs are available at time 0 except for input d, which is available at time 6. While
visiting the subject tree bottom up. the data-ready times of vertices x, v,z and w are
then 4, 2, 10 and 14. Three matches are again possible for vertex o. If an inverter is
chosen, the output data-ready time is 16. If an AND2 gate is chosen, it is 5 plus the
maximum data-ready time at its inputs y and z. i.e..5 + max{2, 10} = 15. The choice of
an Ao121 gate leads to an output data-ready time of 10 + max{0, 4, 6} = 16. Hence the
binding corresponding to the fastest network corresponds to the second choice. It entails
the interconnection of an AND2, two NAND2 and an INV gate (Figure 10.15).

Let us now consider the general case, where the propagation delay depends
on the load. This model is highly desirable for an accurate delay representation.
Most libraries have multiple gates with different drive capabilities for the same logic
function. The higher the driving capability, the shorter the propagation delay for the
same load and the higher the input capacitance, because larger devices are employed.

delay =5

delay =4

Input time =6
FIGURE 10.15

(a) Subject graph with vertex data-ready annotation.
(b) Optimum cover for delay.
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- The problem of selecting a cell in a bottom-up traversal of the subject graph is
not straightforward, because the input capacitance loads of the following stages are
unknown when matching. Indeed the following stages correspond to vertices closer
to the root and therefore that are yet to be bound.

Rudell realized that for most libraries the values of input capacitances are a
finite and small set [26]. Therefore he used a load binning technique, which consists
of labeling each vertex with all possible total load values or by an approximation.
This can be done as a pre-processing step.

The tree covering algorithm is extended by computing an array of solutions for
each vertex, corresponding to the loads under consideration. For each match, the arrival
time is computed for each load value. For each input to the matching cell, the best
match for driving the cell {for any load) is selected and the corresponding data-ready
time is used. If all possible load values are considered, then the algorithm guarantees an
optimum solution for the delay model within the tree modeling assumption. Otherwise,
it represents a heuristic method approximating the exact solution. The computational
complexity of the tree covering approach is linear in the size of the subject tree and
in the number of load values being considered.

Example 10.3.9. Consider again the network of Figure 10.13 with the library and patterns
of Figure 10.8. Assume that a minimum-delay cover is searched for, that the delays of
the cells {INV, NAND2, AND2, a0i21} are now {1+ 1-/,3+1-1, 44+1-1,9+1-1}, where / is
the load at the output of the gate. All cells load the previous stage by ! = 1. If the output
load is also 1, the problem reduces to the previous one described in Example 10.3.8.

Assume next that a super-inverter cell is available, sinv, with [oad / = 2 and delay
{1 + 0.5 - I}. Hence, the possible foads on the cells are 1 and 2. The algorithm would
compute the best binding for each load. In this case, the Best match at vertices x, y and
z are the same as in Example 10.3.8. Nevertheless, at vertex w a load of either 1 or 2
may be possible, with corresponding data-ready times of either 14 or 15.

Assume the output load is 1. There are four choices for matching. The regular
inverter INv would have a propagation delay of 14-1-1 and a load of 1, yielding an output
data-ready time of 144 2 = 16. The super-inverter sSINv would have a propagation delay
of 140.5-1 and a load of 2, yielding an output data-ready time of 15+140.5-1 = 16.5.
The anpDz would yield an output data-ready time of 4 + 1 -1+ max{2, 10} = 15 and the
ao1 would yield an output data-ready time of 9+ 1- 1 + max{0, 6, 4} = 16. Hence, the
ANDz solution would be preferred as in the previous example,

Assume now that the output load is 5. The regular inverter INv would have a
propagation delay of 1 + 1 -5 and a load of 1, yielding an output data-ready time of
14 + 6 = 20. The super-inverter stNv would have a propagation delay of 1 +0.5-5
corresponding to an output data-ready time of 154 14 0.5-5 = 18.5. The AND2 would
yield an output data-ready time of 4+ 1 -5+ max{2, 10} = 19 and the ao1z1 would vyield
an output data-ready time of ¢ + 1 -5 + max{0, 6, 4} = 20. Hence, the SINV solution
would now be preferred.

Whereas the tree covering and matching approach is very appealing for its sim-
plicity and efficiency, there are three pitfalls. First, there are multiple non-isomorphic
patterns for some cells, because the decomposition into given base functions is not
necessarily unique. Therefore, a library cell may correspond to more than one pattern
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graph. As a result, each vertex of the subject graph must be tested for matching against
a potentially larger number of pattern graphs, increasing the computational burden of
the algorithm.

Second, some cells, such EXor and EXNOR gates, cannot be represented by trees.
A partial solution is to extend tree covering to use leaf-dags [10, 26], which does not
change the complexity of the algorithm. Pattern leaf-dags can match vertices of the
subject graphs as long as the corresponding leaves match. Thus, a limited use of these
cells can be achieved.

Lastly, and more importantly, structural matching can only detect a subset of
the possible matches and it does not permit the use of the dor’t care information in
library binding. This can lead to solutions of inferior quality.

10.3.2 Covering Algorithms Based on Boolean
Matching

Boolean matching can overcome the aforementioned pitfalls of structural matching.
Boolean matching requires an equivalence check between two functions, one repre-
senting a portion of the network and called cfuster function and the other representing
a cell and named pattern function. Boolean covering consists of identifying subnet-
works whose corresponding cluster functions have matches in the library and selecting
an adequate set of matches that optimize the area and/or delay of the bound network.

Whereas Boolean covering and matching are potentially more computationally
expensive than structural covering and maiching, recent implementations have shown
that computing times may be comparable. In addition, Boolean matching can find
matches that are not detected by structural matching and it may exploit the degrees of
freedom provided by don’t care conditions. As a consequence, it may lead to better
quality solutions.

BOOLEAN MATCHING. We consider Boolean matching of completely specified func-
tions in this section, and we defer consideration of the use of don’f care conditions
to Section 10.3.4. We represent the cluster function by f(x) and the pattern function
by g(y), where x and y denote the input variables associated with the subnetwork and
library cell, respectively. We assume that X and y have the same size n.

Boolean matching addresses the question of whether functions f(x) and g(y)
match according to Definition 10.3.1, i.e., if a permutation matrix P exists such that
f(x}) = g(P x}.is a tautology. Thus, Boolean matching requires solving a facto-
rial number of tautology checks. Fortunately, this number can be greatly reduced by
applying the techniques described next.

The equivalence between two functions can be detected using ordered Dinary
decision diagrams (OBDDs) in various ways (see Section 2.5.2 and reference [23]).
The order of the variables of one OBDD can be arbitrary and fixed, while different
orderings of the variables in the other OBDD are tried until a match is found. Boolean
matching can be made practical by using filters that drastically reduce the number of
variable permutations to be considered. Similarly, filters can prune the set of pattern
functions that need to be tested against a cluster function. Filters are based on prop-
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erties of the Boolean functions that represent necessary conditions for matching and
that can be easily verified. Namely:

e Any input permutation must associate a unate {(binate) variable in the cluster
function with a unate (binate) variable in the pattern function.

o Variables or groups of variables that are interchangeable in the cluster function
must be interchangeable in the pattern function. )

The first condition implies that the cluster and pattern functions must have the
same number of unate and binate variables to have a match. In addition, if there are
b binate variables, then an upper bound on the number of variable permutations to be
considered in the search for a match is b! - (n — b)\.

Example 10.3.10. Censider the following pattern function from a commercial library:
g = 51520 + 515,84 5,53¢ + 5755d with n = 7 variables. Function g has 4 unate variables
and 3 binate variables.

Consider a cluster function f with n = 7 variables. First, a necessary condition for
f to match g is to have also 4 unate variables and 3 binate variables. If this is the case,
only 3! 4! = 144 variable orders and corresponding OBDDs need te be considered in
the worst case. (A match can be detected before all 144 variable orders are considered.)
This number must be compared to the overall number of permutations, 7! = 5040, which
is much larger.

The second condition allows us to exploit symmetry properties to simplify the
search for a match {23, 24]. Consider the support set of a function f(x). A symmetry
set is a set of variables that are pairwise interchangeablé® without affecting the logic
functionality. A symmetry class is an ensemble of symmetry sets with the same car-
dinality. We denote a symmetry class by C; when its elements have cardinality i,
i=1,2,...,n Obviously classes can be void.

Example 10.3.11. Consider the function f = x,x2x3—+ x4x5+xex7. The support variables
of f(x) can be partitioned into three symmetry sets: {x,x3x3). {xax5}, {x¢x7]. There are
two non-void symmetry classes, namely, Cy = {{x;. x5}, {xq, x7}} and C3 = {{x;, x2, x3}}.

Most libraries have pattern functions exhibiting symmetries, and the symmetry
classes can be used to simplify the search for a match in different ways [23]. First,
they can be used to restrict the set of pattern functions that can match a given cluster
function as follows. The symmetry classes of the pattern functions can be computed
beforehand, and they provide a signature for the patterns themselves. The symme-
try classes of the cluster function can be quickly determined before comparing the
OBDDs. A necessary condition for two functions to match is having symmetry classes
of the same cardinality for each i = 1, 2. ..., n. Thus, pattern functions not satisfying
this test can be weeded out.

Second, the symmetry classes are used to determine non-redundant variable
orders. Indeed, variables can be paired only when they belong to symmetry sets of
the same size, and since all variables in any given symmetry set are equivalent, the
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ordering of the variables within the set is irrelevant. As a result, only permutations
over symmetry sets of the same size need to be considered. Thus another upper bound
on the number of permutations required to detect a match is []F_, (1Ci|D.

Example 10,3,12. Consider again function f = x x3x3 + x4x5 + x¢X7. There are two
non-void symmetry classes, one of cardinality 2 and one of cardinality 1. Thus, when
considering the library pattern functions, only those with |C2]'= 2 and |C3| = 1 are re-
tained. For each retained patiern function, only 2! = 2 variable orders and corresponding
OBDDs need to be considered.

For example, assuming that the OBDD of f has variables ordered as (x1, x2, x3, X4,
Xs, X¢. X7), the relevant variable orders for the OBDDs of g are (x|, x2, X3, X4, X5, Xg, X7)
and (Il,IQ,X3,X5,.X7,I4,ij. ’

In addition, the unateness information and symmetry classes can be used together
to derive a tighter bound on the number of non-redundant variable orders. Unate
and binate symmetry sets are disjoint, since both unateness and symmetry properties
have to be the same for two variables to be interchangeable. Thus we can write
C = C!’UC;‘, i=12,...,nand |C;| = in’l +|C}'|, where the superscripts b and #
denote binate and unate, respectively. Thus the number of non-redundant permutations
are at most [T/, |CP|!-1CH! = [T/, IC1- (1Gil = IC7DL.

BOOLEAN COVERING. We describe here a procedure for Boolean covering of a
subject graph. We assume that the network has been partitioned into subject graphs
and decomposed into base functions beforehand. The procedure is reminiscent of the
tree-covering algorithm, because it uses a bottom-up traversal of the subject graph.
However, the subject graph is not required to be a trée, but just a rooted dag. As with
structural covering, the library is required to include the base functions.

We define a cluster as a rooted connected subgraph of the subject graph. It
is characterized by its deprh (longest path from the root to a leaf). The associated
cluster function is the Boolean function obtained by collapsing the logic expressions
associated with the vertices into a single expression.

Example 10.3.13, Consider the subject graph shown in Figure 10.16. The base func-
tions for the decomposition of the subject graph are 2-input AND and oRr functions. The
expressions associated with the subject graph are the following:

J=xv. x=e+z y=a+tc z=c+b

We consider the clusters rooted at vertex v; of the subject graph and shown by
different shadings in the picture. The corresponding cluster functions are:

L=y, flex@t+on f =4y

fl=tetlatcy ff=(e+c+b)y: fi=(e+c +bateo)

Let us consider first the minimum-area covering problem. The covering algo-
rithm attempts to match each cluster function to a library element. For each match,
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FIGURE 10.16
Clusters of the Boolean covering algorithm.

the area cost of a cover is computed by adding the area cost of the matching cell to
the area cost of the covers of the subgraphs rooted at the vertices providing the inputs
to the matching cell. There is always at Icast onc match for each vertex, because the
library contains the base functions. When matches exist for multiple clusters rooted at
a given vertex, the algorithm selects the cluster that minimizes the cost of the cover
of the locally rooted subgraph.

A similar procedure is used to minimize the data-ready time at the root of the
subject graph under the assumption of constant propagation delays. The data-ready
time at any vertex is computed by adding the propagation delay of the matching cell
to the maximum of the data-ready times at the vertices providing the inputs to the
matching cell. When matches exist for multiple clusters, the algorithm selects again
the cluster that minimizes the local data-ready time.

The Boolean covering algorithm is based on the same dynamic programming
paradigm used for structural matching. However, its complexity is higher, because
many clusters exist for each vertex of the subject graph. An exact pruning pro-
cedure disregards those cluster functions whose support cardinality is larger than
the maximum number of inputs in any library cell. A heuristic method used in
CEeres [23] limits the clusters to those whose depth is bounded from above by
a pre-defined parameter. Unfortunately, this may prevent reaching an optimum
solution. i

The Boolean covering algorithm still yields optimum solutions for tree or leaf-
dag decompositions of the subject graph when the depth of the clusters is unbounded.
As in the case of structural covering, the solution depends on the particular decompo-
sition and partition into subject graphs. Therefore the global optimality of the covering
step per se has limited practical value, and near-optimal covering solutions are often
more than adequate to obtain results of overall good quality.

Example 10.3.14. We consider once more the control unit of the complete differential
equation integrator described by the optimized logic network in Example 8.2.10. The
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result of binding the network to a commercial library with program CERES is shown
next:

.miodel control ;
.irputs reset c CLK ;
.outputs sl s2 s3 s4 s5 56 sls3 s2s3 s2s4 sls2s53 slalsd
s7s35d 578556 32848556 52s83s4s6 s3sds5s60

.call DF1_latchOut_w2 DFT (v5.0, CLK ;;LatchlOut v2 ) ;
.ca_l DF1_Latchout_v3 DFL {v&.1l, CLK ;;LatchOut_v3 ) ;
ceasl DF1_LatchOut_va DFL (vh.2, CLK ;;LatchOut_wv4d ) ;
.ca1l NORZ_sl1 NOR2 (LatchOut_vé, LatchOut_v3 ;;sl )
.call NOR23 82 NORZB (LatchOut_vd, LatchQut_v3 ;;s2
.call ANDZ2A_s53 ANDZA (LatchOui_v2, LatchOut v4d ;83
.call ANDZA_sd4 ANDZRA (LatcnOut_vd, LatchOut_wvZ ;;s4d
.call ANDZA_S> AND2A (LatchDut_v2, LatchOut w3 ;;sb
.call ANDZr_s€ ANDZA (LatchOut_v3, LatchOut_v2 ;;sb
.call ORZ_sis3 OR2 (s3, sl ;;sis3 ) ;
.call RANDZA 5252 AND2A (s6, LatchOut_wvd ;;s2s3 )
.ca.l ORZ_s2s4 OR2 (s4, s2 ;;s2sd4 ) ;
.call OR2_s1s2s3 OR2 (s2s83, sl1s3 ;;sls2s33 } ;
.call OAZB_sls3s4I CALB {LatchOut_vd, s5, sls3 ;;sls3s41 ) ;
,call OR2_s2s3s4 0[R2 (s2s54, 5283 ;:s2s3s4d )
.call OAlB_sls3sé- QALB {(LatchOut_v3, s2s3, s5 ;;s5ls5s61 ) ;
.call OR2_s2s4s5s6 ORZ (LatchOut_v3, —atchOut_wv2 ;;s2s4s5s6 ) ;
.call OR2_s2s3s4s6 OR2 ({LatchCut_wd, LatchOut_wv2 ;;s2s3sds6 ) ;
.call ADlR_s3s4sSsé BOLA (s2s3, s2s4s5s6, s3 ;;s394s5s56 )
.call NORZ v5.0 NORZ (LatchOut_wv2, reset ;;v5.0 ) ;
ccall ao2a_vs.l A02A (reset, sd, zz_7, zz_4 ;;vb.1 )} ;
_call AQLA vH.2 ACLA (s2s3sdsd, vwBo8, zz 8 ;;:vD.2 )
.ca_l AND3B_zz_< AND3B (reset, LatchOut_wv2, ¢ ;izz_4 ) ;
.call NOR2_zz_ 7 NORZ2 {s2sd4sbsé, reset ;;zz_7 } ;
.call AND2A_zz_ B AKD2A (reset, s2 ;;zZ_8 } ;
.call INV_sls3s4 INV (sis3s41 ;;sls3sd )
.call INV_sls5s6 INV (sis5s6l ;;slsbsé )

.endnodel control ;

Lo

The nelwork is represented as a module-oriented netlist. Each record corresponds to a
cell instance: the first label is an arbitrary instance identifier, the second label denotes the
cell type and the argument in parentheses denotes the names of the nets that are inputs
and outputs to each cell. Note that the original signal names of Example 4.7.6 have been
preserved.

10.3.3 Covering Algorithms and Polarity
Assignment

In this section we describe the polarity assignment problem in conjunction with the
maiching problem, because together they impact the cost of an implementation. There-
fore we consider the possibility of matching a subnetwork to a library cell that imple-
ments the complement of the subnetwork’s function and/or uses complemented input
signals.
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The goal of considering the polarity assignment problem together within library
binding is to find the best cover, regardless of the polarity of the signals. Hence a cover
of lower cost can be found as compared to approaches that disregard the flexibility in
choosing the signal polarities.

STRUCTURAL COVERING. In the case of structural covering, the optimal polarity
assignment can be achieved by using a clever trick [10, 26]. Consider the network
and the library cells after decomposition into base functions. All connections be-
tween base gates are replaced by inverter pairs which do not affect the network
and cell behavior. (Connections to or from inverters do not need to be replaced.)
This transformation can be easily applied to both the subject graph and the pattern
graphs by replacing selected edges by edge pairs with an internal vertex labeled as an
inverter.

The dynamic programming covering algorithm can now take advantage of the
existence of both polarities for each signal in the subject graph in the search for
a minimum (area or delay) cost solution. It is important that the newly introduced
inverters are removed when they do not contribute to lowering the overall cost. For
this reason, a fake element is added to the library. It consists of an inverter pair
whose actual implementation is a direct connection and whose cost is zero. Because
of the optimality of the covering algorithm, the cost of the bound network starting
from an unbound network with inverter pairs has lower (or at most equal) cost than
the cost of a bound network derived without using inverter pairs. Note again that the
optimality is within a tree. Heuristics can be used to minimize the inverters across
different subject graphs [26]. The only drawback of using the inverter-pair heuristic
is a slightly increased computational cost due to the larger size of the subject and
pattern graphs.

Example 10.3.15. Consider the network of Figure 10.13, repeated for convenience in
Figure 10.17 (a). Figure 10.17 (b) shows the network after the insertion of inverter pairs
and Figure 10.17 (c) the subject graph. We assume that input signals are available in
both polarities and this is modeled by adding a zero-cost inverter on all inputs. Let us
assume that library cells available are those shown in Figure 10.8. (Note that inverter
pairs should be added to the pattern trees of the last two cells of Figure 10.8.)

We search for a minimum-area cover. Let us visit the subject graph bottom up.
The best cover at v; and v, is provided by a zero-cost INV gate, because input signals
are available in both polarities. The best cover at v; is provided either by a NAND2 gate
(plus two zero-cost INV gates) or an OR2 gate. When considering vertex vy, there are
three possible covers: (1) an INV gate plus a NAND2 gate (and two zero-cost INV gates);
{2Y an AND2 gate (and two zero-cost INv gates); (3} a NORZ gate. And so on. The choice
depends on the actual cost of the cells.

Assume that the area costs of the cells [INV, NAND2, AND2, A0121} are |2, 3, 4, 6}
respectively, as in Example 10.3.7. In addition, assume that the cost of a Nor2 cell is 2.5
and the cost of an inverter pair is 0. Then, a minimum-area cost cover can be derived
that uses three NOR2 cells, with a total cost of 7.5. Note that the cost is inferior to that of
the cover computed in Example 10.3.7, which was 9. Note also that inputs &, ¢, d have
been used with the negative polarity.
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FIGURE 10.17
(a) Original network. (b) Network after the insertion of inverter pairs. (¢) Subject tree. (The numbers are
vertex identifiers.) (d) Network cover.

BOOLEAN COVERING. In the case of Boolean covering, the polarity assignment
problem can be explained with the help of a formalism used to classify Boolean
functions. Consider all scalar Boolean functions over the same support set of n vari-
ables. Two functions f(x) and g(x) are said to belong to the same N'PN class if
there are a permutation matrix P and complementation operators N;, N, such that
f(x) =N, g(P N; x) is a tautology [15]. The complementation operators specify
the possible negation of some of its arguments. In other words, two functions belong
to the same N'PN class, and are called N"PN -equivalent, when they are equivalent
modulo the negation (A) of the output, the permutation (7) of the inputs and the
negation (A) of the inputs.

When considering the Boolean covering problem jointly with the polarity as-
signment, the definition of Boolean match is extended as follows. Two single-output
combinational functions f(x) and g(y) (with the same number of support variables)
match when they are N'PN -equivalent.

Note that the extension to Definition 10.3.1 entails the use of the complementa-
tion operator that models the freedom in choosing the polarity of the input and output
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signals. As a result of the more general definition of a maich, more library cells can
match a given cluster function and vice versa.

Example 10.3.16, Any cluster functien f{a, b) in the set:
la+b.d +ba+b . a +b, ab,db ab, a'¥'}

can be matched by the pattern function g(x, ¥) = x + y (orz2 cell). Note, however, that
cluster functions in the set:

{a'b+ab'. a'b + ab)
cannot be matched to that pattern function,

The covering algorithm described in Section 10.3.2 can still be used, provided
that the search for a match is extended to consider all input/output polarities and input
permatations. Because of the extension to the definition of a Boolean match, the polar-
ity information of the unate input variables is irrelevant. This has two consequences.
First, the search for a match can be simplified by complementing the negative unate
variables. Second, the search for a match can be reduced to a sequence of equivalence
tests while considering the possible polarity assignments to the binate variables [23].

Filters that quickly check necessary conditions for matching and that are based
on the unateness and symmetry properties (Section 10.3.2) can still be used to reduce
further the number of equivalence checks [23].

Example 10.3.17. Consider the cluster function f; = & + £ and the pattern function
g1 = p + gq. which have a match provided that input & is complemented. It would be
wasteful to consider the polarity assignments of all input variables of fi, because there
are no binate variables in f;. The polarity of a can be changed, and /i, = a+ b is
compared to g, = p+gq.

Consider now the cluster function f; = a’b’ + a¢ and the pattern function g, =
pg + p'r, which also have a match provided that inputs a and b are complemented. Let
us consider the equivalence tests required to detect the match. First, the poiarity of the
unate variable & can be changed and f> = a’b + ac be considered instead of f;. Second,
since there is only one binate variable (i.e., a), the polarity assigunments to be considered
are those of a, comesponding to functions f; = a'b+ac and f2= ab + a’c. These two
functions are compared to the pattern function g; = pg + p'r. (Note that a permutation
of the unate variables, i.e., exchanging b with ¢, would lead to the same functions in this
case.)

10.3.4 Concurrent Logic Optimization and
Library Binding*

It is customary to perform library-independent logic optimization and library binding
as two separate tasks. Multipie-level optimization techniques based on logic trans-
formations do not impese constraints on the local expressions, such as having to
match some library element. For example, the extraction of a subexpression is done
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regardless of whether this subexpression has a match. It is conjectured that if logic
transformations were constrained to provide only valid matches, the solution space
would be reduced and the results would be poor.

We consider now the possibility of combining logic transformations and library
binding in a single step. In particular, we concentrate on the relations between logic
simplification (see Section 8.4.2) and binding. Since simplification takes advantage of
the degrees of freedom expressed by don’t care conditions, we consider those don’t
care sets that are specified at the network boundary and those that arise from the
network interconnection itself. Since the topology of the network changes during the
covering stage, don’t care conditions must be computed dynamically.

We consider first the problem of extracting the don’t care information of a
logic network during binding. A sketch of a partially bound network is shown in
Figure 10.18. The interconnection of the cells in the bound portion of the network
induces a satisfiability don’t care (SDC) set (see Section 8.4.1). For example, if vertex
va. corresponding to variable a, is bound to an orz cell with inputs b and ¢, the
assignment @ = b + ¢ implies that the relations among the variables given by a &
(b +c) =a'b+a'c+ ab'c’ can never happen and belong to the SDC set.

Consider now the problem of matching a cluster to a cell using the same local
inputs or a subset thereof. The degrees of freedom in matching the corresponding
cluster function f are the impossible local input patterns and those whose effect is
unobservable at the network outputs. The former are given by its local controllability
don't care (CDC) set and the latter by the local observability don’t care (ODC) set.
(See Section 8.4.1.) Note that by the nature of the binding algorithms that progress
from the network inputs to the outputs, it is easier to use CDCs than ODCs, because
CDCs depend on a bound portion of the network while ODCs depend on an unbound

|

UNBOUND

FIGURE 10.18
Example of a partially bound network.
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part, and hence are subject to change. Therefore ODCs must be either updated after
each cell binding or approximated (e.g., by using compatible ODCs).

The purpose of using the don’t care conditions in library binding is 1o increase
the possible number of matches, as allowed by the don’t cares, in the search for a
lower cost cover. To exploit don’t care conditions in library binding, the concept of
matching needs to be generalized further. Let us consider a cluster function f(x) and
a pattern function g(¥). The don’t care conditions are represented here as a function
d(x). Thus, they are expressed in terms of the variables that are in support of f(x). The
pattern function can replace the cluster function if there exists a completely specified
function f(x) that matches g(y) such that f(x}-d'(x) € f(x) C f(x) +d{(x).

Example 10.3.18. Consider again the subject graph of Figure 10.16. Let us assume
that vertex v, has been bound to a three-input or gate, ie., x = orR3(¢', b, ). Hence
1@ +b+e) = x¢ +x'b+ x’e + xch'e’ belongs to the satisfiability don't care
set. Consider now the cluster function for vertex v;, namely f = x{a + ¢}, and its
corresponding controllability don’t care set. The controllability don’t care set expresses
that portion of the SDC that is independent of the values of the variables that are not in
sup(f). Namely, CDC = C, (x'c' + x'b + x'¢e + xcb'e’) = x'¢’. Pattern x'¢’ cannot be
an input to the cluster represented by cluster function f = x{a + c).

Lct us consider now the matching of f = x(a + ¢) with don’t care_conditions
d = x'¢’, Equivalently, we can consider the possible matches for function f such that
f-d' € f € f+d,orequivalently xa+xc € f € xa+xc+x'c’. Whereas f can match
g1 = p(g +r), it can also match g» = gr + ¢'s. (This is possible because }:: cx + ¢'a
satisfies the bounds and matches g-.) Pattern function g, represents a multiplexer. The
choice of g, is preferable to g, in some libraries, due to efficient implementation of the
multiplexing function with pass transistors (Figure 10.19%

By using the controllability {and possibly observability) don’t care conditions
of the cluster function f while trying to match it to a cell, we combine Boolean
simplification with library binding. Indeed we search for the local best match allowed
by the degrees of freedom specified by the don’t care conditions. A further extension
to this method is to allow the matching cell to vse as inputs any output of a bound
cell. In this case, the CDC set is replaced by the SDC set induced by the portion of
the network already bound. This approach is then analogous to the use of Boolean
division, which is now performed concurrently with library binding.

FIGURE 10.19
(a) Bound network. (b} Bound network exploiting don’t cure
(a) (b} conditions.
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Let us consider now Boolean matching with don't care conditions. The sim-
plest approach to using don’t care conditions in library binding is to simplify the
cluster functions before matching. This entails the computation of the don’t cares
induced by the partially bound network and invoking a two-level logic minimizer.
This approach has a potential pitfall. Mimimizers for multiple-level designs target the
reduction of the number of literals of a Boolean expression. Whereas such an ap-
proach leads to a smaller (and faster) implementation in the case of a design style
based on cell generators [4], it may not improve the local area and timing perfor-
mance in a standard-cell based or array-based design style. For example, cell libraries
exploiting pass transistors may be faster and/or smaller than other gates having fewer
literals.

Example 10.3.19. Consider again the network of Example 10.3.18. After binding vertex
v, to a three-input or gate, the CDC set for cluster function f = x(@ +¢) is d = x'c’.
The simplification of f with this don'r care set would leave f unaliered. Thus f would
be bound to a cell modeled by pattern function g; = p(g 4+ r) and not to a multiplexer.
This choice is unfortunate in the cases in which the multiplexer implementation is smaller
and faster.

Example 10.3.19 has just shown that applying Boolean simplification before
matching may lead to inferior results, as compared to merging the two steps in a
single operation. Thus, the degrees of freedom provided by don'’t care sets is best
used in selecting an appropriate Boolean match that minimizes area (or delay).

Boolean matching with dor’t care conditions can be verified using ROBDDs by
performing the containment tests f(x)-d'(x) € f(x) < _f(x) +d(x) while considering
all possible polarities and input assignments of g (x) to f(x). Savoj et al. [28] proposed
a Boolean matching method based on ROBDDs that exploits the symmetry information
to shorten the search of a match. Mailhot ef al. {23] proposed an alternative formulation
based on a traversal of a matching compatibility graph representing all NP classes
of functions of » variables and annotated with the library information. Both methods
have been shown to yield bound networks of superior quality when compared to
methods that do not exploit don't care conditions.

10.3.5 Testability Properties of Bound Networks

The testability of a network is affected by all logic synthesis and optimization tech-
niques, inctuding library binding. We restrict our attention in this section to testability
of bound combinational networks with stuck-ar fault models. We use the definition of
testability introduced in Sections 7.2.4 and 8.5, where a fully testable circuit is one
that has test patterns which can detect ail faults. We assume that the library cells are
individually fully testable.

Let us consider first a circuit implementing a subject tree. Tree covering tech-
niques which replace subtrees by logically equivalent cells preserve the circuit’s test-
ability. This is true for both structural matching and Boolean matching without the
use of don’t cares.
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Let us now consider multiple-input, multiple-output networks. The following
theorem, due to Hachtel er al. [14], gives conditions for full testability for multiple
faults,

Theorem 10.3.1. Consider a logic network decomposed in terms of NAND base functions
and partitioned into trees. Let the network be bound to library cells in such a way that
each tree is replaced by a tree of cells that is fully testable for single stuck-at faults,
and let the fanout peints of the unbound network match the fanout points of the bound
network. Then, if a circuit implementing a trivial binding of the original decomposed
network is fully testable for multiple faults, so is a circuit realizing the bound network.

The practical significance of this theorem is the following. If we can design an
unbound network which is fully testable (using logic synthesis methods such as those
shown in Section 8.5), then the covering methods shown in Sections 10.3.1 and 10.3.2
yield fully testable networks for multiple stuck-at faults when applied while satisfying
the assumptions of Theorem 10.3.1,

Lastly, let us consider the testability properties of bound networks constructed
using Boolean matching techniques with don't care conditions and non-tree-based
decompositions. Two extreme cases can be detected while matching a cluster rooted
at a vertex, say v,. The first is when the cluster function f is included in the don’t
care set and the second is when the disjunction (i.e., union) of the function f and the
don’t care set is a tautology. In these two cases, vertex v, is associated with either a
FALSE or a TRUE value, which is then propagated in the network, No cell is bound to
uy. When the complete controllability don’t care set can be computed for each cluster
function f, Boolean matching binds a cluster to a cell when there exist test patterns
at the circuit input that can set the output of that cell to Fa1SE and to TRUE, Therefore,
the bound network is fully controllable. If redundancy removal is applied to the bound
network to remove unobservable cells, then the resulting network is fully testable for
single stuck-at faults regardless of the properties of the original network.

104 SPECIFIC PROBLEMS AND
ALGORITHMS FOR LIBRARY BINDING

Standard-cell and mask-programmable gate array libraries can be described well as
collections of cells, and so the binding algorithms of Section 10.3 are directly appli-
cable. We consider now other design styles where libraries are represented implicitly,
i.e., without enumerating their elements. This is the case of some macro-cell and field-
programmable gate array (FPGAs) design styles where special techniques for library
binding are required.

There are several types of macro-cell design styles where module generators
construct the physical view of a macro-cell from an (optimized) unbound logic net-
work, Some macro-cell generators construct the macro-cell by placing and wiring
functional cells, which are similar in principle to standard cells but are not stored in a
library. Their physical layout is automatically synthesized from logic expressions. To
satisfy area and performance requirements related to the corresponding physical view,
the logic expressions must satisfy some constraints. Typical constraints are related to
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the maximum number of inputs and/or the maximum number of fransistors in series or
in parallel in any given cell. Logic expressions and cells that satisfy these functional
constraints constitute a virtual library. Library binding consists of manipulating the
logic network until all its expressions satisfy the functional constraints and the network
has some desited optimality properties. Berkelaar and Jess [4] proposed a heuristic
binding algorithm for this task where functional constraints are the maximum number
of transistors in series or in parallel in any cell. When the functional constraint is only
the maximum number of cell inputs, the problem is similar to a binding problem for
FPGAs, described in Section 10.4.1.

Field-programmable gate arrays are pre-wired circuits that are programmed by
the users (on the field and afier chip fabrication) to perform the desired functions.
(See Section 1.3.) Today, there are several FPGA providers, and circuits differ widely
in their programming technology and implementation style. We consider here just
their major features, without delving into implementation details, to explain the re-
lation to the library binding problem. Broadly speaking, FPGAs can be classified as
either soft or hard programmable. Circuits in the first class are implemented by a pro-
grammable interconnection of registers and look-up tables, which store the personality
of local combinational logic functions. They can be programmed by loading an on-
chip memory that configures the tables and the interconnection. Circuits in the second
class consist of an array of programmable logic modules, each implementing a logic
function and that can be personalized and connected by programming the antifuses.

Library binding for FPGAs is an important and complex problem. Its difficulty
stems from the fact that binding pre-wired circuits is deeply related to physical design
issues [27]. Bound networks must be routable, and routability depends on the binding
itself. In addition, path delays are heavily conditjoned by wiring, because of the
programmable interconnect technology. Thus iterative improvement techniques have
been shown to be important in achieving good quality solutions. At present, this topic
is still the subject of ongoing research. A review of the state of the art is reported in
reference [27].

Since FPGA architectures are novel and quickly evolving, it is hard to present the
binding problem in a comprehensive way. We therefore consider here the fundamental
problems and solutions at the logic level of abstraction. We neglect purposely physical
design issues, as these are beyond the scope of this book and also because they are
often dependent on the specific architecture.

10.4.1 Look-Up Table FPGAs

The virtual library of look-up table FPGAs is represented by all logic functions that
can be realized by the tables. Even when considering just those tables implementing
single-output functions of a few variables (e.g., 5), enumerating the library cells is
not practical.

Example 10.4.1. Let us consider the FPGAs marketed by Xilinx Inc. In the 3000 series,
each look-up table implements any single-output function of five variables or any two-
output function of five variables, where each component has no more than four variables
in its support.
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Let us concentrate on the first option only. There are 22" different functions of n
variables. Hence, there are 225, or about 4 billion, possible single-output functions.

The organization of the look-up tables differs in various FPGA products. For
this reason, we concentrate here on binding combinational networks and in particular
on the following problem that is important for all look-up-table-based FPGAs. We
assume that look-up tables can implement any scalar combinational -function of n
input variables, Given a combinational logic network, binding consists of finding an
equivalent logic network, with a minimum number of vertices (or minimum critical
path delay) such that each vertex is associated with a function implementable by a
look-up table, or equivalently with a local fanction having at most n input variables,

Example 10.4.2. Consider the network of Figure 10.20 (a). Assume that the look-up
tables can implement any combinational function of # = 5 inputs. Then the network can
be covered by three tables, as shown by Figure 10.20 (b).

The algorithms of Section 10.3 are not applicable to this problem because the
library cannot be enumerated. Some specialized binding algorithms have been recently
proposed, but at the time of writing this topic is still under investigation. Thus, we
present only the flavor of two approaches [6, 25] and refer the reader to specific
articles [17, 22] for the others.

Usually, the starting point for binding is a logic network decomposed into base
functions, such as ANDs and ors. When considering n-input look-up tables, the base
functions are required to have at most » inputs, but it is usually convenient to use
two-input base functions to achieve a finer network grahularity.

The tree covering paradigm has been adapted to this problem by Francis et al.
[25], whose heuristic approach to binding involves covering a sequence of subject
graphs into which the decomposed network has been partitioned. Covering is driven
by the principle of packing as much functionality as possible into each look-up table
subject 1o its input size constraint #. This leads to the need for solving the following
subproblem.

(@ (b)

FIGURE 10.20
(a) Subject tree. (b) Cover by three five-input look-up tabies.
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Consider a sum of products representation of a single-output function whose
product terms have at most n variables. Assume first that the product terms have
disjoint support, as in the case corresponding to a tree-like decomposition. If the
function has at most » inputs, it can be trivially implemented by one table. Otherwise,
groups of product terms must be assigned to different tables. This problem bears a
strong resemblance to the bin packing problem, which consists of packing a given
set of objects (here product terms) of bounded size into bins (here tables) of a given
capacity. Unfortunately bin packing does not mode! the problem precisely, because
partitioning the set of product terms into b tables requires more than b look-up tables
to implement the function, the additional ones being devoted to performing the sum
of the partial sums.

Example 10.4.3. Let the table size be n = 3. Let the function to be implemented into
tables be f = ab + cd. Even though the two product terms have 2 < n = 3 variables
gach, function f has 4 > n = 3 inputs and cannot be implemented by a single table. If
two look-up tables are used to implement each product term, then one additional table
should be devoted to performing their sum. This is equivalent to a decomposition into
three tables, implementing f, = ab; f» = cd; f = fi; + f». Note that two tables can
cover the function, according to the following decomposition: f = ab + fi: f2 = cd.

This problem can be solved by modifying a bin packing procedure as follows
[25). The algorithm selects iteratively the product term with most variables and places
it into any table where it fits. (Recall that each table handles at most n variables.) If
no table has enough capacity, a new table is added to the current solution containing
the selected product term. When all product terms have been assigned to tables, the
following steps are iterated. The table with the fewest unused variables is declared
final, and a variable is associated with this fable and assigned to the first table that
can accept it. The procedure terminates when one table is left; this table yields the
desired output. Even though this algorithm is heuristic, it can be shown that when the
product terms are disjoint (i.e., for subject trees), the selution has a minimum number
of tables when n < 6.

Example 10.4.4. Consider the problem of Example 10.4.3, The algorithm assigns a
table to each product term. Without loss of generality, let the first table correspond to
product term ed. Then, this table is declared final and a variable, say z, is associated with
it. Tt represents the assignment ;1 = ¢d implemented by the table. Then the algorithm
tries to fit the single-variable product term ; into the other table. Since the second table
has an vnuséd input, product term z can be added to yield f = ab 4z,

. This algorithm has been implemented in program CHORTLE-CRF [25] with a few
extenswns First, subject graphs are not restricted to be trees and as a consequence
product-term pairs may share variables. To cope with this extension, CHORTLE-CRF ex-
haustively explores all possible assignments of product terms with intersecting support
to the same table. The second extension addresses the inefficiencies due to the network
partition. CHORTLE-CRF attemnpts to duplicate product terms in exchange for reducing
the total number of look-up tables. We refer the interested reader to references |25]
and [27] for further details.
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A second remarkable approach to the look-up table binding problem was recently
proposed by Cong and Deng [6]. They considered the problem of minimizing the
critical path delay in a bound network. Since all tables are alike and display the same
propagation delay, this problem is equivalent to minimizing the maximum number of
tables on any input/output path. This problem can be solved exactly in polynomial
time, given a network decomposed into base functions with no more than » inputs.
Unfortunately, the bound network depends on the particular network. decomposition
that is used as the starting point for this procedure.

The algorithm is based on a transformation of the binding problem into a network
flow computation that can be solved exactly by standard algorithms. The transforma-
tion is fully detailed in reference [6]. Recently, the same authors proposed another
algorithm that minimizes the number of look-up tables required under a bound on
the critical path delay [7]. The algorithm assumes that overlapping look-up tables in
the cover are not beneficial as far as minimizing the number of tables and avoids it.
This algorithm has been implemented in program FLOWMAP-R, which can be used to
obtain area-delay trade-off curves for a given network.

10.4.2 Anti-Fuse-Based FPGAs

The virtual library of anti-fuse-based FPGAs is represented by all logic functions that
can be implemented by personalizing the logic module: This is usvally achieved by
shorting inputs either to a voltage rail or together, by programming the antifuses.

Example 10.4.5. Let us consider the FPGAs marketed by Actel Inc. In the Act] series,
the module impiements the function m; = (S, + 5, )(S2a + 538} + 535 (53¢ + 534, while in
the Ace2 series it implements the function m2 = (sp+ 51 ) (529a + (5253)'B) + 5557 {82530 +
(5253)'d). In both cases, the module is a function of = = 8 inputs,

As an example of programming, by setting 5o = 5; = 1, function m, implements
the multiplexer s;a + s,b. This is achieved by providing a path from inputs sp and s; to
the power rail through an antifuse.

There are about 700 functions that can be derived by programming either module.

The organization of the FPGAs and the type of logic module differ in various
products. For this reason, we make a simplifying assumption that defines a funda-
mental problem common to different anti-fuse-based FPGAs. We assume that all pro-
grammable modules implement the same single-output combinational function, called
the module function. We concentrate also on the binding problem of combinational
logic networks. Namely, given a combinational logic network, binding consists of
finding an equivalent logic network with a minimum number of vertices (or minimum
critical path delay) such that each expression can be reduced to a personalization of
the module function. Note that a module personalization can be seen as inducing a
stuck-at or a bridging fault on its inputs.

In some cases it is practical to derive the library explicitly, by considering all
possible personalizations of the module function, because the size of the library is
limited (e.g., fewer than 1000 functions). This approach has some advantages. First,
standard binding algorithms can be used. Second, a library subset can be considered
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that excludes gates with undesirable delays or pin configurations. Third, the precise
area and delay cost of each cell can be established.

We comment here on the general case where the virtual library is so large that it
is not practical to enumerate it. Specialized algorithms for binding have been proposed
based on structural and Boolean representations [11, 18, 22, 27].

Structural approaches exploit the specific nature of the uncommitted module. For
example, commercial implementations of FPGAs use programmable modules based
on signal multiplexing. In this case, it is convenient to decompose the subject graph by
choosing a multiplexer as the base function. The entire library can then be implicitly
represented by pattern graphs that use a similar decomposition. Binding can then be
done by structural covering using the dynamic programming paradigm {22, 27].

Example 10.4.6. Consider the module function m = 5 (s2a +536) + 5 {s3¢ + 53d). There
are four corresponding pattern graphs that represent the functions that m can implement.
The pattern graphs are leal-dags and are shown in Figure 10.21.

When the module differs from a cascade of multiplexers, the number of pattern
graphs increases and may include dags that are not leaf-dags. In particular, this applies
to module function m, = (5o + 5/ }(s:a + 535} + 575, (53¢ + 53d). By using a restricted set
of patterns to represent m,, namely eight leaf-dag patterns, good-quality solutions were
achieved using program MIS-PGA [22].

The Boolean covering algorithm of Section 10.3.2 can be combined with a spe-
cialized Boolean matching algorithm that detects whether a cluster function can be
implemented by personalizing the module function and that determines the personal-
ization at the same time. Let us consider only personalizations by input stuck-ats, for
the sake of simplicity. Then, the module function =an implement any cluster function
that matches any of its cofactors.

ROBDD representations can be very useful to visualize and solve this match-
ing problem. Indeed, given an order of the variables of the module function and a
corresponding ROBDD representation, its cofactors with respect to the first m vari-
ables in the order are represented by subgraphs of the ROBDD. These subgraphs are
rooted at those vertices reachable from the root of the module ROBDD along m edges
corresponding to the variables with respect to which the cofactors have been taken,
or equivalently to those variables that are stuck at a fixed value by the personaliza-

N FIGURE 10.21
(a) (b) (a) Module function. (b) Pattern graphs.
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tion. Unfortunately, 1o consider all possible personalizations, all variable orders of the
module function and the comresponding ROBDDs must also be considered. This can
be done by constructing a shared ROBDD that encapsulates the virtual library corre-
sponding to the module function. Extensions to cope with personalization by bridging
have also been proposed [11].

Example 10.4.7. Consider the module function m = s5,(s2¢ + $,bY + 57(s3¢ + 5;d) and
cluster function f = xy + x'z, shown in Figures 10.22 (a) and (d), respectively. Fig-
ure 10.22 (b} shows the ROBDD of m for variable order (s:, sy, a.b.¢,s53,d), and
Figure 10.22 {c) shows the ROBDD of f for variable order (x. y, z). Since the ROBDD
of f is isomorphic to the subgraph of the ROBDD of m rooted in the vertex labeled 52
(which is the right child of s,). the module function can implement f by sticking s, at 1.

Note that other cluster functions that can be implemented by the module function
may have ROBDDs that are not isomorphic to any subgraph of the ROBDD of Figure
10.22 {b). This is due to the fact that a specific variable order has been chosen to construct
this ROBDD.

Recently, Burch and Long [5] developed canonical forms for representing func-
tions under input negation and permutation that can be used efficiently for Boolean
matching as well as for matching under a stuck-at constant and/or bridging of some
inputs. These forms have been applied to the development of efficient algorithms for
library binding of anti-fuse-based FPGAs {5].

(@) (b) (©) (d)

FIGURE 10.22
(a) Programmable modute. {b) Module ROBDD. (¢} Cluster ROBDD. (d) Representation of the cluster
function.
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10.5 RULE-BASED LIBRARY BINDING

Rule-based library binding is a widely used alternative and a complement to the
algorithmic approach described in the previous sections. Some of the early logic
synthesis systems, such as LSS [8, 9], used rules for both logic optimization and
library binding. Some current commercial and proprietary design systems use rule-
based binding, sometimes in conjunction with algorithmic binding [13, 16, 30].

In a rule-based system, a network is bound by a stepwise refinement. The net-
work undergoes local transformations that preserve its behavior. Each transformation
can be seen as the replacement of a subnetwork by an equivalent one that best exploits
the cell library. Since rule-based library binding is similar to rule-based optimization
of unbound networks, which was presented in Section 8.7, we shall describe only
those issues that are specific to the library binding problem.

Each entry in the rule database contains a circuit pattern, along with an equiv-
alent replacement pattern in terms of one or more library elements. Entries may
represent simple or complex rules. Simple rules propose just the best match for a
subnetwork. Complex rules address situations requiring a restructuring of the network.
As an example, a complex rule may be applicable to a cell with a high load, which
may require the use of a high-drive cell, or insertion of buffers, or even duplication
of some gates.

Example 10.5.1. Consider the rules shown in Figure 10.23. The first two can he called
simple, the third complex.

The firsi rule shows that two cascaded two-input AND gates can be bound to a
three-input AND gate.

The second rule indicates that a two-input AND gate with an inverted input and
output can be bound to a two-input NOR gate with an inverted input.

The third rule shows that an AND gate on a critical path with a high load can be
replaced by a NanD gate followed by two inverters in parallel. The first inverter drives
the critical path and the second the remaining gates, which amount to a large load.

The execution of the rules follows a priority scheme. For each rule in a given
order, the circuit patterns that match the rules are detected and the corresponding re-
placements are applied. The overall control strategy of rule-based systems for binding
is similar to that used for optimizing unbound logic networks and described in Sec-
tion 8.7. Some rule-based systems, such as LSS [9] and LoreS/EX [16], use a greedy

DO — = =
Do Po = i

:DT:? S:D‘[%

FIGURE 10.23
Two simple transformation rules.
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search. Namely, the rule-based binder repeatedly fires the rules corresponding to the
local best improvement of the network cost according to some metric.

Other systems, such as SOCrATES [13], use a more refined search for choosing the
transformations in an attempt to explore the different choices and their consequernces
before applying a replacement. For example, SOCRATES tries a set of sequences of
rules in the search for the best move. Recall from Section 8.7 that the size of this set
is the breadth of the search and the length of the sequences is its depth. The results
depend often on the breadth and depth parameters, which can be varied dynamically
by the binder during its execution. Metarules decide upon the breadth and depth of
the search and on the trade-off between area and delay or between the quality of the
solution andg the computing time.

10.5.1 Comparisons of Algorithmic and
Rule-Based Library Binding

et us consider first the technical differences and then the overall merit of the two
approaches. Present algorithms for library binding use a covering approach, where
the network is systematically scanned in a prescribed order and covered. On the
other hand, most rule-based systems execute rules in a given order, and replace all
circuit patterns that match the rules, either in the entire circuit or in a selectively
chosen subcircuit, Whereas covering algorithms bind a subnetwork to a cell only once,
iterative re-binding and stepwise improvement are supported by rule-based systems.

Let us consider the generality of both approaches. Rules can be thought of for
all kinds of library cells without any restriction. Rules can be complex at times, but
all cases can in principle be covered. By contrast. algorithms for library binding have
been conceived to only handle single-output combinational logic cells. Extensions to
other types of cells involve ad hoc methods.

The overall quality of the solutions is comparable for both approaches, However,
for restricted classes of circuits, provable optimality and testability properties can be
claimed by some algorithmic approaches. On the other hand, it is hard to prove that
networks bound by rule-based systems have similar attributes, unless the rule set
satisfies some completeness property and the order in which rules are applied follows
some particular discipline.

Some binding algorithms can execute i a short time, because of their low
computational complexity, but the speed of running a rule-based system varies. The
number of rules under consideration and the metarules can be tuned so that a desired
quality can be achieved with a predictable execution time. Therefore, the same rule-
based system can provide for better or worse solutions, according to the amount of
time allowed to perform a binding and possibly tmprove upon i.

Whereas the library description is straightforward in the case of the algorithmic-
based approach, rule databases are large and complex. As a result, programs, often
assisted by human experts, are used to compile the rule database. Maintaining a rule
set is difficult, because rule sets must be continuously updated to refiect any change
in the library, as cells are added or deleted and library cell parameters are updated
when faster fabrication processes become available.



546 LOGICLEVEL SYNTHESIS AND OPTIMIZATION

In summary, both approaches have advantages and disadvantages. Complex de-
sign systems for library binding often couple algorithms and rules. Binding algorithms
are usually applied to a large portion of the circuit and provide a first solution, which
can be improved upon by the application of rules.

10.6 PERSPECTIVES

Library binding is the key link between logic synthesis and the physical design of
semicustom circuits. Library binding tools are widely available and successfully used.
Nevertheless, the present techniques leave space for improvements, which are always
highly desired because they are directly. coupled to the circuits’ quality. In particular,
binding algorithms are dependent on the initial network decomposition into base func-
tions. It would be highly desirable to develop algorithms whose solutions depend only
on the network behavior. Similarly, it would be useful to be able to compute precise
lower bounds on the area and/or speed of bound networks to evaluate the closeness
of the solutions provided by heuristic binding algorithms and rule-based binders.

There is a wealth of techniques that are applicable to binding which have not
been presented in this chapter for various reasons. Algerithms and strategies for rule-
based systems of most commercial and proprietary binders are described only in
documents with restricted access. Other techniques which have been shown to be
promising are applicable to specific subproblems of library binding. We mention three
examples. Spectral analysis of Boolean functions is useful for determining criteria for
Boolean matching and for filtering probable matches. Iterative binding techniques
have been used for performance-oriented binding, where gates along critical paths
are repeatedly identified and re-bound. Algorithms have been studied for determining
the optimal usage and sizing of buffers to drive highly loaded nets. As in the case
of multiple-level circuit optimization of unbound networks, there are still interesting
open research challenges to be solved in the years to come.
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10.8 PROBLEMS

1

Consider the binding of a network implementing the conjunction of 10 variables. Available
cells are only two-input AND gates with cost 2, three-input AND gates with cost 3 and
four-input AND gates with cost 4. Find an optimum cover of a balanced tree decomposition
of the network using two-input AND gates as base functions. Is this the best implementation
of the given network with the available cells? Is there another decomposition into the same
base function leading to a lower cost solution?

Derive a formula that yields the number of distinct decompositions of a function f, im-
plementing the conjunction of n variables, into two-input AND gates. Tabulate the number
of distinct decompositions forn =2,3, ..., 10.

Consider the simple library of cells of Figure 10.8 (a). Derive all pattern trees and corre-
sponding strings for a decomposition into NOR2 and INV base functions. Repeat the exercise
by considering NOR2, NAND2 and INV as base functions.

Consider the simple library of cells of Figure 10.8 (a) and the pattern trees according to
a decomposition in NOR2, NAND2 and INv (see Problem 3). Compute the automaton that
represents the library.

Consider a library including the following cells: {aNDz with cost 4; or2 with cost §; INV
with cost 1}. Draw the pattern trees for these cells using NAND2 and 1NV as base functions,
Then consider function f = ab’ +¢’d’b. Determine the subject graph for f using the same
base functions. Find a minimum cost cover of the subject graph using the inverter-pair
heuristic. Hint: use the following decomposition: f = NAND2 (p, q); p = NAND2 (2, &'); g

.= NAND2 (¢'t); r = NaND2 {d", b).

?\\

8

H

Consider a scalar function of n variables with a symmetry set of cardinality m. How many
of the cofactors of f, w.r.t. all variables in the set, differ?

Consider the library of virtual gates corresponding to static CMOS implementations of
single-output functions with at most 5 transistors in series and p transistors in parallel.
What is the size of these libraries fors =1,2,...,5, p=1,2,...,57

Enumerate the different N"PA classes of functions of three variables, and show one rep-
resentative function for each class.
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STATE OF THE
ART AND
FUTURE TRENDS

-

I libri non sono fatti per crederci, ma per essere sottoposti a indagine.
Books are not made to be believed, but to be subjected to inquiry.
U. Eco. 1l nome della rosa.

11.1 THE STATE OF THE ART IN
SYNTHESIS

In the introduction to this book we commented on the importance of computer-aided
synthesis and optimization methods for the advancement of the electronic industry.
We also presented a concise history of the major breakthroughs in this field in Sec-
tion 1.8. We now critically review the use of synthesis techniques in the support of
microelectronic circuit design. For this reason, we consider the implementation of the
ideas presented in this book in current computer-aided design systems and their use
for digital circuit design. We refer to synthesis and optimization methods as synthesis
for brevity.

The success of many ideas in CAD can often be measured by their vse in design
systems. Some algorithms failed to be applied because they either were not practical
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or did not address problems relevant to the design methodologies being used. Some
techniques disappeared because they were superseded by newer ones. As an example,
algorithms with lower computational complexity or with more powerful heuristics
displaced others that executed in longer time or provided lower-quality solutions.
Generally speaking, most of the techniques presented in this book are currently used
by CAD systems.

On the other hand, CAD systems are very complex and their usability depends
not only on the algorithms being supported but also on the user interface, database
and adaptability to the user environment and nceds. Software engineering techniques
play a major role in the development of robust and user-friendly CAD systems. In
other words, this book has described some of the algorithms that constitute the inner
engine of CAD systems.

Overall, the impact of synthesis methods on microelectronic design has been

extremely positive. Some microelectronic circuits could never have been designed at
the required performance levels without the aid of CAD systems. Many synthesis
and optimization tools are now commercially available, and most designers of digital
circuits use them for at least some part of the designs. Recently, sales of synthesis
systems have soared, as shown in Figure 11.1 [7]. The market growth has been
impressive, especially for synthesis tools at the architectural and logic levels.
_+ As in many other fields. the directions in growth have been driven by trends.
For example, the use of specific hardware description languages and design formats is
often dictated by company policies or by marketing issues. Standards in design rep-
resentations have evolved through the years and design synthesis tools have followed
the evolution by trying to match the standards.

In this chapter, we focus on the present state of the art and the likely fu-
ture directions. We present first a taxonomy of synthesis systems and describe some
representative ones. We shall take then a broader view of the problem and put
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into perspective the growth of circuit synthesis as a fundamental design method.
Eventually, we shall consider requirements for electronic circuit and system de-
sign in the close and distant future and mention relevant open and unresolved
problems.

11.2 SYNTHESIS SYSTEMS

Synthesis systems can be classified according to different criteria. Therefore we con-
sider different factors that are useful for evaluating the fitness of a synthesis system
for a given design task and for comparing different synthesis systems.

A first differentiation among synthesis systems can be done by considering
their primary goal, i.e., according to whether they are used for commercial circuit
production or for research and exploratory reasons.

Production-level synthesis systems are conceived to be used for designing cir-
cuits to be manufactured and either marketed as off-the-shelf components or incor-
porated into electronic systems. Since the reliability of the CAD tools is of primary
importance, they are based upon mature (i.e.. well-experienced) techniques. They can
be classified further as commercial or internal tools. The former are available for sale,
while the latter are designed within companies for proprietary use. The difference be-
tween internal and commercial tools is beginning to blur, as some companies are now
selling CAD programs originally developed for internal use.

Research synthesis systems are designed to explore new ideas in synthesis
and optimization. Hence they tend to incorporate the most novel and advanced al-
gorithms, which in turn may not have reached an adequate degree of maturity and
stability. They are prototypes of production-level synthesis-tools and they are oc-
casionally used for designing circuits that will be fabricated. Universities, research
centers and industries are usually involved in designing such systems. Some research
synthesis systems developed in universities are available for free or for a nominal
charge.

Design systems can be classified according to the circuit abstraction level they
support, namely as architectural, logic and geometrical design tools. Some synthe-
sis systems can claim full top-down synthesis, i.e., support synthesis at all levels.
Other systems are limited to particular levels and tasks. In addition, specific synthe-
sis systems have been designed for some application domains such as digital signal
processing.

Synthesis systems should be classified according to the quality of the designs
they produce, measured in terms of area, performance and testability. While such a
figure would be extremely useful, specific comparative data are still not available. On
the other hand, indicative measures support the belief that successful systems have
targeted either full top-down synthesis in a restricted application domain or a restricted
set of synthesis tasks for general circuits.

Users of CAD synthesis systems also evaluate them on the basis of their in-
tegration in the current design flow, which varies from site to site according to
the circuit technology, implementation style and overall design methodology. The
user is often confronted with the problem of mixing and matching tools from
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different sources and/or blending them with other tools developed in-house for spe-
cific purposes. Thus, an important feature of synthesis systems is the possibility
and ease of augmenting them by incorporating user-designed or other programs.
Standard data representation formats play a key role in tool integration. Fast and
easy access to internal data representation is very important for combining tools
efficiently.

CAD frameworks have gained much attention in recent years. Frameworks sup-
port the integration of CAD systems and isolated tools, by providing guidelines for
links to a common user interface, data representation formats and inter-tool commu-
nication. The scope of CAD frameworks goes beyond circuit synthesis at all levels,
and it includes circuit simulation, verification and testing support. When thinking of
the increasingly difficult challenge of designing larger and larger microelectronic cir-
cuits, the key role played by CAD tool development, integration and management is
immediately recognized.

11.2.1 Production-Level Synthesis Systems

Limited published information is available on details of the algorithms used by
production-level synthesis systems. The scarcity of detailed information is due to
the attempt to protect proprietary ideas. Therefore we shall restrict our comments to
the major features of these systems.

Proprietary internal production-level synthesis tools have been developed by
several companies, such as AT&T, Fujitsu, HP, 1BM, Intel, NEC, NTT, Philips and
Siemens among others. IBM developed the first preduction-level logic synthesis and
optimization system: LSS [4]. LSS was a major success not only for IBM but for
the entire field, because it showed the practicality of using synthesis and optimization
techniques for large-scale designs. Recently, a novel implementation of IBM’s archi-
tectural and logic synthesis system, called BOOLEDOZER, has been put on the market.
Also other companies (e.g., Philips) are selling design systemns that were originally
developed as internal tools. Most ASIC vendors, especially field-programmable gate
array suppliers, provide their customers with synthesis tools that are targeted to their
libraries.

Several commercial synthesis tools are now available [13]. Most systems accept
circuit specifications in hardware description languages like Verilog or VHDL. For
architectural synthesis, specific synthesis policies are mandated to make unambiguous
the interpretation of behavioral models. Some companies provide physical design
tools that are directly coupled to the corresponding logic synthesis and optimization
programs. Others provide synthesis from HDL models to the specification of bound
networks in standard netlist formats, thus providing a well-defined interface to external
physical design tools.

Commercial CAD systéms, their current features and their costs are often de-
scribed in trade magazines [1, 2]. We report in Table 11.1 a summary of the offerings
of some synthesis vendor companies in 1993. This table is only indicative, as these
data evolve with time.
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TABLE 11.1
Some commercial synthesis systems in 1993.
Organization System Main features
Cadence Design Systems  SYNERGY Synthesis from VHDL and Verilog.
Logic synthesis and optimization.
Library binding.
Compass ASIC SYNTHESIZER Separate synthesis of data path and control from

VHDL., Verilog and graphical inputs.
Resource sharing.
Logic synthesis and optimization.
Library binding.

Dazix/Intergraph ARCHSYN Synthesis from VHDL and Verilog.
Resource sharing.
Logic synthesis and optimization.
Library binding.

Exemplar Logic CORE Synthesis from VHDL and Verilog.
Logic optimization and binding for FPGAs.
Mentor Graphics AuTtoLogic Syathesis from VHDL and M.
Logic synthesis and optimization.
Library binding.
Synopsys HDL/DEsIGN COMPILER  Synthesis from VHDL and Verilog.
DESIGNWARE Resource sharing.

Logic synthesis and optimization.
Library binding.
Viewlogic SiLcysN Synthesis from VHDL.
VIEWSYNTHESIS Resource sharing.
Control synthegjs for loops.
Logic synthesis and optimization.
Library binding.

11.2.2 Research Synthesis Systems

Several research synthesis systems have been developed, and it is impossible to com-
ment on all of them here. Some specialized books [4, 5, 15] describe these systems
in detail, and thus we just summarize their major features in Table 11.2.

We describe instead the most salient features of four synthesis systems, which
have been selected because they represent archetypes of different research ideas and
directions.

THE SYSTEM ARCHITECT’S WORKBENCH. Several programs for architectural syn-
thesis and exploration have been developed at Camegie-Mellon University for over
one decade. The SYSTEM ARCHITECT'S WORKBENCH (or SAW) [14] is a design sys-
tem that encapsuiates some of these architectural synthesis tools. Inputs to this de-
sign system are circuit specifications in the ISPS or Verilog languages that are com-
piled into an intermediate data-flow format called value trace. The value trace can be
edited graphically to perform manual operations such as partitioning and expansion of
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TABLE 11.2

Some research synthesis systems in 1993 (FSM = finite-state
machine specification, ASQ = architectural synthesis and
optimization, LSO = logic synthesis, optimization and binding,
MG = module generation).

Organization System Input Scope
AT&T BRIDGE/CHARM FDL2 ASO
Carleton University HAL Graph models ASO
CMU SAW Verilog, ISPS ASO

IBM HIS VHDL ASO
IMAG ASYL FSM, networks LSO
IMEC CATHEDRAL -1V Sitage ASO, MG
Philips PyraMmin, PHIDEO Silage ASO, MG
Princeton University PUBSS FSM ASO, LSO
Stanford University OLYMPUS HardwareC ASQ, LSO
U.C. Berkeley SIS FSM, networks, BDS LSO

U.C. Berkeley HyYPER, LAGER Silage ASO, MG
U.C. Boulder BOLD FSM, networks LSO

U.C. Irvine VSS VHDL ASO

U. Karlsrithe/Siemens  CADDY/CALLAS DSL, VHDL ASO

USsC ADAM SLIDE, DDS§ ASO

selected blocks. The synthesis outcome is a structural circuit representation in terms
of a network of hardware resources and a corresponding control unit.

The workbench includes the folowing tools. APARTY is an automatic partitioner
based on a cluster search. CsTEP is responsible for dgriving the hardware control por-
tion: it is based on a list scheduling algorithm which supports resource constraints.
EMucs is a global data allocator that binds resources based on the interconnection
cost, BUSSER synthesizes the bus interconnection by optimizing the hardware using
a clique covering algorithm. SUGAR is a dedicated tool for microprocessor synthesis
which recognizes some specific components of a processor (e.g., an instruction de-
code unit) and takes advantage of these structures in synthesis. COraL maintains the
correspondence between the behavioral and structural views. All tools are interfaced
to each other and share a common data structure and user interface.

THE SEQUENTIAL INTERACTIVE SYNTHESIS SYSTEM. The SEQUENTIAL INTER-
ACTIVE SYNTHESIS system (or SIS), developed at the University of California at Berke-
ley, 1s a program that supports sequential and combinational logic synthesis, includ-
ing library binding. The SIS program evolved from the MULTILEVEL INTERACTIVE
SyNTHESIS program (or MIS), which was limited to synthesis and optimization of
combinational circuits.

The MIS program has been very popular and widely distributed. Some commer-
cial tools have drawn ideas from MIS, and some proprietary internal CAD systems
have directly incorporated parts of the MIS program. MIS supports logic optimization
by means of both algebraic and Boolean transformations. It uses the ESPRESSO pro-
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gram for Boolean simplification and it performs library binding by using a structural
covering approach.

Program SIS has now replaced MIS. SIS supports all features of MIS as well
as sequential logic optimization using either state-based or structural models. SIS is
an interactive program with batch capability. Script files can be used to sequence
a set of commands, each related to a set of logic transformations of a given type.
Example 8.2.9 of Chapter 8 reports the rugged script, often used for optimization of
combinational circuits.

Specific transformations for sequential circuits include state minimization and
encoding as well as retiming to reduce the cycle-time or area. The state transition graph
can be extracted from a structural representation of the circuit. Dor’t care conditions
can also be computed for sequential circuits. In addition, SIS supports a variety of
transformations among network representations. The output of SIS can be transferred
to the OCTTOOLS suite, a package that supports physical design, also developed at the
University of California at Berkeley.

THE CATHEDRAL SYNTHESIS SYSTEMS. The Cathedral project was developed at
IMEC in connection with the Catholic University of Leuven in Belgium and other
partners under the auspices of project Esprit of the European Community. One of the
guiding principles of the project is the tailoring of synthesis tools to specific application
domains and implementation styles. Therefore, different CATHEDRAL programs have
been designed to transform behavioral models of a particular class of designs, namely
digital signal processors (DSP), into circuits with particular design styles. The Silage
language is used for circuit modeling.

CATHEDRAL-I [5] is a hardware compiler for bit-serial digital filters. CATHEDRAL-
II [3, 5] is a synthesis system for DSP applications using concurrent bit-paralle] proces-
sors on a single chip. Typical applications are speech synthesis and analysis, digital
audio, modems, etc. CATHEDRAL-III [11] targets hard-wired bit-sliced architectures
intended for the implementation of algorithms in the real-time video, image and com-
munication domains. CATHEDRAL-IV is planned for implementing very repetitive algo-
rithms for video processing. Commercial versions of CATHEDRAL-I and CATHEDRAL-II
are also available. CatHeEDRAL-II has been recently extended to cope with retargetable
code generation. We describe here CATHEDRAL-II and CATHEDRAL-III because of their
relevance in connection with the topics described in this book.

The general design methodology in CATHEDRAL-II is called meer in the
middle strategy. There are two major tasks in the system: architectural synthesis and
module generation. Architectural synthesis maps behavioral circuit moedels into in-
terconnections of instances of primitive modules, such as data paths, memories, /O
units and controllers. Architectural optimization includes the following tasks: system
partitioning into processes and protocols, data-path synthesis (i.e., mapping the par-
tition blocks into execution units while minimizing the interconnection busses) and
control synthesis based on a microcode style. Data-path synthesis is done with the
aid of an architecture knowledge database. Control synthesis is based on a heuristic
scheduling algorithm. The physical layout is achieved by invoking module generators
which can be seen as a library of high-level cells described in a procedural style,
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Module generators are designed to be portable across different, but similar, circuit
technologies.

CATHEDRAL-III exploits the concept of application-specific units, which are clus-
ters of resources tailored to specific tasks [11], such as sorting an array, performing a
convolution or computing the minimum/maximum. Thus, data-path synthesis is cen-
tered on the optimal use of application-specific units. Architectural synthesis provides
operation clustering in the signal-flow graph representation into which the behavioral
model is compiled. Clusters identify application-specific units. Optimizing transforma-
tions include distributivity and associativity exploitation as well as retiming. Memory
management is provided in the CATHEDRAL-III environment by supporting different
storage models and the synthesis of the addresses of the memory arrays where data
are held.

THE OLYMPUS SYNTI.-IESIS SYSTEM. The OLyMPUs synthesis system, developed
at Stanford University, is a vertically integrated set of tools for the synthesis of
digital circuits, with specific support for ASIC design. Circuits are modeled (at the
architectural level) in a hardware description language called HardwareC, which has
both procedural and declarative semantics and a C-like syntax [10].

The OLYMPUS system supports architectural and logic synthesis. A front-end teol
called HERCULES performs parsing and behavioral-level optimization. Program HEBE
executes architectural optimization. It strives to compute a minimal-area implemen-
tation subject to performance requirements, modeled as relative timing constraints.
HEBE applies the relative scheduling algorithm after having bound resources to oper-
ations, If a valid schedule cannot be found that satisfies the timing constraints, a new
resource binding is tried. Binding and scheduling are iterated until a valid solution
is found, unless HEBE determines that the constraints cannot be met and need to be
relaxed. Details are reported in reference [10].

Logic synthesis and library binding are used in OLYMPUS for estimating area
and delay of application-specific logic blocks during architectural synthesis as well as
for generating the system’s output in terms of a hierarchical logic network bound to
library elements. Program CERES performs library binding using a Boolean matching
approach. Program MERCURY supports some logic transformations, an interface to
the SIS program and gate-level simulation. Programs THESEUS and VENUS piovide a
waveform and a sequencing graph display facility, respectively. OLYMPUS does not
support physical design, buf it provides netlist translation into a few standard formats.

11.2.3 Achievements and Unresolved Issues

The major achievements of synthesis and optimization techniques are an improvement
in the quality of circuit implementations (smaller, faster, more testable) and a reduc-
tion in their design time. These two factors are so important for circuit design that
synthesis systems have become pervasive. The continuous increase in complexity and
improvement in performance of microelectronic circuits could not have been achieved
without the use of automated synthesis systems.
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Several authors described examples of VLSI circuits that have been synthe-
sized in full from architectural models. Thomas and Fuhrman {3] reported on the
industrial use of the SYSTEM ARCHITECT'S WORKBENCH in connection with a com-
mercial physical design tool for the design of applications for the automotive market.
Nakamura [3] described the full synthesis of a 32-bit RISC processor (called FDDP
because it was designed in four days) and of a very long instruction word (VLIW)
vector processor for DSP. Both designs were achieved with the PARTHENON syn-
thesis system developed at NTT and required about 14,000 and 400,000 transistors,
respectively. Application-specific circuits for the consumer industry, such as compact-
disk controllers and interfaces, have been fully synthesized by several systems, e.g.,
CATHEDRAL-II, PYRAMID and OrLYMPUS. Moreover, many examples of applications of
logic synthesis and optimization to chip design, including popular processors, have
been reported. T

Hurdles have been encountered in applying synthesis techniques to the engineer-
ing design flow. Designers had 1o be educated to think of circuits in a more abstract
way and to rely on the tools for decisions they used to make themselves. To gain
acceptance, synthesis systems had to support all {or almost all) circuit features that
handcrafted designs have.

Other difficulties are intrinsic to the nature of the design problem. Even though
heuristic algorithms are often used to cope with the computational complexity of many
synthesis tasks, circuit designs can always be found that are too large for existing
design systems. This has limited the use of some optimization techniques to portions
of VLSI circuits. Unfortunately, synthesis and optimization methods are needed the
most wher. the circuit scale is so large that human design is unlikely to be effective.
Moreover, due to the heuristic nature of the algorithms, there are also pathological
circuit examples where optimization leads to poor results.

There are still some problems that limit the use of synthesis systems and that
are due to the lack of maturity of this field. Some specific design tasks have not
been satisfactorily addressed by automated synthesis methods. An example is logic
optimization of data-path units, including arithmetic functions. Most logic optimization
algorithms have been devised for coping with sparse or control logic and are unable
to exploit the special structure of arithmetic functions that is key to their optimization,

Today, the use of architectural synthesis is still limited by a few factors. The
synthesis of efficient pipelined circuits, which supports all features of handcrafted
designs, is not available yet. Similarly, the design of efficient data storage in memory
hierarchies is crucial for.the design of some circuits, but it is supported only by a
few synthesis tools and to a limited extent. We believe that these problems will be
overcome with time due to their technical, rather than fundamental, nature.

11.3 THE GROWTH OF SYNTHESIS IN THE
NEAR AND DISTANT FUTURE

The ideas presented in this book are typical of an evolving science. Computer-aided
design methods started as applications of algorithms to circuit design. Today, CAD
techniques have matured and acquired the strength of an independent discipline. This
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is corroborated by the fact that the CAD research and development community has
grown in size through the years.

Synthesis of digital circuits is part of design science. Design science encodes
the engineering design fiow in a rigorous framework and allows us to reason formally
about design problems and their solutions. Improvements in science are either evolu-
tionary or revolutionary, The former consists of compounding little steps, each related
to perfecting the solutions to some problems. The latter involves radical changes in
the way in which problems are modeled and solved.

Architectural and logic synthesis have been revolutionary, because they changed
the way in which we reason about circuits and address their optimization. Describing
and synthesizing circuits from HDL models instead of using gate-level schematics can
be paralleled to the replacement of assembly languages with high-level programming
languages in the software domain.

An evolutionary growth of synthesis is likely in the near future. Many techniques
need to be perfected, and many subproblems, which were originally considered of
marginal interest, need now to be solved. In particular, the evolutionary growth will
involve the horizontal extension of present techniques to less conventional design
styles and circuit technologies as well as the full integration of present synthesis
methods.

Examples of the horizontal growth of logic synthesis are the application of
library binding to novel field-programmable gate arrays or to circuit families with
specific connection rules, such as emitter-coupled logic (ECL) circuits (which support
dotting). The horizontal growth of architectural synthesis can be related to extending
its application domains. To date, architectural synthesis has been most used for signal
processing circuits. We expect the growth of its use in the application-specific circuit
and instruction-set processor domains.

Whereas synthesis and optimization of the geometric features of integrated cir-
cuits is a mature field, the integration of logic and architectural synthesis techniques
with physical design is still only a partially solved problem. In the future its im-
portance will grow as circuit density increases and wiring delays tend to dominate,
thus affecting cell selection {in library binding) and resource selection and sharing.
Hence, logic and architectural synthesis programs will need to access accurate infor-
mation of the physical layout. The integration of different synthesis tasks is not simple,
because architectural and logic synthesis are performed before physical design. Esti-
mation techniques have been used for this purpose, but their level of accuracy needs
to be raised to cope with forthcoming circuits with an increasingly higher level of
integration.

_ As circuits become more and more complex, validation of properties by means
of Tormal verification methods becomes even more important. By the same token, im-
plementation verification by comparing synthesized representations at different levels
wili be relevant to ensure that the circuit has no flaws introduced by the synthesis
process. Indeed, even though synthesis and optimization algorithms have guaranteed
properties of correctness, their software implementation may have bugs. The coupling
of synthesis and verification for circuit design will become common practice in the
future.
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Revolutionary changes in synthesis methods will be required when considering
circuits with both synchronous and asynchronous operation modes as well as with
analog components. Due to the wide disparity of design paradigms, objective functions
and constraints, new modeling, synthesis and optimization methods will be necessary.
At present, isolated synthesis and optimization algorithms exist for some asynchronous
styles and for some analog components. On the other hand, design systems in these
domains are not yet available. The integration of synthesis techniques for synchronous,
asynchronous and analog components, as well as the support for the concurrent design
of heterogeneous chip sets, is a major challenge for the vears to come.

In the longer term, the vertical growth of synthesis methods will lead to the
extension of the scope of synthesis beyond the design of integrated circuits. Synthesis
of composite etectrical (and electromechanical) systems, possibly involving both hard-
ware and software components, will be a forthcoming major revolutionary conquest
in the sphere of CAD and it will change the practice of engineering jobs in several
gectors.

11.3.1 System-Level Synthesis

System-level design is a broad term, as different meanings can be associated with
the word system. It is customary to refer to computers as information systems. The
scale of systems may vary widely. Consider, for example, a laptop computer and a
distributed computing environment or a telephone and a telephone switching network.
To be concrete, we consider systems that are single physical objects and that have
an electrical component with, possibly, interfaces and/or a mechanical component.
In particular, we shall consider here issues related to the~synthesis of the electrical
component of a system that can be thought of as an interconnection of integrated
circuits. Computer-aided design of electromechanical systems is a subject of ongoing
research, but synthesis of such systems is still far on the horizon.

Computer-aided design of multiple-chip systems involves several tasks, includ-
ing system specification, validation and synthesis. System specification may be mul-
tiform, because different system components may be heterogeneous in nature. Con-
stder, for example, the specification of a cellular telephone, handling both digital and
analog signals at different frequencies. Distinct functional requirements can be best
described with different modeling paradigms, e.g., hardware description languages,
circuit schematics and constraints. System validation may be solved (at least in part)
by mixed-mode simulation. Whereas many mixed-mode simulators are available on
the market, few address the real problems of modeling heterogeneous systerns. Among
these, PTOLEMY is a research design environment and simulator [9] for signal pro-
cessing and communication-system design that provides a means for heterogeneous
co-specification by supporting several modeling styles, including data-flow, discrete-
event and user-defined models.

System-level synthesis is a challenging field still in its infancy. We shall con-
sider synthesis at different levels of abstraction. Whereas placement and routing tools
for electronic boards have been available for a long time, the physical design of
electronic systems has evolved as the physical means of composing systems have
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progressed. Multiple-chip carriers provide a means of connecting efficiently several
integrated circuits. A well-known example of a multiple-chip carrier is IBM’s ther-
mal conduction module (TCM). Important issues for multiple-chip physical design are
wiring delay estimation and performance-oriented placement and routing. At present,
several research and some production-level tools have been developed for solving
these problems.

Logic design of ¢lectronic systems must address data communication and clock-
ing problems. Systems may have synchronous and asynchronous components. Syn-
chronous subsystems may operate on different clocks. Communication among the
various system components must satisfy protocol requirements and possibly different
data rates. As a result, system-level logic design is a very challenging task which is
performed by experienced designers due to the lack of CAD tools, With the increas-
ing complexity of system design, system-level logic design will become prohibitively
time-consuming and risky in the future, thus motivating the development of specialized
tools.

A major task in the architectural synthesis of systems is defining a partition
of the system’s function over componenis (i.e., integrated circuits) which can be
seen as system resources. Even though this problem seems to be an extension of
architectural synthesis methods from the circuit to the system level, the cost functions
and constraints are different. In system design, it is often convenient to leverage the
use of components that are already available on the market (as off-the-shelf parts)
or in-house (from previous system designs). Thus synthesis methods must support
the use of pre-designed components which impose constraints on the synthesis of
the remaining parts, In this case, the overall cost of an electronic system depends
on the cost of designing and manufacturing some camponents and on the actual cost
of the available components. Hence system-level partitioning can heavily affect the
cost of the system as well as its performance. Since architectural-level decisions may
affect strongly the cost/performance trade-off of a system, CAD tools for this task,
though not yet available, will be very important.

System-level design is not confined to hardware. Indeed most digital systems
consist of a hardware component and software programs which execute on the hard-
ware platform. A given system can deliver higher performance when the hardware
design is tuned to its software applications and vice versa, Computer designers have
exploited the synergism between hardware and software for many years, while defin-
ing hardware architectures and providing architectural support for operating sys-
tems. An important problem for architectural-level synthesis of any composite dig-
ital system is to find the appropriate balance between hardware and software. This
problem falls into the domain of hardware/software co-design, described in the next
section.

11.3.2 Hardware-Software Co-Design

The hardware/software co-design problem is not new but has been receiving more
and more attention in recent years, due to the search for computer-aided design tools
for effective co-design.
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There are several reasons for using mixed hardware/software solutions in a sys-
tem design. First, we can search for implementations where the performance provided
by €ustomized hardware units can balance the programmability of the software compo-
nents. Second, the evolution of a system product may be better supported by allowing
the software programs to undergo upgrades in subsequent releases of the system. By
the same token, the development of a product may be eased by supporting prototypes
where most (if not all) functionality is assigned to the software component, reducing
(or avoiding) circuit fabrication in the prototyping stage.

Several problems are encompassed by hardware/software co-design. We com-
ment here on those related to general purpose computing and to dedicated computing
and control. The design of instruction-set processors falls in the former class, while
design of embedded controllers is an example of the latter.

Relevant hardware/software co-design problems for instruction-set processors
are cache and pipeline design. The design and sizing of a memory cache require
a match between circuit performance and the updating algorithm and its parameters.
Most cache designs are based on validating the design assumptions through simulation
with specialized tools. No tools are yet available for the full automatic synthesis of
caches and of the related updating algorithms.

The design and control of a pipeline in a processor requires removing pipeline
hazards. Hardware or software techniques can be used for this purpose. An example
of a hardware mechanism is flushing the pipe, while a typical software solution is
reordering the instructions or inserting No-Operations. The overall processor perfor-
mance is affected by the choice. Furthermore, performance estimation is not trivial
and requires appropriate models for both hardware and software. Computing the most
effective number of pipe stages for a given architecture is_thus a hardware/software
co-design problem. CAD tools can explore the hardware/software trade-off and sug-
gest an implementation which meets the needs of the design problem. The PIPER
synthesis program is an example of a co-design tool that addresses this problem [8]. It
provides pipe-stage partitioning and pipeline scheduling and determines the appropri-
ate instruction reorder that the corresponding back-end compiler should use to avoid
hazards. ‘

We consider now embedded systems that are computing and control systems
dedicated to an application (Figure 11.2). The most restrictive view of an embedded
system is a micro-controller or a processor running a fixed program. This model can
be broadened to a processor, assisted by application-specific hardware and memory,
that performs a dedicated function. Sensors and actuators allow the system to commu-
nicate with the environment. Embedded systems often fall into the class of reactive
systems. They are meant to react to the environment by executing functions in re-
sponse td specific input stimuli. In some cases, their functions must execute within
predefined time windows. Hence they are called real-time systems. Examples of reac-
tive real-time systems are pervasive in the automotive field (e.g., engine combustion
control), in the manufacturing industry (e.g., robot controllers) and in the consumer
and telecommunication industries (e.g., portable telephones).

Computer-aided synthesis of embedded systems, called here co-synthesis, is the
natural evolution of existing hardware architectural synthesis methods. A working
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PROCESSOR

FIGURE 11.2
Embedded system: a simplified structural view,

hypothesis for co-synthesis is that the overall system can be modeled consistently and
be partitioned, either manually or automatically, into a hardware and software com-
ponent. The hardware component can be implemented by application-specific circuits
using existing hardware synthesis tools; the software component can be generated au-
tomatically to implement the function to which the processor is dedicated. Co-synthesis
must support a means for interfacing and synchronizing the functions implemented in
the hardware and software components. -

The overall system cost and performance are affected by its partition into hard-
ware and software components. At one end of the spectrum, hardware solutions may
provide higher performance by supporting parallel execution of operations at the ex-
pense of requiring the fabrication of one or more ASICs. At the other end of the
spectrum software solutions may run on high-performing processors available at low
cost due to high-volume production. Nevertheless, operation serialization and lack of
specific support for some tasks may result in loss of performance. Thus a system
design for a given market may find its cost-effective implementation by splitting its
functions between hardware and software.

At present, the overall CAD support for co-synthesis is primitive. Nevertheless,
the potential payoffs make it an attractive area for further research and development.
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~Several open problems still impede the rapid growth of the field. First and foremost,
~ there exists a need to define better abstract models for hardware/software systems and
to develop consistent languages to express them. Possible solutions range from the ex-
tension of existing hardware and software languages to the use of new heterogeneous
paradigms. Second, cost and performance evaluation of mixed systems play an impor-
tant role in driving partitioning and synthesis decisions. The problem is complicated
by the remoteness of the abstract system models from the physical implementation.
Last, but not least, methods for validating hardware/software systems are very impor-
tant. Co-simulation provides a simple way of tracing the input/output (and internal)
system behavior. However, for large system design, co-simulation may provide insuf-
ficient evidence to prove some desired system property. Extending formal verification
techniques to the hardware/software domain would thus be desirable.

11.4 ENVOY

Research and development in the CAD field has progressed tremendously in the last
three decades. Computer-aided synthesis of digital circuits has become a scientific
discipline attracting a large number of researchers, developers and users. The CAD
industry, and in particular the digital design sector, has grown in size and occupies
an important place in the overall electronic market.

The knowledge accumulated in this field to date should stimulate us to think,
as Socrates suggested, of all other important design problems that are not solved yet.
The limit to our engineering design capabilities lies in the instruments we have. In
the case of electronic design, CAD is one of the keys to the future evolution.

This book could only mention some of the relevant problems in the synthesis
field. Nevertheless, we hope it has raised enough interest in the reader to motivate
him or her to search for additional information in the referenced articles and books
and to follow the evolution of this discipline in the regular conferences and scientific
journals.
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PLA - Programmable Logic Array

RAM - Random Access Memory

RISC - Reduced Instruction Set Computer

ROBDD - Reduced Ordered Binary Decision
Diagram

SAW - System’s Architech Workbench

SIS - Sequential Interactive Synthesis system

S80S - Silicen on Sapphire

TCM - Thermal Conduction Module

TTL - Transistor-Transistor-Logic

UDL/I - Unified Design Language for Integrated
Circuits

VHDL - VHSIC Hardware Description Language
VHSIC - Very High Speed Integrated Circuits
VLIW - Very Long Instruction Word

VLSI - Very Large Scale Integration

YLE - Yorktown Logic Editor

ZOLP - Zero-One Linear Program

I-hot encoding, 323, 450
ADA, 98
AHPL, 98
ALAP scheduling algorithm, 188, 198, 209-210
APL, 98
ASAP scheduling algorithm, 188, 198
absolute constraigts, 190
abstract models, 27, 98, 114
activation signals, 166, 167, 171, 175
acyclic graphs, 38, 117, 146, 476
directed acyclic, 39, 121, 186
acyclic networks, 484
adaptive control synthesis, 174-175, 177
adjacency matrix, 40
adjacent vertices, 38, 40
Aho-Corasick algorithm, 518, 521
algebraic divisor, 361
algebraic model, 360
algebraic transformations, 36{)
algorithmic approach to network optimization, 356
algorithmic binding, 544, 545-546
algorithms,
Aho-Corasick, 518, 521
ALAP scheduling, 188, 198, 210
ASAP scheduling, 188, 198
approximation, 43, 45
Bellman-Ford, 55, 57. 194, 197, 466, 467
Booclean covering, 526, 541
Boolean matching, 526, 541
branch and bound, 47-48, 61, 89, 92, 337, 506
controllability don't care sets, 384388
decidable, 43
delay evaluation and optimization, 418,
426-431
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algorithms (continued)
delay reduction, 432
dynamic programming, 48-51
dynamic programming coverning, 531
ellipseid. 46
encoding, 323, 330
Espresso-exact, 280, 318, 329, 556
exact, 43, 60, 89, 263, 280, 506
exact input encoding, 331
exact output encoding, 331
exponential, 278
fan-in oriented, 453
fanout oriented, 453
force-directed list scheduling, 211-215
greedy, 51-53, 312, 371, 373, 375, 415
heuristic binding, 538
heuristic decomposition, 506. 510
heuristic clique partitioning, 256
if-then-else ITE, 80-82
kernel recursive computation, 367-368
Kemnighan and Lin partitioning, 415
left-edge, 63
library binding, 505
concurrent with logic transformations, 533-535
linear and integer programs, 46
list scheduling, 53, 200, 208-211, 225
logic minimizers, 270, 304
logic transformation, 351-353, 358
matching, 509, 520
network traversal, 404
observability don’t care sets, 384, 389-395
optimal, 44
polynomially bound, 461
projective, 46
Quine-McCluskey, 280-281
retiming, 462, 466, 476
simplex, 46, 471
standard binding, 541
structural matching, 512-515
substitution, 378
symbolic encoding, 323
tree-based covering, 522, 525
tree-height reduction, 132133
ree matching, 514
Tseng-Siewiorek algorithm, 247
two-level logic optimization, 396
alternative constructs, 260
ancestor (see predecessor)
anchors, 193, 194
and-or implementation of a cover, 287
antifase, 9, 538
-based FPGAs, 341
applicable input sequence, 446
application specific integrated circuits (ASIC), 4,
9, 157, 564
application specific resources for architectural
synthesis, 143
approximate filters, 400
approximation algorithm, 43, 45
architectural body,

of a VHDL circuit model, 108
architectural optimization,
area/latency, 159, 179, 186
cycle-time/area, 163
architectural synthesis, 17-18, 126, 560
circuit specifications for, 143-145
CAD systems for, 160, 182
architectural-level synthesis (see also architectural
synthesis) :
under delay constraints, 430
ArchSyn, 535
area/delay trade-off, 254, 349, 358-359, 370, 413,
418, 506
area/latency trade-off, 159, 179, 186, 198

" area/performance trade-off, 198

area optimization, 21, 24-26, 142, 179, 432, 449,
451, 469
array-based,
circuits, 8
data-path design, 164, 344
microelectronic circuits design, 8, 31
artificial intelligence, 433
as fast as possible (AFAP) scheduling, 217
ASIC Synthesizer, 555
assignment (see state encoding)
atomic finite-state machine, 175-177
AutoLogic, 555
amtomatic test pattern generation, 410

back end,
of a software compiler, 126
base functions, 511, 522, 531, 5341
behavioral flavor,
of an architectural body, 109
behavioral hardware languages, 103-107
behavioral modeling,
architectural level, 106
Verilog, 111, 554
behavioral optimization, 129-135
behavioral views, 15
Bellman's equations, 54, 55
Bellman-Ford algorithm, 55, 57, 193, 197, 466,
467
binary trees, 50
binary decision diagram (BDD), 75-76
binate covering, 88, 337-338, 448, 490, 498, 506
binate functions, 69, 89
binate variable, 297
binding.
cell library, 504-505
concurrent, 250
hierarchical, 153
minimum-area, 245-247, 506
multiport memory, 243
performance-constrained 248
respurce selection, 150-152, 229
bipartite graph, 38, 115, 126
bipolar complementary metal oxide semiconductor
(BiCMOS), 5
BIST, 262



block-level transformations, 136
BooleDozer, 554
Boolean algebra, 67
Boolean cover, 528, 532
Boolean covering algorithm, 526, 529, 541
Boolean difference, 70
{oolean expansion, 72
oolean functions,
algebraic decomposition of, 510
binate, 69, 89
cefactor of, 69
complete expansion of, 6%
completely specified, 68
complementation of, 74
covering expression of, 273, 336
incompletely specified, 68. 272
for cell matching, 506-510
minimization of, 318
operation types, 150
optimization of. 336
representation of, 72-77
compatible with Boolean relations, 401-402
satisfiability of, 85
Shannon’s expansion, 69
spectral analysis of, 545
unate, 69
Boolean matching, 510, 526, 533, 535
Boolean model, 380
Boolean network {(see combinational logic
network)
Boolean operators,
difference, 70
consensus, 70, 83
ITE, 80-83
smoothing, 70
Boolean relations, 68, 333, 401, 405, 481
and Multiple-vertex optimization, 404

Boolean Simplification and Substitution, 396, 535

Boolean space, 68, 453
Boolean transformations, 360, 481
bound networks, 118, 459, 506, 534
partially bound networks, 534
bound sequencing graphs, 161, 255
bounded-latency subgraphs, 154
branch, of a decision tree, 47
branch and bound algorithm, 4748, 61, 89, 92,
337 .
branching constructs,
of control-flow graphs, 135
of data:flew graphs, 123
in hierarchical sequencing graphs, 239
modeling logic networks, 128
Brayton and McMullen’s theorem, 366, 369
breadth of edges, 472
Bryant's reduction algorithm, 77
built-in self-test, 262
bus oriented data-path design, 164
bus sharing and binding, 245, 249
bv-funetions, 289, 297, 321

INDEX 569

CAD framework, 554
Callas system, 108, 556
candidate equivalent pairs, 494
candidate prime, 336
Cappuccino, 329
cardinality,
of ITE algorithms, 82
of a computed cover, 61, 273
of a minimum cover, 327, 449
preserving in a logic cover, 284
of a set, 36, 43, 44
carriers,
carry look-ahead adders, 258
of data-flow graphs, 120
Cartesian product of a set, 36-37
Cathedral CAD Systems, 160, 164, 556, 557-558
cache,
hash-based for ROBDD manipuiation, 84
cell based microelectronic circuits,
design, 7, 31
design characteristics, 11,
cell generators, 7, 20, 30, 350, 537
cell library, 505-506
binding, 7-8, 18, 126, 344, 415, 432, 457
subject graphs, 511, 528
cell-subnetwork matching, 506-510
chain rule, 390
chaining,
combinatorial operations, 148-149, 161
force directed scheduling, 217
Ceres, 509, 530, 558
characteristic equation, 289
chordal graph, 41, 42, 63
Chortle-CRF, 540
chromatic number, 41, 62, 231
circuit opimization,
sequential, 441
circular-arc graphs, 242
clique of a graph, 38, 40, 63, 64-66, 169, 231,
232,325
cover number, 44, 231
heuristic partitioning algorithm, 246, 248
closure,
covering with, 88
of compatibility sets, 446
cluster, 527, 535, 556
cluster function, 526, 527
clustering, 174
tode motion optimization, 134
cofactors,
of Boolean functions, 69, 541
generalized, 72, 387, 394
of implicants, 293
collapsing transformations, 457
coloring of a graph, 41, 169
combinational logic circuits, 24, 116-118, 128,
262, 343, 345, 348, 459, 540
behavioral moedeling of, 103
structural meodeling of, 117
design objectives of, 24
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common subexpression elimination optimization,
» 134
comparability graph, 41, 42, 233-234, 254
compatibility graph, 169, 231, 255, 260
compatible don’t care sets, 403404
compatible dichotomies, 325
compatible states, 446
compatible resource binding, 152, 230
compatible resource types, 257
compatible set of permissible functions, 410
complementary metal oxide semiconductor
(CMOS8), 5
complementation of a function, 299-300
complement of a graph, 38
complemented edges, 84
complete graph, 38
completeness,
of rule-based systems. 435
completely specified Boolean function, 68, 272
completion signals, 166, 174
completion time,
of an anchor, 195
complexity reduction, 352-354
computational complexity of algorithms, 43, 50,
53, 82, 132, 202, 208, 283, 362, 394, 446,
466, 468, 522
of ALAP and ASAP scheduling, 190
exponential, 45, 92
ITE, 82
lower bound of, 43
polynomial, 43, 197, 203, 233, 286, 466
computed table,
ITE algorithm, 82
computer aided design (CAD), 4
synthesis and optimization, 14, 551
computer-aided simulation, 31
circuit-level, 32
logic-level, 32
functional-level, 32
computer-aided verification, 32
condition signals, 166
conditional €xpansion optimization, 135
configuration search graph, 434
conflict graphs, 169, 231, 241. 260, 325
conflict resolution, 253
connected graph, 38
connectivity synthesis, 163163
consensus operator, 70, 83, 293, 385
constant and variable propagation optimization,
133
copsttaint graph, 59, 59, 196
constraints,
absolute, 190
of architectural synthesis, 145-146
containment, 274, 286, 360, 370
controllability,
don’t care conditiens (CDC), 381, 384-389,
368, 482, 534
internal don’t care conditions (CDC), 381, 384,
484

control block, 171
control unit, 18, 157
synthesizing for unbounded-latency graphs, 174
unconstrained resource schedule, 196
control/data-flow graph, 121
control-flow analysis, 130
control-flow based transformations, 134-135
conwrolling sets,
of forcing sets, 411°
Cook's theorem, 86
Coral, 556
CORE, 555
cost,
area, 506
minimum satisfiability, 86
cost function, 42, 316
cover,
and-or implmentation of, 287
as a tautology, 257
binate, 88, 89, 337-338, 448
dichotomies, 325
for delay optimization, 523
irredundant operator, 60, 274, 284, 310, 354
logic, 273
minimum canonical, 283
minimum symbolic, 450
minimal with respect to containment, 60, 272
minimal with respect to single-implicant
containment, 274-275
of a Boolean function, 273
of a set, 36, 44
of a tree, 49
prime apd minimal, 284, 304
recursive complementation, 297, 300
two-level logic operations, 288, 318
unate, 295, 337, 498
vertex, 59-61
covering algorithms,
based on Boolean matching, 526, 541
covering code relations, 329
co-rectangle, 374
c-primes, 336-338
critical path delay minimizing, 426, 462, 541
critical path detection, 421, 425
cube extraction, 369
cube {monomial), 361
cube-free expression, 361, 367
Brayton and McMullen's theorem, 369
current estimate computation, 92
unate, 87
cusiom microelectronic circnit design, 6
characteristics, 11
cycle of a graph, 38
cycle-time, 21, 24-26, 142, 251, 460
minimization by timing, 464
optimization of resource-dominated circuits, 163
cyclic core, 279, 283
cyclic networks, 486

dag (see directed acyclic graph)



Dagon, 509
database 433
data-dependent delay operations, 157
data-dependent loops, 178
data flow flavor,
of an architectural body, 109
data-flow analysis, 130, 411
data-flow based transformations, 131-134
data-flow graphs, 27, 120, 121
data introduction interval, 179, 220, 222
data path, 18, 163
data-path design,
array-based, 64, 34
bus-oriented, 164
macro-cell based
pipelined circuits, 180-181
dead code elimination optimization, 134
deadlines, 52, 190
deadlock conditions, 14
descendent (see successor)
decidable algorithm, 43
decision tree, 47
decision problem, 42
declarative languages, 100
decomposition,
finite-state machine, 443, 455-457
multiple-level logic optimization, 352, 376-379
of logic networks, 510
sequential circuit optimization, 441
dedicated resource, 150
defining path, 194
delay minimization, 427, 523
delay modeling,
bounded delays, 423
fixed delays, 423
for logic networks, 418
delay optimization, 432, 506
algorithms and transformations for, 426
delay,
faults, 33
data dependent, 126
data independent, 126, 167
delay constraints,
minimal-area circuits, 430
defay-fault testable circuits, 415
De Morgan’'s Law, 74, 270, 300, 360
depth,
of a cluster, 528
of a search, 545
design entity,
of a VHDL circuit model, 108
design of integrated circuits, 12
conceptualization and medeling, 13
synthesis and optimization, 12-13, 101-102,
442
validation, 13
design space, 22, 142, 162, 255, 349
Pareto point, 23, 25-26
design verification,
computer-aided, 32
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detailed wiring, 31
dichotomy,
compatible, 325
exact encoding algorithms, 323
prime, 326
seed, 324, 332
Dijkstra greedy algorithm, 54
directed graphs, 37, 3940
directed acyclic graphs {dags), 39, 38, 186, 346
discrete event,
timing semantics, 101, 111
disjoint code relations, 329
disjoint sharp, 292
distance between two implicants, 291
distribution graph, 212
division,
of algebraic expressions, 361362, 378
dominating column, 90
don’t care conditions, 128, 381-383, 398, 402
controllability, 384-38%
leaf, 84
observability, 384, 389-395, 403405, 482,
483, 534
with respect to primality and irredundancy, 416
satisfiability, 384, 402
for synchronous networks, 482
double-rail circuit design, 413
double-phase characteristic function, 333
double-pelarity logic network, 347
DSP circuits, 114, 164
dynamic programming, 48-51
dynamic sensitization, 422
edge cover,
of a hypergraph, 277
edge covering problem, 61
edge-weighted graphs, 54, 453
edges of graphs, 37
breadth, 472
complemented, 84
efficiency of an algorithm,
exact, 43
elimination,
logic network, 428-429
multiple-level logic optimization, 351, 358
ellipsoid algorithm, 46
embedded systemn, 563-564
Emerald/Facet CAD program, 160
emitter coupled logic circuits (ECL), 560
enable signal, 176, 178
enceding algorithm for symbolic encoding, 323
equivalence, 400
equivalence classes, 406407, 444
equivalent-sequential untestable faults, 498
error compensation, 411
ESIM, 100
Espresso, 270, 284, 295, 299, 304, 307-309, 338,
417
Espresso minimizer, 315
Espresso-exact, 280, 318, 329, 338
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&
Espresso-signature, 283
essential column, 90
essential prime implicants, 276, 280, 313
detection of, 313
event graphs, 166, 167
events,
reaction triggering, 101
exact algorithm, 43, 60, 263, 280-283, 506
for covering problem, 89
exact filters, 400
exact optimization, 336, 343
exact symbolic minimization, 329, 339
execution delays, 144, 252
existential quantifier, 36, 70, 388
expand operator, 304, 315, 338, 354, 396
expert systems, 433
explicit don't care conditions, 482
exponential complexity of an algorithm, 45
exponential algorithm, 278
expression forms of Boolean functions, 74
extraction,
circuit schematic, 32
cube, 369, 376
kernel, 369
multiple-level logic optimization, 352, 364-365
state, 491
external don't care conditions, 381, 397, 486487

fabrication of integrated circuits, 12
factored form, 74
factorization,
for finite-state decomposition, 455
false paths, 350, 418, 421425
fanout convergence, 390
fanout ariented algorithm, 453
fault coverage, 14
fault,
single stuck-at, 286, 408, 495. 498, 536
muliiple stuck-at, 287
untestable, 409, 497-498
feasible constraint graph, 196
feasibly covered cube, 307
feedback edges, 57

field programmable gate array (FPGA), 8, 12, 505,

537-538
filters,
approximate, 400
exact, 400 ‘
finite-state machine, 19, 105, 119, 166, 267, 441,
444, 455, 491 ’
. atomic, 175177
incompletely specified, 446, 498
Mealy type, 497
Moere type, 170, 497
state-based optimization, 457
firing an operation, 125
floating mode, 424
floor plan, 31
FlowMap-R, 541
folded scheduled sequencing graphs, 261

forcing sets, 410-411

force-directed list scheduling, 211

forest, 38

formal verification methods, 14, 32

forward Euler method, 18

framework, 554

front end of a software compiler, 126

futly paralle]l multipliers, 258

fully serial multipliers, 258

functional cells, 537

functional pipelining, 220, 221-223

functional resource binding, 245

functional resources for architectural synthesis 143,
150

functional-level simulation, 32

garbage collection procedures,
ROBDD manipulation package, 85
gate arrays.
field programmable, 8, 12, 505, 537-538
mask programmable, 8, 11
generalized cofactor, 72, 387, 394
generalized prime implicants, 329
geometrical-level synthesis, 18, 20
placement and wiring, 20
giobal flow, 411
global optimum (see cptimum)
global polarity assignment, 413
glebal wiring, 31
graphs,
acyclic, 38, 39, 121, 146, 476, 512
bipartite, 38, 115, 126
bound sequencing, 161, 255
circular-are, 242
chordal, 41, 63
coloring of, 41, 61-64, 169
comparability, 41, 42, 233-234
compalibility, 169, 231, 232-234, 248, 255, 260
complement of a, 38
complete, 38
connected, 38
configuration search, 433
conflict, 169, 231, 241, 325
constraint, 59, 59, 182, 196
data-flow_ 120, 121
directed, 37, 3940
directed acyclic, 39, 58, 186, 346
distribution, 212
edge-weighted, 54, 453
event, 168
folded scheduled sequencing, 261
feasible constraint, 196
hierarchical, 153, 167
hierarchical sequencing, 171, 237, 259
interval, 41, 63, 65, 233
isomorphic, 39, 76
labeled hypergraph, 151
logic network, 116118, 346, 412
matching compatibility, 536
multi-graphs, 38, 118



non-hierarchical sequencing, 167, 186, 189,
233, 242, 246

pattern, 512, 515, 519, 530

perfect, 40, 63

planar, 39

register compatibility, 241

resource compatiblity, 230

resource conflict, 231

scheduled and bound sequencing graphs, 236,
255, 258

scheduled sequencing, 130, 147, 154, 230, 233,
235

sequencing, 121, 146, {77, 186, 194, 203, 218,
228

simple, 38

stability number, 41

subgraphs, 38, 455

subject, 511, 529, 530

unbounded-latency, 174

undirected, 37-39, 59, 61, 254

unscheduled sequencing graph, 257

weighted compatilibity, 246

graph coloring, 61
- greedy algorithm, 51-53, 312, 371, 373, 375, 413

halting problem, 42
hardware description language (HDL), 13, 98, 552
features, 100102
model, 100
hardware languages,
behavioral, 103-107
structural, 102-103
HardwareC, 100, 160
hardware/software co-design, 562
hash table,
ROBDD manipulation, 85
for reduced order binary decision diagram, 78
HDL/Design Compiler, 555
Hercules, 558
heterogencous system components, 561
heuristic algorithms {see alse approximation
algorithm}, 53, 60, 215, 505
heuristic minimization of a cover, 284
hierarchical graphs, 153, 167
hierarchical sequencing graphs, 171, 236, 259
high-level synthesis (see architectural synthesis)
Hoperoft’s method, 446
Hu's algorithm, 203, 206
Huntington’s postulates, 67
hypercube, 68
hypergraphs, 37, 38, 87, 91, 115, 151, 277, 278

ITE Boolean operator, 80-82
image computation,
of controliability don’t care sets, 385
implication clause, 88
implementation constraints in architectura]
synthesis, 145
implementation verification,
computer-aided, 32
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implicant, 73, 272, 306
implicit traversal, 490-495
incidence mawrix, 40, 277
incindence structures, 115
incompletely specified Boolean functions, 68, 272
incompletely specified finite-state machines, 446
off set, 272
on set, 272
inference procedure, 433
input arrival times, 349, 432
input encoding, 319-327
input plane, 270
input sequence, 446
input/output modeling, 474
integer linear program (ILP}, 4647, 199, 202,
222,234
integrated circuits,
application specific, 4
interface constraints in archtectural synthesis, 145
internal controliability don't care sets, 384-389
internal observability don't care conditions, 484
intersection of two implicants, 291
interval graph, 41, 63, 65, 233
interface resources for architectural synthesis, 144
invalid-sequential untestable faults, 498
inverter minimization problem, 413
irredundant cover of a function, 274, 284, 310
irredundant operator, 310-311, 315, 338
irredundant relavant anchor set, 194
isomorphic graphs, 39
isomorphic-sequential untestable faults, 408
Iteration constructs,
of data-Aow graphs, 123-126
data dependent, 172
in hierarchical sequencing graphs, 239
vertices, 153
intractable problems, 43, 198, 203, 218

kernel,
of an algebraic expression, 365, 366
extraction, 369
intersections, 375
levels of kemels, 367
Kemighan and Lin partitioning algorithm, 415
knobs and gauges approach, 252
Kronecker delta function, 171
Ku algorithms, 197

labeled hypergraph, 151
labeling,
of a sequencing graph, 203
latency,
of circoits, 21, 24-26, 142, 155, 167, 170
constrained minimum-resource scheduling, 159,
201
of schedules, 186
of sequencing graph models, 126, 203
latency-constrained scheduling, 188
latency/cycle time tradeoff, 475
leaf medule, 116
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leaf-dags, 512, 528
leaves of trees, 38, 76
left-edge algorithm, 63, 234
legal retiming, 464, 476
Leiserson’s model, 474
levels of kemels, 367
level-sensitive scan design (LSSD), 33
levels of abstraction,
architectual, 15-17
logic, 15-17
geometrical, 15-17
lexicographicat order, 373
lexical and syntax analysis,
of software compilation, 126
Liao-Wong algorithm, 194, 197
library binding, 7-8, 18, 126, 344, 415, 432, 457,
504
library cells, 7, 344
lifetimes of data-flow graph variables, 120, 240,
242
linear and integer problem algorithms, 46
list scheduling algorithm, 53, 200, 208-211
load binning, 525
local functions, 346, 360, 383, 387, 395, 487
local optimum, 44
local search, 44
of logic networks, 116
logie circuits,
modeling of, 104
logic functions,
Boolean Simplification and Substitution, 396
decomposition, 376-380
minimum canonical cover of, 283
two-level optimization of, 89
logic networks, 116, 346-349
logic transformations,
concurrent with library binding, 533-535
optimizing networks, 356-360
synchronous networks, 479481
logic minimization algorithms, 304
logic optimization algorithms, 351, 380
logic-level simulation, 32
logic networks, 27, 116, 267, 344-345, 383, 411,
459
delay modeling, 418
multiple-vertex elimination, 400403
prime and irredundant networks, 415
logic optimization,
degrees of freedom, 334
graphs of, 116-118
logic Synthesis, 17, 19, 126
Logic Syathesis System (LSS), 356, 411, 433, 544,
554
ogic transformations, 351
lengest path problem, 54, 56
look-up table FPGAs, 538
loop expansion optimization, 135
loop folding, 220, 224
loop winding, 220
loose wiring (see global wiring)

Lores/Ex, 544
lower bound of complexity, 43, 47

M68000 processor, 164
macro-cell based design, 7, 164, 270
macro-cell generation, 30
manufacturing time,
array-based circuits, 9
mapped network, 118,345
marking vertices, 126
matching patterns, 433
trees, 50, 513
matching,
cell-subnetwork, 506-510
matching compatibility graphs, 536
matroids, 51
maximal clique, 231
maximum set of permissible functions, 410
maximum timing contraints, 191, 200
max operator, 56
maxterms of Boolean functions, 69, 74
McBoole, 282, 283
Mealy models, 119
memory binding, 243
memory map, 20
memory resources for architectural systhesis, 143
Mercury, 558
metavariables, 103, 113
metarules, 433
micro-compilation, 144
microelectronic circuits, 3
microelectronic circuit design,
charactegistics, 11
customn, 6
semicustom, 6
microcode compaction, 168
min operator, 56
Mini, 270, 304, 339
minimal-delay circuits, 427430
minimization of Boolean functions, 318, 333
minimum-area,
binding, 246, 253
covering problem, 528
minimum canonical cover, 283
minimum clique partition, 233
minimum-cost satisfiability, 86, 93
minimum cever,
of a set, 44, 86, 273, 277, 284, 287, 318
of vertices, 87
minimum irredundant cover, 311
minimum latency, 159, 257
minimum latency scheduling, 197, 199, 201, 207
minimum resource, 159
minimum state, 443
minimum tming contraints, 191
minimal area,
delay constraints, 430
by retiming, 469
minterms of Boolean functions, 69, 74
mobility, 189



model call, 106, 122, 153, 238-239
model expansion optimization. 135
modeling,
structures, 115-116
models,
abstract, 27, 98
language, 27
module function, 541
module generators (see cell generators)
for architectural synthesis, 144
module selection, 150, 257-258
monotone speedup property, 424
Moore’s Law, 4
Moore models, 118
Multilevel Interactive Synthesis (MIS), 556
multi-level prime implicants, 350
multiple-cube,
expression, 369
extraction, 365, 3760, 455
multiple-level networks, 343
area/delay tradeoff, 254, 349, 541
design evlauation space, 349
multiple-level circuits, 452-454
multiple-level logic optimization, 351-354
multipie-output implicants, 73, 272
multiple-ouiput minterm, 272
multiple-output networks, 272
multiple-phase clocks, 440
multiple-port synchronous logic networks,
retiming of, 472
multiple-valued logic opuimization, 318, 327, 344
multiple-vertex optimization, 397, 400
Boolean relations, 405
mvi-functions, 289, 295, 298, 301, 318, 320-321

netlist, 115, 128
network covering,
by library cells, 506
network equivalence, 350, 397, 443
network optimization,
algorithmic approach, 356
rule-based approach, 356, 433, 505
network traversal algorithms, 404
nodes, of graphs, 38
non-hierarchical sequencing graphs, 167-168, 186,
189, 233, 242, 246
non-hierarchical combinational logic network, 348,
505
no-operations, 119, 123, 174, 230, 251
Nova, 494
NP problems, 45
NP-complete, 45, 510-511
N'P-hard, 45
NPN -equivalent, 532

O-partition, 444
objective function, 42
observability,
don’s care conditions, 381, 384, 389-397, 403,
482, 484, 534
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Olympus synthesis system, 556, 558
operation probability,

in force-directed scheduling, 212
operator strength reduction optimization, 135
optimal,

algorithm, 44
optimality, principle of, 49
optimization algorithms,

with Boolean transformations, 408

for transduction framework, 410
optimization problems, 42, 130
optimization of circuit design,

area, 21, 179, 229, 417

performance, 21
optimum, 44, 434
optimum pipelining, 472
ordered binary decision diagram (OBDD), 75, 94,

526

isomorphic, 76
orthonormal expansion,

of Boole's expansion, 72
output encoding, 327
output partitioning, 446
output plane, 270
output polarity assignment, 333-334, 530
output required times, 349, 432
overloading, 109, 129

p-valued expansion, 299
packaging if integrated circuits, 12
Pareto point, 23, 142
parse trees, 127
parsing,
of software Compilation, 127-128
partial binding, 228
pattially bound networks, 534
partially redundant cubes, 311
partially redundant prime implicants, 280, 313
partially redundant set, 310
pattern functions, 526
pattern graphs, 512, 515, 519, 530, 542
pattern tree, 49
path, 38, 249
path sensitization, 422-423
path-based scheduling, 217-218
partitioning,
of cliques, 6466, 169, 218, 233, 247
of logic networks, 510-511
partitions,
of equivalent states, 443
of a set, 36
blocks of, 36
into cliques, 40, 6466, 169
peephole optimization, 435
percolation scheduling, 215
perfect graphs, 40, 63
perfect vertex elimination scheme, 63
performance optimization,
combinational circuits, 21, 348
synchronous circuits, 21, 440
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peripheral retiming, 476
permissable function, 410
personality matrix, 73
perturbed network, 383, 390, 400, 484
Petri nets, 126
Petrick’s method, 279, 333, 336
physical design (see also geometrical-level
synthesis)
problems, 31
physical views, 15-17
pipelined circuits, 21, 125, 143, 178-181, 260, 563
scheduling, 218
pipeline network models, 485
placement, 20, 31
planar graphs, 39
polar dag, 40
polar graphs, 40, 122, 146, 186
polarity assignment, 413, 414, 530 °
polynomial complexity, 43, 197, 205, 233, 286
polynomially bound algorithms, 461
positional-cube notation, 288, 299, 320
pragmatics,
of hardward description languages, 100
precedence-constrained multiprocessor scheduling
problem, 203
prediffused array-based design, 8. 11, 30
prewired array-based design, 8, 11
predecessor of a vertex, 40
predecessor/successor forces, 213-214
Presto, 270
primality of an implicant. 276, 287
primary inputs and outputs, 116, 401
prime classes, 449
prime dichotomies, 326
prime implicants. 277, 280, 302, 307, 457
generalized, 329
prime and irredundant logic networks, 416
primitive resources for architectural sysathesis, 143
priority list for scheduling algorithms, 208
privileged layers, 30
problems,
cell-subnetwork matching, 506-510
covering, 49, 61, 89
finite-state decomposition, 455
inconsistent, 54
minimum-cost satisfiability, 93
satisfiability 85-87
shortest and longest path, 54, 56
procedural languages, 100, 104
procedural layout styles, 30
produet machine, 494
product of sums, 279
Petrick’s method, 279
programmable logic array (PLA), 270
programming,
dynamic, 48-51
projective algorithm, 46
propagation delays, 144, 157, 252, 419, 463, 479,
506, 529, 5341
Ptolemy, 501

Pyramid, 556

Quing’s Theorem, 277, 336, 376
Quine-McCluskey Algorithm, 280-281, 350, 376

range computation, 387-389
rectangle covering problem,
matrix represemtation, 374-375
reduce operator, 308, 315, 338, 354
reduced dependency criterion, 450
reduced implicant, 308
reduced ordered binary decision diagram, 76-77
reduced prime implicant table, 279
reduncancy identification and removal, 408
redundant anchor, 194
register compatibility graphs, 241
register model, 473
register sharing, 239, 242
registers, 156
edge-triggered, 440, 459
self-adjacent, 262
relevant anchor set, 194
relation table, 489
relations,
covering, 329
disjoint, 329
relative anchor set,
of a constraint graph, 194
relative schedule,
withoul resource constraints, 195
with timing constraints, 196
relative scheduling, 174,
time coggtrained, 196-197
unconstrained, 193-1935
relative timing constraints, 191, 199
relatively essential set, 310
release times, 190
reset signal, 176
resource binding, 150, 228
functional, 245
compatible, 152, 230
resource compatibility graphs, 230
resource conflict graphs, 231
resource sharing, 150, 160, 228, 236, 246, 257,
260, 264
resource-dominated circuits, 142, 145, 156, 158,
186, 229, 260
resources for architectural synthesis, 143-144
resolution mechanisms, 104
retained implicants, 282-283
retiming, 161, 461, 462, 475
of multiple-port synchronous logic network, 472
of a network, 463
peripheral, 476
ripple-carry adders, 257
RISC architectures, 243
ROBDD manipulation, 536
portable package, 84
robustness of critical path detection, 423
root, 38



routing, 20

rugged script, 557

rule-based approach,
library binding, 544, 545-546
{ogic optimization, 433
network optimization, 356

rule-based systems, 433

Sasao’s Theorem, 314, 333
satisfiability of Boolean functions, 85
satisfiability don't care conditions. 384, 398
scan techniques, 494
schedules constrained, 187-188
scheduling, 51-53

algorithms, 146

with chaining, 149, 161, 217

resource-constrained, 205
scheduling algerithms,

force-directed, 211-215

ILP, 198-202

list, 208-211

path based, 216

percolation. 215

trace, 215

scheduled and bound sequencing graphs, 237, 253,

259
scheduling problems, 26, 174, 180
maodel for, 186187
precedence-constrained multiprocessor, 203
scheduled sequencing graph, 130, 147, 177, 230.

233, 235, 259
Schmitt triggers, 505
script,
seed dichotomies, 324, 331
SEHWA, 223
self-adjacent register, 262
self-force

of list,

semantics, 101
of hardware description languages, 100
semantic analysis, 129
semicustom microelectronic design, 6
array-based, 7
cell-based, 7
sensitizable path of a logic network, 422
sequencing graphs, 27, 119, (21, 146, 154, 161,
177, 194, 203, 218, 228, 259
sequencing graph constructs,
branching, 122, 153
iteration, 122
model call, 122, 238-239
soquencing problem, 51
sequential circuit optimization, 442
Sequential Interactive Synthesis (SIS) program,
556, 558
sequential logic circuits, 24
sequential resources,
data-path synthesis, 166
serial-parallel multipliers, 258
sets,
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cardinality, 36
Cartesian product, 37
partitions, 36
Shannon’s expansion. 69
sharing and biading,
pipelined circuits, 260, 484
resource-dominated circuits, 229
sharp operation, 292, 294
shortest and longest path problem,
single-source, 54
signature cubes, 283, 285-286
side input. 422
Silage, 104, 108, 113-114, 556
SileSyn. 555
simple graphs, 38
simplification,
multiple-level logic optimization, 353
simulation and verification methods. 14, 32
simultaneously prime and irredundant logic
networks, 416
single-rail circuit design, 413
array-abaged design, 8
signal multiplexing, 541
signals, 101
silicon on sapphire CMOS, 5
simplex algorithm, 46, 471
single-cube
expressions, 369
extraction, 365
single stuck-at faults, 287, 493, 498, 536
single output multiple-level networks, 350
single-polarity logic networks, 347
single-implicant containment, 274, 286, 302
single-well CMOS, §
single-vertex optimization, 397, 402, 4838
slack of an operation, 209
smoothing operator, 70
Socrates, 4335, 545
software,
compiler. 126-130
programming languages, 98-9%
source. of a polar dag, 40
spectral analysis,
of Boolean functions, 545
stability numbe of a graph, 41
standard cells. 8
design, 7-8
standard triple. 84
state diagram, 118
statc encoding, 442, 449453, 494
state extraction,
stale minimization, 443-444, 457
prime classes, 449
state transition,
diagram, 15, 27, 118, 175, 442, 494
relation. 457
table, 118
static co-sensitization, 425
static sensitization, 423
steerning logic circuits, 141, 157, 163, 250
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strong canonical form, 79
strongly compaiible operations, 253-254
strongly unate functions, 296, 303
strongly-typed,
VHDL data types, 109
structural approach,
cell-subnetwork matching problem, 506-510
structural flavor,
of an architectural body, 109
structural hardware languages, 102-103
structoral-level synthesis (see architecturat
synthesis)
structural match, 510
structural pipelining, 218
structural testability, 261-262, 286
structural view, 15-17, 142, 163
structures,
incidence, 115
subgraph, 38
bounded-latency, 154, 174
subject graphs, 510, 528, 531
substitution,
multiple-level logic optimization, 353, 363-364
successor, of a vertex, 39
Sugar, 556
sum of products form, 118, 270-271, 279, 333,
345, 360, 373, 416
supercube of two implicants, 291
Syco compiler, 164
symbolic minimization, 330
of Boolean functions, 318, 320
output encoding, 327
symbolic relations, 457-458
symbolic truth table, 319
symmetry class, 526
synchronous circuits, 6, 21, 440
synchronous delay, 474
elements in logic networks, 118, 462
offset, 459
synchronous logic networks, 118, 173, 442,
458-461, 486
synchronous logic transformations, 479-481
synchronous recurrence equation, 43¢
Synergy, 555
syntax,
of hardware description languages, 100
synthesis, 17
architectual, 17
logic—level, 17
geometrical-level, 18
of testable networks, 415
synthesis algorithms, 42
synthesis time, |72
synthesis systems,
production-level, 553
research-level, 553
System’s Architect Workbench (SAW), 160, 555,
559

tabular form,
Boolean functions, 72
tautology,
decision problem, 86
of a cover, 297
Techmap, 509
technology mapping (see library binding}
testable networks, 415
testability, ’ .
of circuits, 14, 286, 348, 495
of networks, 536
optimization of, 21, 432
testing of integrated circuits, 12
thermal conduction modale (TCM), 562
Theseus, 558
throughput,
of a circuit, 21, 24-26, 142, 179
time frame,
of a list scheduling operation, 211
time-invariant don’f care components, 483
time-labeled variables, 459
time-varying don’t care components, 483
timing feasibility, 431, 465
totally redundant prime implicants, 280, 313
totally redundant set, 310
topological critical delay, 420
topological critical path, 420, 422, 462
topological sort, 54
trace scheduling, 215
traces, 442, 458, 555
tractable problems, 44
trail, 38
transductiqp, 410411
transition mode,
transformations,
control-flow based transformations, 134-135
data-flow based, 131-134
elimination, 351
for synchronous networks, 479
tree-height reduction optimization, 132-133
transitive orientation property of graphs, 41,
233-234
traversal methods,
botton-up, 525
implicit finite-state machine methods, 491, 494
tree, 38
covering algorithm, 49, 513
matching problem, 513
threg-vertex, 49
two-vertex, 49
tree-based covering, 522
tree-based matching,
simple, 514-515
using autoemata, 517-518
tree-height reduction transformations, 132
trianguiated graph (see chordai graph)
truth table, 73, 490
Tseng-Siewiorek algorithm, 247
twin-well CMOS, 5
twisted pair, 261



two-level logic circuits,
design space, 349
two-level circuits,
state encoding for, 450-453
two-level logic covers, 288
type checking, 129

UDLA, 112-113
unate cover, 87, 295, 329, 337, 498
unate functions, 69

strongly unate, 296, 303

weakly unate, 295

unate recursive paradigm, 295-296, 299, 309

unbounded latency graphs, 174
unbounded-latency scheduling, 154, 174
unbound networks, 459, 505, 543
unconstrained schedules, 187
underlying undirected graph, 39, 254
universal quantifier, 36, 70

undecided implicants, 282-283
undirected graphs, 37-40, 59, 61, 254
union of two dichotomies, 326
unique table, 78, 80

unscheduled sequencing graph, 257
untestable faults, 409, 497498

valid encoding matrix, 323
variables,
data-flow analysis, 130
time-labeled, 459
Venus, 558
verification,
Verilog, 108, 110-111, 128, 555
vertical microcode, 168
vertices,
branching, 122, 153
degree of, 515
iteration, 153

mnoEx 579

links, 122

model call, 122, 153

operaticns, 122

source, 122, 146

sink, 122, 146

stable set, 41
vertex coloring, 61, 169, 233
vertex cover,

of a graph, 60, 66, 87
vertex of a graph, 37

degree of, 37
vertex separation set, 38
very large scale integration (VLSI), 3
VHDL, 98, 100, 102, 108, 110, 128, 136, 554
ViewSynthesis, 555
views,

behavioral, 15, 17

structural and physical, 15, 17
virtural library,

look-up table FPGAs, 538

walk, 38
‘Wallace-tree, 345
weakly compatible operations, 253
weakly unate functions, 295
weighted compatilibity graph, 245
well-posed constraint graph, 196
wiring,

estimating area and length, 157

delays, 250

detailed, 31

global, 31
Yorktown Silicon Compiler, 104
Y-chart, 15-16

Zero-One Linear Program (ZOLP), 86, 199, 236,
413
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